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CHAPTER

ONE

INTRODUCTION
A digital terrain model is a digital representation of a terrain. Essentially, it captures the variation of elevation in a surface. The digital part suggests that this representation is handled
and stored by computers. Terrain modeling, in its traditional (non-digital) form, is not a
new field, and has been serving different areas of earth sciences, like hydrology, tectonics,
oceanography and climatology, for more than one hundred years. Modern terrain modeling,
revolutionized by the use of powerful computer processing, is now a more heterogeneous
area where earth and computer scientists, mathematicians and engineers collaborate. Today, (digital) terrain modeling constitutes an important subfield within GIS (Geographic Information Systems), and terrain models are becoming more and more used as computing
possibilities increase.
The modeling of a terrain is intimately related to the geometric properties at points and
regions of the surface being represented. Important examples of two such properties are
elevation and slope. The fact that these models need to be handled by computers creates a
need for suitable algorithms and data structures. Moreover, the large amount of data that
needs to be processed implies that the efficiency of the algorithms is a major concern. This
poses important and interesting challenges at the algorithmic level. In this thesis we will
study some of these algorithmic aspects, viewed from the perspective of computational geometry.
Computational geometry is a discipline of computer science that studies efficient algorithms and data structures for solving geometric problems. The basic objects studied
in computational geometry can be as simple as points, lines, polygons and circles. As a
rather theoretical field, a lot of importance is given to being able to prove properties of
the algorithms, especially correctness (that the algorithm always produces the right output)
and running time (that the worst-case running time of the algorithm can be—somehow—
predicted).
Among the different ways that exist to model terrains (which will be discussed in detail
later), we will focus on a particular one, known as polyhedral terrains or triangulated irregular networks. Essentially, it consists in using a triangular mesh to approximate the surface of
1
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Figure 1.1 Left: a point set in the plane. Center and right: two different triangulations of the point set.

the terrain. This mesh is also known as a triangulation. Triangulations are one of the most
studied topics in computational geometry, and are the central object of study of this thesis.
In particular, we will study optimization problems on triangulations. In other words,
we will be concerned with finding a triangulation that is the best one according to some
previously specified criteria. In general, these criteria will be motivated from applications
in terrain modeling, since that is one of the main uses for triangulations. However, we will
often analyze the problem at a more fundamental level, which will allow us to abstract its
inherent difficulties, and to formalize it in a more general way. Furthermore, this will make
most results in this thesis applicable to other areas where triangulations are also used, like
mesh generation and computer graphics.
In order to understand the problems and solutions studied in this thesis, it is important
to understand, on the one hand, the basic structure that will be used to model terrains: the
triangulation. On the other hand, it is essential to understand what properties one needs
from such triangulations, in order to use them, for example, to model terrains. Therefore it is
useful to have a clear idea of not only how terrains are modeled, but also how terrain models
are used, since that will ultimately determine the properties that triangulations should have.
In the remainder of this chapter we will give an introduction to triangulations, with special emphasis on optimization problems. Next we will review terrain models, their main uses
and applications, and then we will give motivation for some of the measures and methods
that we will study in the following chapters. This chapter will finish with a description of the
outline of the thesis and its main contributions.

1.1 Triangulations
A triangulation is a decomposition into triangles. Many different geometric objects can be
subdivided into triangles: a polygon, the space between a set of points, a planar straight
line graph, or even a surface in higher dimensions. In this thesis we will be interested in
triangulations of polygons and point sets, in the plane.
When the input is a point set P in the plane, a triangulation is defined as a subdivision
of the plane whose bounded faces are triangles and whose vertices are the points of P . Thus
any triangulation subdivides the convex hull of P into triangles. Figure 1.1 shows an example. Note that the same point set can have several different triangulations. When the input
is a polygon P, a triangulation is defined analogously, as a decomposition of the interior of
P into triangles. See Figure 1.2 for an example.
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Figure 1.2 Left: a polygon. Center and right: two different triangulations of the polygon.

1.1.1 Application examples
Triangulations have applications in a large number of fields, including computer graphics,
multivariate analysis, finite element methods, and surface interpolation (which includes terrain modeling). Here we elaborate on two of them.
Finite element methods The finite element method is a numerical technique for solving
partial differential equations. It is widely used in many fields of engineering (elasticity, electromagnetism, fluid dynamics, etc.), where exact solutions to the equations are impossible
to obtain, and approximations are needed. One concrete example would be to simulate heat
transfer on the surface of a printed circuit board. The object, or domain, over which the heat
transfer equations need to be solved (in the example, the board), can be modeled—for the
purpose of the simulation—as a polygon with holes.
The idea is to create a mesh—like a triangulation—that partitions the domain into small
pieces called elements. In this discussion we focus on two-dimensional domains, which can
be modeled as polygons (possibly with holes). The elements must be simple enough as to
allow the partial differential equation to be solved, for each element, with some lower order
polynomial function. The solutions for all elements are then integrated into a solution for
the original problem [11, 101].
The choice of the mesh has important consequences for the quality of the solution.
There are two basic types of meshes (excluding hybrids): structured (all interior vertices
are topologically alike) and unstructured (vertices can have arbitrarily varying local neighborhoods). Despite the fact that structured meshes are much simpler, unstructured meshes
give more flexibility to adapt to complicated domains, and have been gaining a lot of popularity during recent years [11]. For unstructured meshes in the plane, triangulations are very
frequently used.
In general, the shape of the elements has a pronounced effect on the numerical methods used. One important factor is the aspect ratio of the elements, informally defined for one
element as the ratio of its longest dimension to its shortest dimension (for example, for a triangle, it is the maximum ratio between its base and its height). It turns out that, in general,
elements of large aspect ratio are bad. They lead to poorly conditioned systems, worsen the
speed and accuracy of the solvers, and create large interpolation errors [11]. In the context
of triangular meshes, aspect ratio translates into angles. It is thus important to have triangle angles not close to 0◦ and 180◦ . Also the number and distribution of elements play an
important role. Increasing the number of elements in critical areas of the object is a way to
obtain higher accuracy in those particular areas. An increase in the resolution of the mesh at

4
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specific areas can be achieved by including additional points (points that are not vertices of
the initial boundary polygon), in order to force a finer mesh resolution around them. These
points that are not part of the initial domain boundary are called Steiner points. We will refer
to a triangulation that uses Steiner points as a Steiner triangulation.
All these considerations imply that not only do triangulations play an important role
in finite element methods, but the choice of the triangulation also has important consequences. For a thorough discussion on the vast literature on mesh generation for finite element methods, we refer the reader to the surveys in [11, 38, 82].

Surface interpolation In surface interpolation one is given a set of points, generally in
three-dimensional space, and the goal is to compute a surface that passes through all points.
The points usually correspond to some kind of measurement, like temperature, rainfall or
elevation. Surface interpolation is a major subfield of numerical analysis, and as a fundamental problem it finds applications in many fields, ranging from physics and biology to
CAD, computer graphics, and, of course, terrain modeling. Readers interested in the subject
are referred to [13, 83, 99].
In general, there are certain requirements on the type of interpolating surface. They vary
depending to the application, but continuity is almost always sought, and sometimes other
considerations like smoothness (or more generally, geometric continuity), and a simple surface description, are also important.
Triangulations provide a natural and simple interpolating surface. Consider a set of
three-dimensional points, with (x , y , z )-coordinates. We will assume that no two points
share the same (x , y ) coordinates. When the points are projected into the (x , y )-plane, we
get a set of points in 2D that can be triangulated. Any such triangulation will be a twodimensional object that lives in the plane. However, one can imagine lifting each point back
by including its z -coordinate, together with the triangles that have the point as vertex. The
result is then a piecewise linear 2D surface (in three-dimensional space), which interpolates
all the original points. It is important to note that each different triangulation leads to a
different interpolating surface, and for applications, the choice is likely to be important.

1.1.2 Optimization of triangulations
A given point set has, in general, many different triangulations. In fact, determining how
many different triangulations exist for n given points is one of the most intriguing problems
in combinatorial geometry. On the one hand, there are sets of n points that have Ω(8.48n )
triangulations [3]. On the other hand, it has been shown that no set of n points can have
more than O(43n ) triangulations [95]. Even though the upper bound of O(43n ) is a big imn
provement compared to the first bounds known (like 1013 in [4]), it is still expected to be far
from optimal [108].
Regardless of the exact number of triangulations that n points have, the large number of
different triangulation and the fact that the choice of triangulation has a large impact in the
application, have motivated the study of several triangulation optimization problems. The
general problem is finding, among all possible triangulations of a given point set, one that is
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best (optimal) according to some criterion. In the next paragraphs we will give a summary
of the most important results on optimal triangulations.
A well-known triangulation, optimal from several points of view, is the Delaunay triangulation. The Delaunay triangulation (DT) of a set of points P is defined as a triangulation
where the circumcircle of the three vertices of any triangle does not contain any other point
of P . Many properties of the Delaunay triangulation are known. If no four points of P are
cocircular, then the Delaunay triangulation is uniquely defined. Moreover, it optimizes a
number of measures. First of all, it maximizes the minimum angle among all triangle angles.
That implies that its angles are as large as possible. This is the reason for the triangles of the
DT to be considered well-shaped, in the sense that they try to avoid having long and skinny
shapes. In addition, the DT also optimizes several other measures, like min max smallest enclosing circle of the triangles, as well as some other more complex criteria like mean radius
or harmonic index [77].
Another advantage of the Delaunay triangulation, besides its nicely-shaped triangles, is
that it can be computed efficiently. In fact, for n points, several algorithms can compute it
in optimal Θ(n log n) time [27, 33, 47].
Bern et al. [9] have shown that measures such as minimum triangle height, maximum
slope, and maximum eccentricity of any triangle can be optimized with a technique called
edge insertion. The technique yields O(n 3 ) or O(n 2 log n ) time algorithms, depending on the
measure. Other measures such as maximum angle and maximum edge length can also be
minimized efficiently, in O(n 2 log n ) and O(n 2 ) time, respectively [29, 30]. The greedy triangulation, which lexicographically minimizes the sorted vector of length edges, can be constructed in O(n log n ) time [65].
Another well-known triangulation is the minimum weight triangulation. It is a triangulation that minimizes the sum of the edge lengths. After having the status of open problem
for many years, Mulzer and Rote [76] showed that computing the minimum weight triangulation of a point set is NP-hard.
Finally, some optimization results also exist for a special class of well-shaped triangulations, known as higher order Delaunay triangulations [42]. They are a generalization of the
Delaunay triangulation, and will be studied in detail in the next chapters. A review of the
most important results on higher order Delaunay triangulations can be found in Chapter 2.

1.2 Terrain models
In order to understand better how triangulations for terrains can be improved, it is important
to have a clear idea of how digital terrain models1 are used. We begin this section by listing
a few important applications of terrain modeling. Then we discuss the two major ways to
represent terrains, and we finish this section with a short description of how terrain elevation
data is obtained.
1 From now on,

we will sometimes omit the digital term and simply refer to terrain models.
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Figure 1.3 Application examples for terrain models. Left to right, top to bottom: orthophoto maps,
cartography, terrain visualization, and terrain analysis (in the picture, watershed delineation).

1.2.1 Application examples
The applications mentioned here are just a small sample, more detailed discussions of applications of terrain models can be found in [51, 69]. Figure 1.3 illustrates the four applications
listed below.
Orthophoto maps An orthophoto is an aerial photograph that has been geometrically corrected such that the scale is uniform. Terrain models provide the terrain elevation information needed for the differential rectification of aerial photographs, thus greatly facilitating
their production. Interestingly, this was one of the first uses of terrain models [13].
Cartography Similarly, terrain models have become standard data structures in digital
cartography, and they are particularly useful for the generation of high-quality relief maps
(maps showing the changes in elevation), as well as for generating contour maps (maps
showing lines of equal height) and aspect maps (showing the orientation of slope—north,
south, etc.—at each point).
Visualization The combination of accurate terrain models with computer graphics results
in realistic tools for visualizing terrains. The uses within visualization are many and varied,
ranging from serious applications related to simulation (like pilot training and tank-driving
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simulation) and engineering (like road planning), to entertainment and gaming applications
(where terrains can be either natural, like in a flight simulator, or artificial—part of fantasy
worlds).
Terrain analysis Terrain analysis comprises many different areas, for example visibility
analysis and hydrological analysis. The former deals with the identification of areas of terrain that can be seen from a particular point on the terrain surface, and is used in a variety
of applications like location of radio transmitters or horizon pollution. The latter deals with
predicting and simulating hydrological processes, such as rainfall runoff and flooding. Many
of the optimization measures that will be studied in this thesis are motivated from hydrological applications.

1.2.2 Representation
There are two main ways to represent terrain models. Figure 1.4 illustrates both approaches.
Digital elevation matrix (DEM) A DEM2 , or raster terrain, is simply an altitude matrix
(other terms like grid terrain are also often used). Elevation data is sampled at regular intervals, forming a rectangular matrix of elevation points. DEMs are the most common form
of terrains, mainly because they are easy to store and handle. The accuracy of the model depends on the spacing (resolution), and is set for the whole terrain. This is not a problem if the
terrain is relatively homogeneous, but it becomes a disadvantage when it is varied or complex [51]. Furthermore, DEMs sometimes create an exaggerated emphasis along the axes of
the grid for certain kinds of computations, for example in line-of-sight calculations [13].
Triangulated irregular network (TIN) A TIN is a terrain model that uses a triangulation
of irregularly spaced nodes or observation points. In the computational geometry literature,
TINs are usually called polyhedral terrains. TINs avoid the redundancies of DEMs, since they
only need samples at significant points (that is, points that capture the terrain characteristics). In addition, this allows to represent many important topographic features (like peaks,
depressions, passes, valleys and ridges) directly by vertices and edges [51]. Moreover, they
provide a continuous surface, which is generally preferred for computations related to hydrology, erosion and landscape evolution. When it comes to choosing what triangulation to
use to model a terrain, the de facto choice is the Delaunay triangulation [13, 51], described
in Section 1.1.2, due to its well-shaped triangles and ease of computation.

1.2.3 Sources of elevation data
The main goal of this thesis will be to improve terrains, in particular, to improve terrains
modeled by triangulations. The main reason why terrain models need to be improved is
that the data that is used to produce them is inherently inaccurate. These inaccuracies can
be reflected in the terrain model by artifacts or unwanted terrain characteristics.
2 DEM usually stands for digital elevation model, however, following [51], we will adopt the more accurate term
digital elevation matrix, to make clear that a DEM refers to a raster terrain, which is the most standard assumption.
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Figure 1.4 Projection and perspective view of a raster (left) and a TIN (right) terrain.

There are three main ways in which elevation data for terrain modeling is acquired.
Given the large amount of terrain data contained in topographic maps, a simple and
inexpensive way of generating digital terrain data is map digitizing. Existing contour maps
are scanned, and later converted into DEMs or TINs. Most of the digital terrain data available
today originates from digitized maps [69].
Land surveying consists in obtaining samples directly in the field, by the use of a total
station or GPS device. The points sampled are selected as representative of the characteristics of the terrain, and are irregularly distributed.
A more massive way to generate elevation data is through remote sensing. This includes
methods that measure elevation using radar or laser scanning sensors. The most important
examples are Synthetic Aperture Radar (SAR), Light Detection and Ranging (LIDAR), and
Shuttle Radar Topography Mission (SRTM). These methods have resolutions that vary from
90 to 30 meters for SRTM to less than one meter for SAR and LIDAR data [51].
All the methods described above are based on measurement devices, which are always
prone to imprecision. This results in raw data that already contains error. Further errors can
be introduced in later stages of the terrain model preparation, like interpolation or rounding errors. For this reason terrain models often contain artifacts that are not present in the
original terrain. Some of these artifacts can be left in the model, but some may render the
model unreliable for the intended application, and need to be fixed.

1.3 Improving terrain models
In this thesis we will be mainly concerned with triangulations that model terrains, and how
these can be improved to model the terrain in a better way. In general it is hard to define what
an improvement means. This depends entirely on the use that will be given to the terrain.
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As an example, we will mention two particular cases in hydrology that will be studied later
in Chapter 6 and Chapter 7.
A major artifact or unwanted feature in terrain models are pits or local minima. A local
minimum is a point or flat area on the terrain surface that is surrounded by higher points.
When terrains are used for land erosion or hydrological studies, it is generally accepted that
most pits in the terrain model are spurious, caused by errors in the data or model production. A terrain model with many pits does not represent the real terrain faithfully, and
moreover creates problems because water accumulates at pits, affecting water flow routing
simulations. Therefore the removal of local minima from terrain models is a standard preprocessing requirement for many uses [102, 110]. From an optimization point of view, this
suggest as a natural measure the number of local minima in the terrain. A natural optimization problem that arises from this is improving the terrain by minimizing the number of local
minima.
When doing hydrological simulations, often the TIN modeling the terrain is augmented
with extra information, like the river network. After combining both data sources, one can
determine which edges of the TIN must correspond to rivers or other water streams. However, since the elevation source and river network source are usually different, inconsistencies can appear in the combination. For example, whole fragments of rivers (that is, series
of edges that were recognized as rivers based on the river data) may have the wrong inclination, causing water to flow in the wrong direction or towards the wrong side. It will then
be important to fix these inconsistencies, such that the terrain edges that are supposed to
be rivers also behave like them. A measure that emerges from this problem is the number
of inconsistent river edges. An associated optimization problem would be removing these
inconsistencies as much as possible.
In this thesis we will be interested in optimizing measures motivated from applications
in terrain analysis, like the two just mentioned. The emphasis will be put in finding efficient
algorithms that improve the terrain as much as possible.

1.3.1 Two approaches for improving terrains
We can distinguish two dual approaches to the problem of improving a given terrain. Recall
that we will always deal with polyhedral terrains, thus the typical input for the algorithms
will be a triangulation in the plane, where each vertex has an elevation.

Triangulation approach In the triangulation approach one assumes that the original vertices cannot be changed. Hence the only way one has to modify the terrain is by changing the
triangulation. This leads to an optimal triangulation problem: finding a triangulation that
minimizes or maximizes a certain measure. An important secondary concern under this approach is to avoid triangulations with ill-shaped triangles, since, as mentioned in Section 1.1,
they can create several types of problems. In the context of surface interpolation this is particularly important, since long and skinny triangles may force interpolation from points that
can be far apart. An example comparing two triangulations is shown in Figure 1.5.
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Figure 1.5 Effect of triangle shape in surface interpolation (the numbers indicate elevation). The
height at point p is interpolated from the heights of the vertices of the shaded triangle. Left: with
the Delaunay triangulation, p has an estimated height of ≈ 82. Right: a triangle with worse shape
causes interpolation with respect to points relatively far from p , setting the height of p at ≈ 63.

Terrain correction approach A complementary approach consists in allowing changing
the position of the vertices, in order to optimize the measure of interest. The triangulation,
in principle, does not need to be changed (depending on whether changes are introduced
to the x , y -coordinates). Under this approach special care must be taken to control the appearance of the resulting terrain: it should resemble the original one as much as possible.
An example of both approaches is shown in Figure 1.6. In the original terrain (left) vertex
p is a local minimum. In order remove it under the triangulation approach (center), one can
modify the triangulation by, for example, exchanging the edge from q to r by the one from p
to s . The result is a triangulation where p is now connected to a lower vertex (s ) thus is not a
minimum anymore. Using the terrain correction approach (right), we can lower a neighbor
of p , in the example q , to a new height lower than p . This allows water at p to escape through
q , removing the local minimum.
We already reviewed many results on the triangulation approach by the computational
geometry community (see Section 1.1), but TIN optimization has also been studied from
the GIS side. The fact that the standard triangulation, the Delaunay triangulation, does not
take the elevations of the points into account, led Dyn et al. [28] to propose data dependent
triangulations. These are triangulations that are optimal according to other criteria, which

p
r

q

q

s
Figure 1.6 Left: original terrain, p is a local minimum. Solid arrows indicate water flow directions.
Center: in the triangulation approach, the triangulation is changed (edge (q, r ) is replaced by (p, s )).
Right: in the terrain correction approach the height of vertex q is decreased so that water can escape
through it.

1.4. CONTRIBUTIONS AND OVERVIEW OF THIS THESIS

11

depend on the full data set (for example, their min error criterion minimizes the height interpolation error). Several other criteria relevant for GIS have been proposed later , related to
fitting other interpolating surfaces [85], minimizing the angle between surface normals [28],
and reducing the error in normal vector computations [32]. It is worth mentioning that most
of the algorithms proposed for these criteria are heuristic. They usually start from the Delaunay triangulation, and make local improvements until no further improvement can be
found.
Previous work on the terrain correction approach comes from the GIS literature and is
mostly restricted to DEMs (raster terrains). A specific area in which the terrain correction
approach has been applied widely is hydrology. For pit removal, for example, the most common method is pit filling, which consists in filling up depressions by moving up the points
that form the basin of the pit. Similar ideas have been also applied to other problems like
river embedding, and will be reviewed in detail in Chapter 6 and Chapter 7.

1.4 Contributions and overview of this thesis
In this thesis we study problems related to the optimization of polyhedral terrains. Many
of the results and algorithms presented here are not limited to terrains, but are results on
optimization of triangulations. However, our main motivation arises from GIS applications.
Both approaches, triangulation and terrain correction, have been applied to different problems. Based on this, the main chapters in the thesis have been grouped into two parts. We
give a general overview of both parts here, a more detailed overview follows in Section 1.4.1.
Part I In the first part we study the triangulation approach. As mentioned before, when
optimizing a triangulation for a specific criterion, the shape of the triangles is a major concern that must be taken into account, even when the main objective is something else, like
minimizing the number of local minima. For example, it is easy to find a triangulation that
minimizes the number of local minima: just connect every point in the terrain to the lowest
one (see Figure 1.7). However, the interpolating surface produced by such a triangulation
hardly makes sense for a terrain model.
Therefore in this thesis we apply the triangulation approach restricted to a class of wellshaped triangulations: higher order Delaunay triangulations. They are a generalization of
the Delaunay triangulation, introduced by Gudmundsson et al. [42]. Higher order Delaunay
triangulations will be introduced formally in Chapter 2. Essentially, they provide a compromise between well-shaped triangles and number of triangulations, through a parameter
called order. The higher the order, the more triangulations to choose from, but the worse the
shape of the triangles can get.
In a sense, higher order Delaunay triangulations provide a framework of well-shaped
triangulations. In order to use this framework to produce optimal terrains, algorithms that
optimize over the class of higher order Delaunay triangulations are needed. That is what we
accomplish in the first part of this thesis, specifically in Chapters 3 and 4. Previous results
on optimization over higher order Delaunay triangulations were mostly limited to simple
measures of triangles. We extend these to more complex measures, for first order Delaunay
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Figure 1.7 Removing all local minima. The white point represents the lowest point. Connecting all
other points to the lowest one (left) guarantees that there is a single local minimum. However, the
resulting triangulation (right) will contain many ill-shaped triangles, and will produce a star-shaped
terrain, inappropriate in most cases.

triangulations of point sets, and for any order when triangulating polygons. We also provide
the first experimental results on the structure of higher order Delaunay triangulations, which
have major implications for their optimization.
Part II The second part of the thesis deals with terrain correction. This is a technique that,
until now, has not received much attention from the algorithms community. Chapter 6 and
Chapter 7 focus on two particular problems and study (polyhedral) terrain correction from
an optimization point of view. This has not been done before. Previous approaches from the
GIS community have been mainly for raster terrains and are heuristic-based. They focus on
improving the terrain, but without paying attention to doing it in the best possible way.
We formulate the terrain correction problems as optimization problems where the goal
is to remove all artifacts of a certain type (i.e. local minima or incorrect river edges), while
minimizing the change introduced to the terrain. The rationale behind this is that the overall
shape of the input terrain should be preserved as much as possible.
The large variety of results presented in the second part of this thesis, which include efficient exact algorithms, approximation algorithms, and NP-hardness results, show that there
are many challenges waiting behind this conceptually simple correction technique. The results in this thesis provide insight and solutions to several concrete problems related to terrain correction, some of them with practical (and implementable) algorithms. Moreover, we
hope that it serves to motivate further research in an area of computational geometry that
can have an important impact for many GIS applications.
Next we provide a summary of the main contributions of each chapter.

1.4.1 Overview of this thesis
Preliminaries on higher order Delaunay triangulations In Chapter 2 we summarize a
number of definitions and results on higher order Delaunay triangulations that will be used
in the following three chapters. It consists mainly of a number of previously known and
some new properties on the structure and size of higher order Delaunay triangulations.
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Higher order Delaunay triangulations of polygons In Chapter 3 we study algorithms to
triangulate polygons optimally using higher order Delaunay triangulations, for a number of
quality measures. Polygon triangulation is a topic of interest on its own, and in addition, in
the case of higher order Delaunay triangulations, it provides an important building block for
triangulating point sets.
The main algorithm presented in this chapter uses properties of higher order Delaunay
triangulations to improve the O(n 3 ) running time required for normal polygon triangulations to O(k 2 n log k + k n log n ) expected time, where n is the number of vertices of the polygon and k is the order of the triangulation. An extension to polygons with points inside
is also presented, allowing to compute an optimal triangulation of a polygon with h ≥ 1
components inside in O(k n log n ) +O(k )h+2 n expected time. Furthermore, through experimental results we show that, in practice, it can be used to triangulate point sets optimally for
small values of k . This represents the first practical result on optimization of higher order
Delaunay triangulations for k > 1.
This chapter is based on the following publication:
• R. I. Silveira and M. van Kreveld. Optimal Higher Order Delaunay Triangulations of
Polygons. Comput. Geom. Theory Appl., 42(8):803–813, 2009. A preliminary version of
this paper appeared in Proc. 8th Latin American Theoretical Informatics Symposium
(LATIN), LNCS 4957, pp. 133–145, 2008.

Optimization for first order Delaunay triangulations Chapter 4 discusses optimization
of quality measures over first order Delaunay triangulations. Unlike most previous work on
optimal triangulations, measures studied in this chapter relate to edge-adjacent or vertexadjacent triangles instead of only to single triangles. We give efficient algorithms to optimize certain measures, including measures related to the area ratio of adjacent triangles,
angle between outward normals of adjacent triangles (for polyhedral terrains), and number
of convex vertices. Some other measures are shown to be NP-hard. These include maximum
vertex degree, number of convex edges, and number of mixed vertices. For the latter two
measures we provide, for any constant " > 0, factor (1 − ") approximation algorithms that
2
run in 2O(1/") · n and 2O(1/" ) · n time (when the Delaunay triangulation is given). For minimizing the maximum vertex degree, the NP-hardness proof provides an inapproximability
result. Even though the results of the chapter are presented for the class of first-order Delaunay triangulations, they also apply to triangulations where for every triangle at least two
edges are fixed. The approximation result on maximizing the number of convex edges is also
extended to k -th order Delaunay triangulations.
This chapter is based on the following publication:
• M. van Kreveld, M. Löffler, and R. I. Silveira. Optimization for First Order Delaunay
Triangulations. Comput. Geom. Theory Appl., accepted 2009 (in press). A preliminary
version of this paper appeared in Proc. 10th Workshop on Algorithms and Data Structures (WADS), LNCS 4619, pages 175–187, 2007.
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Higher order constrained Delaunay triangulations In many practical applications of triangulations, and in particular in terrain modeling, there is the extra requirement that a number of edges need to be included in the triangulations. The edges are called constraints and
can represent, for example, rivers or mountain ridges. When such a constrained triangulation of a set of points and edges is required, the constrained Delaunay triangulation (CDT) is
often the preferred choice. The CDT is an adaptation of the Delaunay triangulation but with
a definition adapted to include constraints. The CDT is the most common choice because
of its well-shaped triangles. However, we have already seen that in applications like terrain
modeling, it is sometimes necessary to have flexibility to optimize some other aspect of the
triangulation, while still having nicely-shaped triangles and including a set of constraints.
The original definition of higher order Delaunay triangulations is not able to handle constraints: a single constraining edge may cause all triangulations with that edge to have high
order, allowing ill-shaped triangles at any part of the triangulation.
In Chapter 5 we generalize the concept of the constrained Delaunay triangulation to
higher orders. We study several possible definitions that ensure that an order-k constrained
Delaunay triangulation exists for any k ≥ 0, while maintaining the character of higher order
Delaunay triangulations of point sets. Several properties of these definitions are studied,
and efficient algorithms to support computations with order-k constrained Delaunay triangulations are discussed. For the special case of k = 1, we show that many criteria can be
optimized efficiently in the presence of constraints.
This chapter is based on the following publication:
• R. I. Silveira and M. van Kreveld. Towards a definition of Higher Order Constrained
Delaunay Triangulations. Comput. Geom. Theory Appl., 42(4):322–337, 2009. A preliminary version of this paper appeared in Proc. 19th Canadian Conference on Computational Geometry (CCCG), pages 161–164, 2007.
Terrain correction for local minima removal In Chapter 6, first chapter of the second part
of the thesis, we apply the terrain correction approach to the problem of local minima. As
already mentioned, most of the existing methods for local minima removal work only for
raster terrains, and are heuristic.
In this chapter we consider algorithms to remove local minima from polyhedral terrains,
by modifying the heights of the vertices. To limit the changes introduced to the terrain, we
also try to minimize the total displacement of the vertices. Two approaches to remove local
minima are analyzed: lifting vertices and lowering vertices. For the former we show that all
local minima in a terrain with n vertices can be removed in the optimal way in O(n log n )
time. For the latter we prove that the problem is NP-hard, and present an approximation
algorithm with factor 2 ln m , where m is the number of local minima in the terrain.
This chapter is based on the following publication:
• R. I. Silveira and R. van Oostrum. Flooding Countries and Destroying Dams. Internat.
J. Comput. Geom. Appl., accepted 2008 (in press). A preliminary version of this paper
appeared in Proc. 10th Workshop on Algorithms and Data Structures (WADS), LNCS
4619, pages 227–238, 2007.
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Terrain correction for river embedding In Chapter 7 we study a second problem motivated from terrain analysis: embedding river edges into a polyhedral terrain. This can be
seen as a data conflation problem: spatial data obtained from different sources, using different acquisition techniques, needs to be combined into one single consistent data set before
the data can be analyzed.
The most common occurrence for hydrological applications is conflation of a digital elevation model and rivers. In the problem studied in this chapter we assume that a polyhedral
terrain is given, and a subset of its edges are designated as river edges, each with a flow direction. The goal is to obtain a terrain where the rivers flow along valley edges, in the specified
direction, while preserving the original terrain as much as possible.
We study the problem of changing the elevations of the vertices to ensure that all the
river edges become valley edges, while minimizing the total elevation change. We show that
this problem can be solved using linear programming. However, several types of artifacts
can occur in an optimal solution. We analyze which other criteria, relevant for hydrological
applications, can be captured by linear constraints as well, in order to reduce such artifacts.
We implemented and tested the approach on real terrain and river data, and describe the
results obtained with different variants of the algorithm. Moreover, we give a polynomialtime algorithm for river embedding for the special case where only the elevations of the
river vertices can be modified.
This chapter is based on the following publication:
• M. van Kreveld and R. I. Silveira. Embedding Rivers in Polyhedral Terrains. In: Proc.
25th ACM Symposium on Computational Geometry (SoCG), pages 169–178, 2009.
Concluding remarks We conclude the thesis in Chapter 8 by highlighting its main contributions, analyzing the applicability of the results, and discussing some general directions of
future research.
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DELAUNAY TRIANGULATIONS
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CHAPTER

TWO

PRELIMINARIES ON HIGHER ORDER
DELAUNAY TRIANGULATIONS
In this chapter we provide some preliminaries on higher order Delaunay triangulations, a
class of well-shaped triangulations that will be used for optimizing triangulations under the
triangulation approach.
The importance of the shape of the triangulation, and more precisely, of the shape of its
triangles, was already stressed in the Introduction. In fact, having well-shaped triangles is
one of the main reasons for the popularity of the Delaunay triangulation. However, as already mentioned, when no four points are cocircular, the Delaunay triangulation is unique,
and that becomes an obstacle for optimizing other criteria where the Delaunay triangulation
might be suboptimal.
When optimizing over all possible triangulations there is the risk of obtaining one that
has triangle shapes that are not suitable for the application. For that reason in the next
chapters we will optimize some criterion restricted to a class of well-shaped triangulations,
the higher order Delaunay triangulations.
Higher order Delaunay triangulations are a generalization of the Delaunay triangulation
proposed by Gudmundsson et al. [42]. Recall that the Delaunay triangulation of a set P of
points is defined as a triangulation where the vertices are the points in P and the circumcircle of the three vertices of any triangle does not contain any other point from P . Higher
order Delaunay triangulations generalize this idea by allowing a few points inside the circumcircles of the triangles. The number of points allowed is called order, and we will denote
it by k .
A triangulation is order-k Delaunay if the circumcircle of the three vertices of any triangle
contains at most k other points (see Figure 2.1). For k = 0, each point set (with no four
cocircular points) has only one higher order Delaunay triangulation, equal to the Delaunay
one. As the parameter k is increased, more points inside the circumcircles imply a reduction
in the shape quality of the triangles, but also an increase in the number of triangulations that
are considered, and hence greater flexibility to optimize some other criterion, while limiting
19

20

CHAPTER 2. PRELIMINARIES ON HIGHER ORDER DELAUNAY TRIANGULATIONS

Figure 2.1 A Delaunay triangulation (k = 0) (left), and an order-2 triangulation (right). Light gray
triangles are first order, the medium gray ones are second order.

the badness of the shape of the triangles. It is interesting to note that, already for k = 1, there
are point sets with an exponential number of different higher order Delaunay triangulations.
An example is given in Figure 2.2, where each of Θ(n ) quadrilaterals can choose any of its two
diagonal edges, leading to 2Θ(n) different order-1 Delaunay triangulations.
Higher order Delaunay triangulations were created as a way to define a triangulation
that is both well-shaped and has some other property as well [42]. Therefore the ability to
optimize over order-k Delaunay triangulations is fundamental.
There are only a few previous results on optimization of order-k Delaunay triangulations. It was shown in [42] that several criteria can be optimized exactly for k = 1, in O(n log n )
time. These are the number of local minima, the number of local extrema, and any criterion
that is local to a quadrilateral, meaning that the choice of a diagonal for one quadrilateral
cannot influence the choice at any other part of the triangulation. Criteria that fall within
this latter group include maximal area triangle, maximal angle, minimum radius of a circumcircle, minimum radius of an enclosing circle, sum of inscribed circle radii, and total
edge length.
Gudmundsson et al. [42] also gave an approximation algorithm for computing an order-1
Delaunay Triangulation that minimizes the maximum vertex degree. It runs in O(n log n )
time and gives a constant-factor approximation.
Some other results on optimization of higher order Delaunay triangulations are due to
De Kok et al. [26], who studied several criteria related to terrain modeling. In particular, they
showed that it is NP-hard to compute an order-k Delaunay triangulation that minimizes the
number of local minima for n " ≤ k ≤ c n , for any " and some 0 < c < 1. On a more practical
side, they also proposed two heuristics for minimizing the number of local minima, and
evaluated their performance using real terrain data. It is worth mentioning that, from their
experiments, De Kok et al. observed that low values of k (between 1 and 4) already give
triangulations with a considerably smaller number of local minima, suggesting that smaller
values of k are most interesting for terrain modeling.
Besides terrain modeling, the concept of higher order Delaunay triangulation has been
successfully applied to some other areas, including minimum interference networks [8] and
multivariate splines [78].
Finally, it is also worth noting that a concept very similar to the one of higher order Delaunay triangulations has been independently proposed by Abellanas et al. [1], who defined
the order-k Delaunay graph of a set of points P . It is a graph with vertex set P and an edge
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Figure 2.2 A point set with n points that has Θ(2n ) order-1 Delaunay triangulations. For each quadrilateral, any of the two diagonals (solid/dotted) can be chosen to complete an order-1 triangulation.

between two points p,q when there is a circle through p and q containing at most k other
points from P . The order-k Delaunay graph is a concept similar to the one of higher order
Delaunay triangulations, but with a few important differences. In particular, it is worth noting that a triangulation that is a subset of the order-k Delaunay graph does not need to be
an order-k Delaunay triangulation.
In the remainder of this chapter we present some important definitions on higher order
Delaunay triangulations, together with some structural results that will be needed in the
next three chapters. From now on we assume non-degeneracy of the input set P : no four
points are cocircular.

2.1 Some definitions and properties
We start with some formal definitions related to higher order Delaunay triangulations.
Definition 2.1. (from [42]) A triangle 4u v w in a point set P is order-k Delaunay if its circumcircle C (u , v, w ) contains at most k points of P . A triangulation of a set P of points is an
order-k Delaunay triangulation if every triangle of the triangulation is order-k .
It follows from the definition of order that if a triangle or triangulation is order-k , it is
also order-k 0 for any k 0 > k . A consequence of this is that, for any point set and any k ≥ 0,
the Delaunay triangulation is an order-k Delaunay triangulation.

p

q

Figure 2.3 The four edges shown in the figure are order-1. However, pq has useful order 6: any triangulation of these points that includes pq must include the gray triangle, which has order 6.
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u
s1

s2

v
Figure 2.4 The useful order of edge u v is determined by the order of triangles 4u v s 1 and 4u v s 2 . In
the example, the useful order of u v is max{3, 1} = 3.

Definition 2.2. (from [42]) For a set P of points, the order of an edge pq between two points
p,q ∈ P is the minimum number of points inside any circle that passes through p and q .
The fact that an edge is order-k is not enough to ensure that there is actually an order-k
triangulation that contains it. The next definition, illustrated in Figure 2.3, addresses this.
Definition 2.3. (from [42]) The useful order of an edge is the lowest order of a triangulation
that includes that edge.
For brevity, we will sometimes write order-k instead of order-k Delaunay, and k -OD edge
instead of order-k Delaunay edge. We also assume that k ≥ 1 is a given integer, and write
useful edge instead of useful k -OD edge.
The useful order of an edge can be computed efficiently, based on the following observation that shows that it is enough to compute the order of two triangles adjacent to the edge.
See Figure 2.4 for an example.
In the next lemma, and in several other parts of this thesis, we sometimes treat edges as
−→
directed, using the notation u v . This is to be able to refer to the right or left side of the edge.
−→
In such cases, the right side of u v denotes the halfplane defined by the line supporting u v ,
such that a polygonal line defined by u , v and a point interior to that halfplane, makes a
clockwise turn. The left side is defined symmetrically.
−→
Lemma 2.1. (from [42]) Let u v be a k -OD edge, let s 1 be the point to the left of v u , such
−→
that the circle C (u , v, s 1 ) contains no points to the left of v u . Let s 2 be defined similarly but
−→
to the right of v u . Edge u v is a useful k -OD edge if and only if 4u v s 1 and 4u v s 2 are k -OD
triangles.
It will be important to be able to generate all useful order-k edges efficiently.
Lemma 2.2. (from [42]) Let P be a set of n points in the plane. There are O(n k ) useful order-k
edges in P , which can be computed in O(nk 2 + k n log n ) time.
In some circumstances, and in particular in Chapter 3, it will be important to be able to
generate order-k triangles efficiently. Therefore we extend the basic definitions and lemmas
above with a few more lemmas about order-k triangles and how to compute them. These
will be used in Chapter 3 and Chapter 4.
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u
r1

rk+1

r2
v
Figure 2.5 At most k + 1 points can be a third point.

Lemma 2.3. Let u v be a useful k -OD edge. There are O(k ) order-k triangles that have u v as
one of their edges.
−→
Proof: We will show that v u can be part of at most k + 1 triangles on each side. Imagine that
−→
we slide a circle in contact with u and v , starting from the halfplane to the left of v u . As we
−→
slide the circle, the part of the circle to the right of v u becomes larger, until it touches a first
−→
point r1 to the right of v u (see Figure 2.5). This could potentially be a third point of a triangle
that includes u v because it is possible for the circumcircle of triangle 4u r1 v to contain less
than k + 1 points. If we continue sliding the circle until it touches a second point r2 , we now
know that the circle contains at least one point (r1 ). Continuing in this way it can be seen
that the circle defined by u , v and the (k + 1)-th touching point, rk +1 , contains at least k
points, hence no further point can be a third point because then the circle would contain
k + 1 points. Since an identical argument can be applied to the left side, we conclude that at
most O(k ) triangles can have u v as one of its edges.
Next we show that all the order-k triangles formed by useful k -OD edges can be computed efficiently. Before proving the main lemma, we need to show an auxiliary result.
Lemma 2.4. Let t = 4u v w be a non-Delaunay, order-k triangle, such that its three edges
are useful order-k . Then there is at least one edge of t such that one of the circles defining the
useful order of that edge contains the third point of t .
Proof: Since t is not a Delaunay triangle, C (u , v, w ) contains at least some point p , which
can be in one of three regions bounded by each of the edges of t and C (u , v, w ). Assume
without loss of generality that the region is the one bounded by u v , and denote it R. Let q be
the point inside R such that C (q, u , v ) contains no other point from R (possibly, q = p ). Such
a point must be inside C (u , v, w ), otherwise C (q, u , v ) would contain p . C (q, u , v ) is one
of the circles defining the useful order of u v (see Lemma 2.1). Since q is inside C (u , v, w ),
C (q, u , v ) must contain w , and the result follows.
Now we are ready to prove the following lemma, showing that we can compute all orderk triangles made of useful order-k edges efficiently.
Lemma 2.5. Let P be a set of n points in the plane. In O(k 2 n log k + k n log n ) expected time
one can compute all order-k triangles of P that are incident to three useful k -OD edges.
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Figure 2.6 Finding k -OD triangles incident to u v .

Proof: An order-k triangle must meet two conditions: it must be empty and its circumcircle
must contain at most k points. For a set of n points there are O(k n ) useful k -OD edges
(Lemma 2.2), and by Lemma 2.3, a given useful edge can be part of O(k ) order-k triangles.
This makes the total number of order-k triangles O(k 2 n ).
All the useful edges can be computed in O(k 2 n + k n log n ) expected time (Lemma 2.2).
Moreover, without increasing the previous asymptotic running time, we can store for every
useful edge u v , the two sets of points that are contained in the two circles that determine
its useful order (see Lemma 2.1). There are at most k of these points on each side. For each
side, we will sort the points according to the order in which they are touched when sliding a
circle in contact with u and v (in the same way as in the proof of Lemma 2.3). This can be
done in O(k log k ) time by sorting the centers of the circles on the bisector of u and v .
To find out which third points can make an order-k triangle, we need to count the number of points inside each circumcircle. This can be done using the two sorted lists of points as
follows. We explain how to do it for the right side, the left side is identical. Let L = {l η , ..., l 1 }
−→
be the sorted points to the left of v u , and R = {r1 , ..., rζ } the ones to its right. See Figure 2.6.
The circumcircle of 4u v r1 , denoted C (u , v, r1 ), contains by definition no points to the right
−→
of v u and η points to its left. For the second point, r2 , we know that C (u , v, r2 ) contains ex−→
actly one point to the right of v u (namely, r1 ). To find out how many points it contains to
−→
the left of v u , we check whether l η is inside C (u , v, r2 ) or not. If it is, then C (u , v, r2 ) contains
−→
exactly η points to the left of v u . If it is outside, we go through L until we find the first l j that
−→
is inside C (u , v, r2 ). That implies C (u , v, r2 ) contains exactly j points to the left of v u . This is
then repeated for r3 , r4 , ..., rζ . The running time is linear in k because both lists are scanned
only once, from left to right. Hence for each useful edge u v we spend O(k log k ) time.
Notice that this algorithm, when applied to one edge u v , does not necessarily find all the
order-k triangles incident to u v . It may happen that some of the order-k triangles adjacent
to it have a third point that is not among the points included in the two circles defining the
−→
useful order of v u , because these circles contain at most k points, but may contain less.
Figure 2.7 shows an example for k = 2. However, Lemma 2.4 shows that we are not missing
any relevant triangle. At the end of the algorithm, all the order-k triangles composed of
three useful edges will have been processed. Those are the only triangles that can be part of
an order-k triangulation.
Still, some of these triangles may contain points inside, so we need to discard the ones
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u
r2
s1

r1

r3
v
Figure 2.7 Order-2 triangle 4u v r3 will not be found by the algorithm of Lemma 2.5 if k = 2, since r3 is
not contained in C (u , v, s 1 ). However, this is not a problem, because edge u r3 is not useful order-2.

that are not empty. Let 4u v x and 4u v y be two triangles, and let αu (αv ) denote the angle
of 4u v x at u (at v ), and βu (βv ) the same for 4u v y . It is easy to see that 4u v x contains
point y if and only if βu < αu and βv < αv . Each triangle with u and v as two of its vertices
can be represented by a point in the plane using its angles at u and at v . The empty triangles
are the ones lying on the lower-left staircase of the point set, and can be found in O(k log k )
time by a sweep line algorithm.
The total time needed to find the triangles for one useful edge is O(k log k ). Since there
are O(k n ) useful edges in total, all the useful edges and order-k triangles can be computed
in O(k 2 n log k + k n log n ) expected time, proving the lemma.
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CHAPTER

THREE

HIGHER ORDER DELAUNAY
TRIANGULATIONS OF POLYGONS
The importance of higher order Delaunay triangulations (HODTs) lies in multi-criteria triangulations. The reason for using HODTs is having flexibility to choose among a group of
well-shaped triangulations, one that is best according to some criterion. Therefore, the possibility to optimize over higher order Delaunay triangulations is fundamental to their application.
In this chapter we focus mainly on triangulations of polygons. Optimal polygon triangulation has been a subject of study for a long time, both because it has applications of its own,
like in finite element methods, and also because it gives insight into the generally harder
problem of optimal point set triangulation.
When the goal is to optimize only one criterion, optimal polygon triangulations can be
computed in polynomial time for many measures. The constrained Delaunay triangulation [20], which generalizes the standard definition in order to force certain edges into the
triangulation, can be used to triangulate polygons, with triangle shape properties similar to
the ones of the Delaunay triangulation.
Many other measures can be optimized using a dynamic programming algorithm attributed to Klincsek [63], and also, independently, proposed by Gilbert [40]. This approach
allows to find in O(n 3 ) time an optimal triangulation of a simple polygon for any decomposable measure. Intuitively, a measure is decomposable if the measure of the whole triangulation can be computed efficiently from the measures of two pieces, together with the
information on how the pieces are glued together. See [10] for a formal definition.
Decomposable measures include the following: min or max angle, min or max circumcircle, min or max length of an edge, min or max area of triangle, and the sum of the edge
lengths. The algorithm by Klincsek can be extended to other measures that are not decomposable, like maximum vertex degree. For convex polygons, the min or max area of triangle
measures can be optimized even faster, in O(n 2 log n ) time [61].
As mentioned in the Introduction, triangulating point sets optimally is in general more
27
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Figure 3.1 Three different triangulations of a polygon: the constrained Delaunay triangulation (left),
the minimum weight triangulation (center), and the minimum weight triangulation constrained to
order-2 Delaunay triangulations (right). The third one combines nicely-shaped triangles with the minimization of the weight.

difficult than triangulating polygons. For example, the minimum weight triangulation can
be computed for polygons in cubic time using Klincsek’s algorithm, but is NP-hard for point
sets [76]. Only a few methods exist for optimal triangulations of point sets. We refer to Section 1.1.2 for a review of the most relevant previous results on optimal triangulations.
Our problem is more involved, since we aim at optimizing a measure over higher order
Delaunay triangulations, therefore enforcing well-shaped triangles at the same time as optimizing some other measure. Figure 3.1 shows an example.
There are not many results on optimal higher order Delaunay triangulations. For the
case k = 1, the triangulations have a special structure that allows a number of measures
to be optimized in O(n log n ) time [42]. Minimizing local minima in a terrain is NP-hard
for orders at least n " , where " is any positive constant [26]. More details on these previous
results about higher order Delaunay triangulations are given in Chapter 2.
Approach and results In this chapter we present an extension of the algorithm by Klincsek
[63] that allows to optimize a decomposable measure for a simple polygon over order-k Delaunay triangulations. A straightforward extension of Klincsek’s algorithm leads to O(k n 3 +
n 3 log n ) running time. Our main contribution is improving this to O(k 2 n log k + k n log n ),
by exploiting properties of this special class of triangulations. This represents a substantial improvement, given that small values of k are most important [26]. Moreover, we show
how some other measures that are not decomposable can be optimized following the same
approach, using a more complicated dynamic programming algorithm.
We also explain how to extend our algorithm to triangulate polygons with points inside,
and present experimental results on the structure of order-k Delaunay triangulations that
show that in practice, the same approach can be used to triangulate point sets for small
values of k optimally. This constitutes the first practical result on optimization of higher
order Delaunay triangulations for k > 1.
Note that we use the standard definition of order of a triangle, as in Definition 2.1, which
does not take the boundary edges of the polygon into account. This implies that for a given
polygon and value k , our algorithm may find that no order-k triangulation of that polygon
exists. In such a case, it is always possible to increase k until a triangulation is found. In
Chapter 5 we study possible definitions of the order of a triangle that take a set of constrain-
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Figure 3.2 Dynamic programming method. The value of an optimal triangulation of P1,6 is stored in
the matrix entry L[1, 6].

ing edges into account, which guarantee that a polygon can always be triangulated for any
value of k .
The remainder of the chapter is organized as follows. The next section presents an algorithm to triangulate polygons optimally, for decomposable measures, using order-k Delaunay triangulations. Some non-decomposable measures that can also be optimized with
a similar method are discussed in Section 3.2. Section 3.3 extends the algorithm to be able
to triangulate polygons with points inside. In Section 3.4 we present experimental results
suggesting that the algorithm of Section 3.3 can be used to triangulate point sets efficiently,
due to the special structure of order-k Delaunay triangulations, for low values of k . Finally,
in Section 3.5 we conclude and present some possible directions for further research.
Recall that for brevity, when the context makes it clear, we sometimes write useful edge
instead of order-k useful edge.

3.1 Triangulating polygons
As mentioned in the previous section, Klincsek’s algorithm allows to triangulate polygons
optimally for a large number of measures using dynamic programming. Here we have the
additional requirement that the resulting triangulation must be order-k , therefore the classical algorithm must be adapted to include only order-k triangles.
The input of the algorithm is a polygon P, defined by its vertices in clockwise order:
p 0 , p 1 , . . . , p n −1 . The output is a k -OD triangulation of optimum cost.
The dynamic programming algorithm finds an optimal solution by combining solutions
of smaller problems in a systematic way. The typical algorithms have O(n 3 ) running time
and use an n × n matrix L, which in our problem has the following meaning: L[i , j ] is the
cost of the optimal k -OD triangulation of the polygon Pi ,j , defined by the edges of P between
p i and p j , plus edge p j p i . See Figure 3.2 for an illustration.
The matrix can be filled in a recursive way. The simplest entries are the ones of the form
L[i , i + 1], which have cost 0. The recursive formula for L[i , j ] is:
L[i , j ] = min (µ(p i , p q , p j )  L[i ,q ]  L[q, j ])
i <q <j

(3.1)
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The expression µ(p i , p q , p j ) denotes the cost of triangle 4p i p q p j , and the operator 
represents a way to combine the values of the subproblems. Their precise meaning depends
on the measure being optimized. Edges p i p q and p q p j must be diagonals. Triangles that are
not contained entirely inside P or are not k -OD have cost +∞. Checking the latter (verifying that there are no more than k points inside the circumcircle of the triangle) would take
in principle O(log n + k ) time per edge [42], but if we precompute all the order-k triangles
for each useful edge (using Lemma 2.5) and store them in a perfect hashing table [36], we
can find out in O(1) time if the triangle is among the order-k triangles.1 The table can be
constructed in O(n ) expected time [36].
We can take advantage of the properties of higher order Delaunay triangulations to reduce the running time significantly. The main steps of the algorithm are the following (details are given below). In the preprocessing phase we compute all the order-k useful edges
and filter out the ones that are not fully contained inside the polygon. The order-k triangles
adjacent to each useful edge are precomputed. The triangulation algorithm proceeds by applying Equation (3.1), using a perfect hashing table to store the solutions to the subproblems
already computed.
For a given edge p i p j , the number of possible third points to form a triangle is not O(n ),
as in the normal triangulation problem, but O(k ) (see Lemma 2.3). If for every edge we
precompute these O(k ) points, we can improve the O(n 3 ) dynamic programming running
time to O(k n 2 ), after spending O(k 2 n log k + k n log n ) time in the precomputation of the
useful edges and the order-k triangles (see Lemma 2.5).
Every time an edge is considered as a candidate to be in an optimal triangulation, we
must also check that it does not intersect the polygon boundary and that it does not lie
outside the polygon. This check can be done in O(log n ) time per edge using an algorithm
for ray shooting in polygons [50]. This adds an O(k n log n ) term to the preprocessing time,
which does not increase the previous asymptotic running time.
Finally, the matrix L has O(n 2 ) cells, each corresponding to one potential edge. However,
we know from Lemma 2.2 that only O(k n ) edges will be useful, so it is not necessary to keep
a data structure of quadratic size. In order to avoid wasting time and space on edges that are
not useful, we will not use the standard matrix-based dynamic programming algorithm, but
we will use a memoized version instead. We will use Equation (3.1) to compute L[0, n − 1],
and maintain a perfect hashing table where we will store all the subproblems already solved.
Notice that each subproblem L[i , j ] is associated with the insertion of an edge p i p j , which
must be useful k -OD. Hence, only O(k n ) subproblems will be computed and stored. The
same table used to store the order-k triangles incident to an edge can be extended to also
store the value of the subproblem associated with that edge. To solve one particular problem
O(k ) time is needed, yielding a total running time of O(k 2 n ), plus O(k 2 n log k + k n log n )
preprocessing time.
Theorem 3.1. Given a simple polygon with n vertices, an optimal order-k Delaunay triangulation that optimizes a decomposable measure can be computed in O(k 2 n log k + k n log n )
expected time.
1 With some abuse of notation, we refer in this section to order-k triangles, but we mean order-k triangles composed of three useful order-k edges. Note that an order-k triangle with a non-useful edge cannot be part of an
order-k triangulation
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3.2 Non-decomposable measures
The approach described above can also be used to optimize some other, non-decomposable,
measures. The challenging part is adapting the recursive formula to make the subproblems
independent. We show below how this can be done for minimizing the maximum vertex
degree, minimizing the number of local minima (if the points have an elevation), and optimizing functions of quadrilaterals, such as minimizing the maximum area ratio of triangles
sharing an edge.
Interestingly, a similar approach also allows to find the lowest order completion of a polygon and a set of diagonals, that is, finding a higher order Delaunay triangulation, with the
lowest possible order, which contains the given diagonals. The more general problem of
finding a lowest order completion of a point set with respect to a set of edges is still open;
polynomial time algorithms are known only for k ≤ 3 [43].

3.2.1 Minimizing the maximum vertex degree
When the goal is to minimize the maximum vertex degree, a formula like Equation (3.1) must
be adapted to take into account that a vertex can be shared by two different subproblems. A
more complicated version of the formula that achieves this is presented in [59] in the context
of triangulating a face of a graph. It can also be used for a polygon, leading to an algorithm
that runs in time O(n 4 log n ). When the triangulation must be order-k , the adaptations presented in the previous sections result in an expected running time of O(k 2 n 2 log n ).
Theorem 3.2. Given a simple polygon with n vertices, an order-k Delaunay triangulation
that minimizes the maximum vertex degree can be computed in O(k 2 n 2 log n ) expected time.

3.2.2 Minimizing the number of local minima
As mentioned in the introduction, there are many applications of GIS, like terrain analysis
for hydrology, where local minima are considered artifacts that should be avoided [71]. An
interesting problem is triangulating a terrain while minimizing the total number of local
minima, over order-k Delaunay triangulations. Only heuristics are known for the case when
k > 1 [26]. Here we show how to triangulate a polygon while minimizing the number of local
minima, assuming that each vertex has an elevation. This is clearly a less natural problem
than the one for point sets, but we believe it is still of interest.
Proceeding as in Section 3.1, we can insert an edge p i p j and then try all the possible
third points p q to create a triangle 4p i p q p j . However, simply solving the two resulting subpolygons recursively can lead to counting the same minimum more than once, or counting
a vertex as a minimum when it cannot be, because it is also connected to some lower vertex
that is not part of the current subpolygon.
To account for this we will extend the recursive formula with two extra parameters as
follows: T (i , j ,b i ,b j ) will denote the number of local minima of an optimal triangulation
of Pi j . The two new arguments b i and b j are binary values that determine whether p i and
p j can be counted as local minima in the triangulation of the subpolygon. This allows to
propagate this information through the steps of the recursion.
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The recursive formula can be adapted by considering for every third point p q three cases,
depending upon which point of the three is the lowest one. Notice that only the lowest vertex
of a triangle can be a local minimum. Let l i q j be the index of the lowest point of {p i , p q , p j }.

T [i ,q,b i , 0] + T [q, j , 0, 0]
T [i ,q, 0, 0] + T [q, j , 0,b j ]
i <q <j 
min{T [i ,q, 0, 1] + T [q, j , 0, 0], T [i ,q, 0, 0] + T [q, j , 1, 0]}

T [i , j ,b i ,b j ] = min



liq j = i
l iq j = j
liq j = q

It is worth noting that in the case l i q j = q , the values of b i /b j that correspond to q alternate, in order to avoid counting q as a local minimum in both subproblems. The base case is
T [i , i + 1,b i ,b i +1 ], and has value 1 in two cases: when h(p i ) < h(p i +1 ) and b i = 1, and in the
symmetric case h(p i ) > h(p i +1 ) and b i +1 = 1. In the other cases it has value 0. Notice that, as
usual, it must be checked that all the edges inserted are valid.
The extensions described add only a constant number of computations per edge, hence
the asymptotic running time of the algorithm for general triangulations remains O(n 3 ). The
adaptations needed to make the algorithm work for order-k Delaunay triangulations can be
done following the same approach used in Section 3.1. Therefore the running time is also
the same.
Theorem 3.3. Given a simple polygon with n vertices, where each vertex has a height, a triangulation of the polygon that minimizes the number of local minima can be computed in
O(n 3 ) time. An order-k Delaunay triangulation that minimizes the number of local minima
can be computed in O(k 2 n log k + k n log n ) expected time.

3.2.3 Optimizing a function of a quadrilateral
A function that depends on the two triangles incident to one edge (or, equivalently, on a
quadrilateral), can also be optimized for a polygon using dynamic programming. There are
several useful measures that fall into this type, and they will be further studied for point sets
in Chapter 4. Here we present a recursive formula for any k that allows to triangulate a polygon while optimizing any min max measure of this type (for example, minimizing the maximum area ratio between adjacent triangles). The same method works also for optimizing
the number of occurrences of some property of a quadrilateral (for example, maximizing the
number of convex edges). We explain the idea for a general measure function µ. As before,
the techniques from Section 3.1 can be used to constrain the triangulation to be order-k .
The value of an optimal triangulation is defined as:
OPT = min S[i , i − 2, i − 1]
i

for every i such that 4(p i −2 p i −1 p i ) is contained in P (indices wrap around), and where S is
recursively defined as:
S[i , j , t ] = min (S[i ,q, j ]  S[q, j , i ]  µ(i ,q, j , t ))
i <q <j

3.3. TRIANGULATING POLYGONS WITH POINTS INSIDE
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Figure 3.3 Optimizing a function of a quadrilateral. The problem on the left is given by polygon Pi ,j
and a triangle 4p i p j p t . To compute S[i , j , t ], each possible vertex p q is tried and for each choice, two
new subproblems arise: S[i ,q, j ] and S[q, j , i ] (center and right). Each subproblem is comprised of a
subpolygon (shaded) and one extra triangle (dotted lines).

S[i , j , t ] represents the optimal value of the subpolygon Pi ,j augmented with an extra
fixed triangle adjacent to p i p j , namely 4p i p j p t . Figure 3.3 illustrates the idea. The base
cases are of the form S[i , i +2, j ] = µ(i , i +1, i +2, j ), and correspond to the value of a triangle
on the boundary of the polygon plus one extra triangle adjacent to it. The main difference
with Equation (3.1) is that now subproblems are not just subpolygons, but subpolygons with
an attached triangle (external to the subpolygon).
Since the table needed for this algorithm has cubic size, the running time for general
triangulations is O(n 4 ).
For order-k Delaunay triangulation, the approach used in the previous sections reduces
the number of subproblems to be stored to O(k 2 n ), and solving one problem, if the required
subproblems are already computed, takes O(k ) time, yielding a triangulation time of O(k 3 n ).
The preprocessing time is the same as in Section 3.1, therefore the overall expected running
time is O(k 3 n + k n log n ).
Theorem 3.4. Given a simple polygon with n vertices, a triangulation of the polygon that
optimizes a min max function of edge-adjacent triangles, or one that optimizes the number
of occurrences of a property of edge-adjacent triangles, can be computed in O(n 4 ) time. An
order-k Delaunay triangulation that optimizes such a function can be computed in O(k 3 n +
k n log n ) expected time.

3.3 Triangulating polygons with points inside
In this section we consider the more general problem of finding an optimal triangulation of
a simple polygon that contains h components in its interior. A component can be either a
point or a connected component made of several points connected by edges. We will denote
the polygon with the components by P. We can reuse the algorithm from the previous section if we connect one vertex of each component to some other vertex in order to remove all
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v
P
u

Figure 3.4 Example for Lemma 3.1, with k = 2. Edge u v is a Delaunay edge, the gray edges are the
useful order-2 edges that intersect u v . The lemma shows that any order-2 Delaunay triangulation of
this polygon contains u v or one of the dotted edges.

the loose parts. To find the optimal triangulation we must try, in principle, all the possible
ways to make these connections. The number of them depends on h and on the order k . In
principle, there are O(n ) possible k -OD edges that connect a vertex of a component to the
outer boundary, even for constant k . However, we can reduce the number of edges that we
need to consider to O(k ).
Lemma 3.1. Let P be a polygon with h components inside. There is a collection of O(k )h sets,
of h edges each, such that: (i) for every set in the collection, the edges in the set connect all the
components in P to the outer boundary; (ii) any order-k Delaunay triangulation includes the
edges of some set in the collection.
Proof: First we show that for a given component in P, any order-k triangulation T of P
must connect the component to the rest of the polygon by one of O(k ) edges. Let u be
the topmost point among the boundary points of the components inside the polygon (see
Figure 3.4). Every vertex above u is part of the outer polygon boundary. Let u v be an edge of
the Delaunay triangulation of the point set induced by P and its components (ignoring the
edges), with v higher than u . Since u v is a Delaunay edge, we know from [42] that the useful
k -OD edges that cross it have O(k ) endpoints on each side of u v . If u v is not part of T , at
least one of the useful edges that cross it must be. Let x y be the first of these edges (the first
one encountered when going from u to v along u v ) in T , then triangle 4u x y must be part
of T . This implies that edges u x and u y are part of it as well. Hence, either u v or one of the
O(k ) possible edges of type u z (for z = x or z = y ) must be in T , and connects v to a higher
point of the outer boundary of P.
Following the same idea, for each of the h components we can find a set of O(k ) useful k OD edges such that any triangulation T connects each component using one of these O(k )
edges. The result follows.
Using the previous result, our algorithm will try the O(k )h different ways to connect the
loose components in P. Let P1 , · · · , Pη be the O(k )h different polygons that are tried, and let
H i be the set of new boundary edges of Pi . For each Pi , besides computing the boundary, we
must compute the intersections between the O(k n ) useful edges and the h new edges in H i ,
which were added to connect the loose components. This is because during the triangulation we need to consider only edges that make the polygon simply-connected.

3.4. APPLICATION TO POINT SETS
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Figure 3.5 Fixed edges: k = 1 (left), k = 2 (center) and k = 4 (right).

The computation of these intersections can be done once and maintained between successive polygons without increasing the asymptotic running time. During the preprocessing
phase, we will compute all the intersections between useful k -OD edges. A useful k -OD
edge can intersect O(k 2 ) other useful k -OD edges [42]. Therefore the total number of intersections is O(k 3 n ), and they can be computed in time O(k n log k n +k 3 n )=O(k n log n +k 3 n )
[18]. We store for each useful edge all the other useful edges that it intersects and in addition
we keep a counter. The counter will be used to keep track of how many edges in H i each
useful edge intersects.
The algorithm will iterate through the polygons in such a way that two consecutive polygons Pi and Pi +1 differ only in the edge chosen for one of the components. Then during the
(i + 1)-th step the counters for H i are already computed, and one can compute the counters
for H i +1 very easily, as follows: let e ou t be the edge that is removed and e i n the new edge (that
is, H i +1 = H i \{e ou t } ∪ {e i n }). Firstly, all the O(k 2 ) useful edges that intersect e ou t must have
their counters decreased by one. Secondly, all counters of the O(k 2 ) edges that intersect e i n
are incremented by one. Both sets of edges were previously computed during the preprocessing phase and can be accessed in constant time. Hence the time needed to update the
intersection information from one polygon to the next one is O(k 2 ).
We conclude that the time required to compute all new intersections is O(k n log n +k 3 n )
for the preprocessing and O(k 2 ) per polygon. Note that the useful edges and order-k triangles do not need to be recomputed, since they only depend on the point set, which has not
changed.
Triangulating each generated polygon using the algorithm from the previous section
takes O(k 2 n ) time, yielding a total time of O(k 2 n log k +nk log n +k n log n +k 3 n)+O(k )h (k 2 +
k 2 n )=O(k n log n ) +O(k )h+2 n (because h ≥ 1).
Theorem 3.5. Given a simple polygon with n boundary vertices and h ≥ 1 components inside,
an optimal order-k Delaunay triangulation that optimizes a decomposable measure can be
computed in O(k n log n ) +O(k )h+2 n expected time.

3.4 Application to point sets
Any point set can be optimally triangulated using the results of Section 3.3 if it is seen as a
polygon made of its convex hull with points inside. In general, this will lead to a running
time exponential in n , so this is of no practical use. For low order Delaunay triangulations,
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k
1
2
3
4
5
6
7
8
9
10

n = 1000
0.00 / 0.00
0.00 / 0.00
0.00 / 0.03
0.00 / 0.44
0.01 / 1.15
0.05 / 2.22
0.18 / 5.52
0.55 / 18.95
1.45 / 61.05
3.08 / 115.55

n = 2000
0.00 / 0.00
0.00 / 0.00
0.00 / 0.03
0.00 / 0.68
0.01 / 1.35
0.05 / 2.63
0.17 / 6.77
0.53 / 24.19
1.47 / 108.70
3.33 / 225.36

n = 3000
0.00 / 0.00
0.00 / 0.00
0.00 / 0.04
0.00 / 0.80
0.01 / 1.50
0.04 / 2.77
0.16 / 6.82
0.52 / 29.85
1.47 / 150.83
3.44 / 332.13

n = 4000
0.00 / 0.00
0.00 / 0.00
0.00 / 0.06
0.00 / 0.94
0.01 / 1.53
0.04 / 2.91
0.16 / 7.38
0.52 / 31.28
1.52 / 205.30
3.62 / 443.35

n = 5000
0.00 / 0.00
0.00 / 0.00
0.00 / 0.07
0.00 / 0.90
0.01 / 1.57
0.04 / 3.13
0.16 / 7.87
0.52 / 35.85
1.53 / 242.75
3.72 / 552.41

Table 3.1 Structure of order-k triangulations: average / maximum number of components per polygon
for random point sets of n points, averaged over 200 runs.

the situation is better. Given a point set and an order k , there are fixed edges that are present
in any order-k triangulation, and partition the convex hull of the point set into a number of
polygons with components inside (Figure 3.5). For k = 1, it is known that these polygons are
always empty triangles or quadrilaterals [42], which simplifies the optimization of several
measures. As k increases, the number of fixed edges decreases until it is reduced to little
more than the convex hull. Moreover, for k > 1 the polygons may be larger and may have
many components inside. However, our experiments on the structure of higher order Delaunay triangulations suggest that in practice, for small values of k , the appearance of such
polygons is rather unlikely.
We summarize part of the results of experiments carried out on randomly generated
point sets, which show that for small values of k , the polygons created contain only a few
components. The experiments consisted in generating random point sets of between 1000
and 5000 points, and for different values of k , computing the partition into polygons with
components inside given by the fixed edges. The size of the polygons and the number of
components was registered. These are the two factors, besides k , involved in the running
time of the algorithm of Section 3.3. Tables 3.1 and 3.2 show the results for point sets between 1000 and 5000 points, and k = 1, . . . , 10. It is worth mentioning that since the convex
hull of the point set limits the growth of the polygons, the results may be influenced slightly
by boundary effects.
Some examples of the polygons found are shown in Figure 3.6. The images show only the
fixed edges, for each value of k . Each image was chosen after 100 runs as the one containing
a polygon with the largest number of components inside. That polygon is highlighted in red.
It can be seen that for k = 5, 6 the largest polygon seems local, whereas for k = 7, 8 it extends
over a large part of the point set.
A few observations are in order. The experiments confirm that for k ≤ 3, it is very unlikely to find polygons with components inside. Even though for k ≥ 2 one can build examples where that is the case, they hardly arise in random point sets. Even for orders up to 5
or 6, the size of the polygons and number of components are small enough to be useful for
practical purposes. As a result, finding optimal triangulations that in general are NP-hard,
like the minimum weight triangulation, can be done in practice if the Delaunay order is low

3.5. CONCLUSIONS AND FUTURE WORK
k
1
2
3
4
5
6
7
8
9
10

n = 1000
1.35 / 2.00
1.99 / 6.82
2.84 / 12.77
4.02 / 23.54
5.80 / 43.97
8.63 / 91.66
13.48 / 222.25
21.71 / 569.40
34.99 / 1294.76
49.91 / 1755.54

n = 2000
1.35 / 2.00
1.99 / 7.41
2.85 / 13.84
4.04 / 25.95
5.82 / 52.90
8.68 / 108.55
13.56 / 263.83
22.40 / 749.15
37.26 / 2425.46
56.27 / 3566.14

n = 3000
1.35 / 2.00
1.99 / 7.54
2.84 / 14.60
4.04 / 28.02
5.83 / 54.55
8.74 / 115.63
13.72 / 292.36
22.76 / 980.10
38.32 / 3434.07
59.04 / 5341.94
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n = 4000
1.36 / 2.0
2.00 / 7.63
2.85 / 15.14
4.04 / 28.37
5.84 / 56.25
8.74 / 123.63
13.83 / 310.12
23.21 / 1038.78
39.89 / 4716.74
62.56 / 7195.49

n = 5000
1.35 / 2.00
2.00 / 7.77
2.85 / 15.59
4.04 / 29.95
5.85 / 59.72
8.78 / 129.58
13.86 / 337.01
23.41 / 1223.43
40.58 / 5661.38
64.77 / 9034.72

Table 3.2 Structure of order-k triangulations: average / maximum size of polygons for random point
sets of n points, averaged over 200 runs. Since the dynamic programming algorithm works by considering triangles, the size is measured as the number of Delaunay triangles that the polygon contains.

enough, as long as the measure is decomposable. The small values of k are the most useful
in practice, for several reasons. On the one hand, as k increases, the shape of the triangles deteriorates. On the other hand, previous experimental results [26], related to realistic
terrain modeling, have shown that low values of k are enough to obtain important improvements on several terrain measures (like the number of local minima), making small values
of k particularly interesting for these applications.

3.5 Conclusions and future work
We studied algorithms to find higher order Delaunay triangulations of polygons that optimize a decomposable measure. Based on an existing technique for polygon triangulation,
we proposed an algorithm to compute an optimal triangulation of a polygon restricted to
order-k triangulations. Their specific properties allowed us to reduce an O(n 2 ) factor to
O(k 2 ), a substantial improvement since k will be, in general, much smaller than n [26]. We
also explained how this method can be extended to optimize some non-decomposable measures like number of local minima, or functions of quadrilaterals like the area ratio of incident triangles.
For the more general problem of triangulating a polygon with components inside optimally, we presented an algorithm that is fixed-parameter tractable for k = O(1).
We also gave experimental evidence suggesting that the specific structure of order-k Delaunay triangulations, for small values of k , makes the algorithm presented here applicable
to point sets. This constitutes the first practical result on optimal higher order Delaunay
triangulations for k > 1, allowing to optimize any decomposable function over a class of
well-shaped triangulations.
There are several topics for further research. A first one is studying what other measures, relevant to specific applications, can be optimized with a similar approach. A second
interesting topic is combining the algorithms presented here with some of the definitions
of higher order constrained Delaunay triangulations proposed in Chapter 5. As will be discussed in Chapter 5, there seems to be no single definition of the constrained order of a tri-
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k=5

k=6

k=7

k=8

Figure 3.6 Examples of the subdivision induced by fixed edges for random point sets of 1000 points,
and different values of k . For each example the polygon with the largest number of components is
highlighted in yellow.

angle that generalizes the concept of constrained Delaunay triangulation to higher orders in
a completely natural way. The algorithms presented in this chapter are general, in the sense
that they were designed to be able to work for a large number of measures. Even though any
of the definitions proposed in Chapter 5 can easily be plugged in into the algorithms, many
of the improvements on the running time achieved here would be lost. It may be interesting
to try to adapt the polygon triangulation algorithms to some of the definitions in Chapter 5.
Acknowledgments
chapter.
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CHAPTER

FOUR

OPTIMIZATION FOR FIRST ORDER
DELAUNAY TRIANGULATIONS
In this chapter we focus on triangulating point sets optimally, using higher order Delaunay
triangulations. The previous chapter showed how this can be achieved for polygons and any
value of k . We would like to obtain similar results for point sets, since they have important
applications, like in terrain modeling. However, they pose a bigger challenge when it comes
to optimal triangulations. For that reason, in this chapter we will study the more-restricted
first order Delaunay triangulations (that is, when k = 1).
First order Delaunay triangulations are interesting for two particular reasons.
Firstly, they are the closest one can get to the Delaunay triangulation, but with more than
one triangulation to choose from. That implies that its triangles are expected to have a very
good shape, but the number of different triangulations can be as large as exponential in the
number of points. An example is shown in Figure 2.2.
Secondly, first order Delaunay triangulations have a special structure. This was already
mentioned in Chapter 3. If we take all edges that are present in any first order Delaunay triangulation, then the resulting subdivision has only triangles and convex quadrilaterals (and
an unbounded face). In the convex quadrilaterals, both diagonals are possible to obtain a

Figure 4.1 Left: Delaunay triangulation. Right: structure of first order Delaunay triangulations: one of
every pair of intersecting edges must be chosen.
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first order Delaunay triangulation (see Figure 4.1). We call these diagonals flippable, and
similarly we call the quadrilateral flippable. Due to their special structure, measures like the
number of local minima or extrema can be minimized in O(n log n ) time. The same holds
for minimizing the maximum area triangle, minimizing the total edge length, and various
other measures. On the other hand, minimizing the maximum vertex degree was only approximated by a factor of roughly 1.5 [42].
Regarding optimization for k > 1, recall that only a few results are known. On the theoretical side, it is known that minimizing local minima in a terrain becomes NP-hard for
orders higher than n " , where " > 0 is any constant [26]. At the same time, experiments
have shown that low order Delaunay triangulations can reduce the number of local minima
significantly. For first order Delaunay triangulations, the reduction is already 15–20% with
respect to the Delaunay triangulation on natural terrains, and for fourth order a heuristic
achieved reductions of roughly 50% [26].
For a review of the most relevant results on optimization of triangulations, we refer to
Section 1.1.2.
Most of the measures previously studied are measures for single triangles. Exceptions are
total edge length, number of local minima or extrema, and maximum vertex degree. In this
chapter we consider measures that depend on pairs of triangles that are edge-adjacent, and
measures that depend on groups of triangles that are vertex-adjacent. Notice that a single
flip in a first order Delaunay triangulation influences five pairs of edge-adjacent triangles
and four vertex-adjacent groups. The edge insertion paradigm [9] cannot be used for such
problems, because it relies on incremental improvement of the worst situation that occurs
in a single triangle.
We consider objectives of the maxmin or minmax type, but also objectives where the
number of undesirable situations must be minimized. An example of a minmax problem for
edge-adjacent triangles is minimizing the maximum ratio of edge-adjacent triangle areas:


maxarea(t , t 0 )
min max
, where e ∈ ∂ t and e ∈ ∂ t 0 and T is first order Delaunay.
T
e ∈T
minarea(t , t 0 )
This measure may be relevant for mesh generation for numerical methods. For polyhedral
terrains, an example in the same class is minimizing the maximum spatial angle of the normals of edge-adjacent triangles. This is important for good slope characteristics, needed
for flow modeling. Geomorphologists classify parts of mountains or hills as footslopes, hillslopes, valley heads, etc. [53]. Certain types of classes are characterized by terrain convexity
or concavity. If we know that a part of a terrain is a valley head, we should maximize the
number of convex edges or convex vertices in that part. An edge of a polyhedral terrain is
convex if there is a plane containing the edge such that both triangles adjacent to the edge
are on or below the plane, with one of the triangles with a vertex strictly below it. Analogously, a vertex is convex if there is a plane through that vertex such that all of its neighbors
are on or below that plane, and at least one strictly below. The definition of reflex (or concave)
edges and vertices is analogous. A vertex is mixed if every plane containing it has neighbors
strictly above and below the plane. We study maximization of the number of convex edges,
maximization of the number of convex vertices, and minimization of the number of mixed
vertices.
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Table 4.1 Optimization problems and complexity results for first order Delaunay triangulations. d is
the maximum vertex degree in the Delaunay triangulation.
Triangles
incident to

Opt. worst local measure
(minmax)

edge

area ratio
angle of outward normals
area ratio
angle of outward normals
vertex degree

vertex

Result

Opt. # occurrences

Result

O(n log n)
O(n log n)
O(nd log n)
O(nd log n)
NP-hard

max #convex edges

NP-hard

max #convex vertices
min #local minima
min #mixed vertices

O(n log n)
O(n log n) [42]
NP-hard

Approach and results Given a planar point set P with or without elevation, in this chapter we study the complexity of optimizing measures over all first order Delaunay triangulations. Measures we consider are shown classified in Table 4.1, which also summarizes the
results. The optimization of other worst local measures for edge-adjacent triangles can also
be solved in O(n log n ) time with the same technique, like minimizing the largest minimum
enclosing circle of any two edge-adjacent triangles.
Our proof of NP-hardness of minimizing the maximum vertex degree justifies the factor
1.5 approximation algorithm given before in [42]. While it was already known that triangulating a biconnected planar graph while minimizing the maximum degree is NP-hard [60],
our proof also proves that no polynomial-time approximation algorithm for this problem
with approximation guarantee below a certain constant greater than 1 exists, unless P = NP.
We further note that minimizing the number of local minima and extrema in polyhedral
terrains can be solved in O(n log n ) time [42].
The NP-hard problems of maximizing the number of convex edges and maximizing the
number of non-mixed vertices can be approximated—for any constant " > 0—within a fac2
tor of 1 − " in 2O(1/") · n and 2O(1/" ) · n time, if the Delaunay triangulation is given. We show
this using bounded width tree decompositions. The approximation algorithm to maximize
convex edges can be generalized to k -th order Delaunay triangulations. The running time
O ∗ (k )

∗

1

becomes 22 2O ( "2 ) n , where the O ∗ notation ignores polylogarithmic factors. This constitutes an interesting theoretical result, given that very little is known about optimization of
higher order Delaunay triangulations for arbitrary orders.
The NP-hardness results show that, despite the simple structure of first order Delaunay
triangulations, optimization of various measures is hard. They are the first NP-hardness
results for first order Delaunay triangulations. The status of these problems over the class
of all triangulations of a point set is open. All of our results also apply to what we could call
singly-flippable triangulations: triangulations in which only the edges from a designated
subset may be flipped, and no triangle is incident to more than one flippable edge. This
implies that our techniques are not restricted to any Delaunay-related criterion.
The remainder of this chapter is organized as follows. Section 4.1 gives the O(n log n ) and
O(nd log n ) time algorithms of Table 4.1, Section 4.2 gives the NP-hardness proofs, and Section 4.3 gives the (1−")-approximation algorithms. From now on we assume non-degeneracy
of the input point set P : no four points are cocircular.
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4.1 Exact algorithms
We start this section with a problem that turns out to be surprisingly easy to solve, namely,
maximizing the number of convex vertices over all possible first order Delaunay triangulations. Let P be a set of n points in the plane, where each point has a height value. As
observed before, if we take the Delaunay triangulation T of P , it has a number of edges that
are in any first order Delaunay triangulation, and a number of flippable edges, and no two
flippable edges bound the same Delaunay triangle [42]. The Delaunay triangulation and its
flippable edges can be determined in O(n log n ) time.
For any flippable quadrilateral, one diagonal is reflex and the other diagonal is convex in
3-dimensional space, unless the four vertices of the quadrilateral are coplanar. Consider a
convex vertex v in T . If it is incident to a flippable quadrilateral where the convex diagonal is
present, then v will remain convex if we use the reflex diagonal instead (regardless of which
diagonal is incident to v ). In other words: using only reflex edges in flippable quadrilaterals
does not cause any vertex to become non-convex. At the same time, it may turn non-convex
vertices into convex ones. It follows that the maximization problem can be solved in linear
time once the flippable quadrilaterals have been identified, by simply selecting the reflex
flippable edge in every flippable quadrilateral. Note that the flippable quadrilaterals can be
easily identified in linear time, given the Delaunay triangulation and the flippable edges.
Theorem 4.1. A first order Delaunay triangulation that maximizes the number of convex
vertices can be computed in O(n log n ) time.

4.1.1 Measures on edge-adjacent triangles
In this section we show how to optimize a measure function M defined for a triangulation
T , over all first order Delaunay triangulations of P . The function M should be of the shape
M (T ) = maxq ∈T µ(q ), where q is a (not necessarily flippable) quadrilateral, and µ is a function that assigns a value to each quadrilateral. The goal is to minimize M (T ) over all first
order Delaunay triangulations T of the given point set. We also use µ(e ) for any edge e in a
triangulation to denote µ(q ), where e is the diagonal of q .
We begin by observing that a first order Delaunay triangulation has four types of edges:
between two fixed triangles, between a fixed triangle and a flippable quadrilateral, between
two flippable quadrilaterals, and flippable edges. As a consequence, there are only O(n )
possible values for M (T ), and we can determine and sort them in O(n log n ) time.
In order to solve the min M (T ) problem, we transform it into a series of 2-SAT instances.
We will use 2-SAT to answer the following question: Is there a first order Delaunay triangulation T such that M (T ) ≤ µ0 ? Since there are O(n ) interesting values for µ0 , we can apply
binary search to find the smallest one. This can be achieved efficiently because the function
we are optimizing is local to quadrilaterals, that is, M (T ) = µ(q ), for some quadrilateral q .
Since the number of quadrilaterals (either flippable or not) is linear in n , the set of all the
possible values for M (T ) can be computed in linear time once the flippable quadrilaterals
have been identified. After some elimination of choices of diagonals, we will model the flippable quadrilaterals by variables, and the two diagonals will be its truth assignments. We
describe the elimination first.
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Figure 4.2 Left: the fixed first order Delaunay edges and flippable quadrilaterals. Center: variables for
the quadrilaterals. Right: clauses that make a 2-SAT instance.

Let S be the subdivision that is the Delaunay triangulation of P with all flippable edges
removed, see Figure 4.2, and let µ0 be given. For every edge e of S between a triangle and a
quadrilateral, we decide which of the two diagonals of the quadrilateral induces µ(e ) > µ0 .
If both do, then we can immediately answer the question with “no”. If only one diagonal has
µ(e ) > µ0 , then we fix the other diagonal in S. Otherwise, we continue with the next edge
between a triangle and a quadrilateral. This step may have made flippable quadrilaterals
into two fixed triangles in S. Next we test the possible diagonals of each quadrilateral q of S.
If both diagonals give µ(q ) > µ0 , then we answer with “no” again. If only one diagonal gives
µ(q ) > µ0 , then we fix the other diagonal to make two new triangles in S. Next we test all
edges of S between adjacent fixed triangles. If any such edge gives µ(e ) > µ0 , then we answer
the question with “no” again.
It remains to solve the problem for edges between quadrilaterals of S. For every quadrilateral q , we introduce a Boolean variable x q as shown in Figure 4.2 (center), and let one
diagonal choice represent TRUE and the other FALSE. Let e be an edge of S between two
quadrilaterals q and r . For each choice of diagonals in q and r that gives µ(e ) > µ0 , for
example the one with TRUE in q and FALSE in r , we make a clause (¬x q ∨ x r ), see Figure 4.2
(right). We get at most four clauses for any edge between two quadrilaterals, hence there are
O(n ) clauses overall. The conjunction of all clauses is a 2-SAT instance.
The satisfiability of the constructed 2-CNF expression (together with a satisfying truth
assignment, if it exists) can be found in linear time with the algorithm of Aspvall et al. [5],
hence the original question can also be answered within this time bound.
The optimization algorithm proceeds by doing binary search on the possible values for
M (T ) until it finds the optimal one, which requires at most O(log n ) steps. Each step involves
constructing and solving an instance of 2-SAT, which can be done in linear time; hence, the
overall running time of the algorithm is O(n log n ).
Once the optimal value of M (T ) is found, we take the corresponding 2-SAT solution and
compute the assignment of diagonals for each flippable quadrilateral accordingly, resulting
in an optimal first order Delaunay triangulation.
Theorem 4.2. A first order Delaunay triangulation that minimizes the maximum area ratio
of edge-adjacent triangles can be computed in O(n log n ) time. If the triangulation represents
a polyhedral terrain, the same result holds for minimizing the maximum angle of outward
normals.
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4.1.2 Measures on vertex-adjacent triangles
The algorithm described in the previous section can easily be extended to minimize measure functions of the form M (T ) = maxt ,t 0 ∈T µ(t , t 0 ) for t and t 0 triangles in T with a common vertex. Let d (v ) denote the degree of v in the Delaunay triangulation. The maximum
degree that v can have, in any first order Delaunay triangulation, is 2d (v ). Hence the set of
2d (v )
possible values of M (T ) induced by pairs of triangles incident to a vertex v is 2 . Since
the sum of the degrees
O(n ), the total number of possible values of M (T ) is
P of all vertices isP
upper-bounded by v ∈T 2d (v )2 = 2d · v ∈T d (v ) = O(d n ), where d is the maximum vertex
degree in the triangulation. It follows that this type of optimization problem can be solved
in O(nd log n ) time.
Theorem 4.3. A first order Delaunay triangulation that minimizes the maximum area ratio
of vertex-adjacent triangles can be computed in O(nd log n ) time, where d is the maximum
vertex degree in the Delaunay triangulation. If the triangulation represents a polyhedral terrain, the same result holds for minimizing the maximum angle of outward normals.

4.2 NP-hardness results
In this section we show NP-hardness for three different optimization problems on first order
Delaunay triangulations.

4.2.1 Mixed vertices
Suppose we have a polyhedral terrain, that is, a triangulation where every vertex has an elevation. In such a terrain, we call a vertex mixed if there exists no plane through this vertex
such that all neighboring vertices are on one side of the plane. In certain types of real terrains, such mixed vertices are rare, thus it may be important to have a terrain model with as
few mixed vertices as possible.
Problem 4.1. Given a set of points with elevation, construct a first order Delaunay triangulation of this point set such that the number of mixed vertices is minimum.
We prove NP-hardness by reduction from planar 3-SAT [66]. Figure 4.3 depicts a typical
planar 3-SAT instance.
In order to represent the variables occurring in the 3-SAT instance, we use fan gadgets,
as shown in Figure 4.4. A fan gadget consists of 25 points with a certain elevation. In the
figure, all possible first order Delaunay edges are shown. Solid edges are in every first order
Delaunay triangulation; dashed and dotted edges are flippable. The square nodes and the
dotted edges are the most important part. We make the following observation:
Observation 4.1. A square vertex is mixed if and only if both incident dotted edges are in the
triangulation.
Furthermore, the gadget is constructed in such a way that the state of the round vertices
does not depend on any of the dotted edges. The white round vertices are always non-mixed,
even if all possible incident edges would be in the triangulation; the gray round vertex is

4.2. NP-HARDNESS RESULTS
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Figure 4.3 An instance of planar 3-SAT is an embedded planar graph that consists of a set of variables
(the circles), a set of clauses (the boxes), and an edge between a variable and a clause if the variable
occurs in that clause.

always mixed, already if only the fixed edges are in the triangulation. This implies that the
number of mixed vertices is only affected by square vertices, and can only be minimal if
there are never two dotted edges incident to the same square vertex. A fan-gadget therefore
has two possible states.
We can connect fans together to form larger chains that are all in the same state, see
Figure 4.5. We turned two more vertices into square vertices, and if the left fan is left-turning,
the right fan must also be left-turning and the other way around. We can connect up to three
fans to an existing fan, so chains can also branch.
We also need to make negators in chains; for this we use the inverter gadget shown in
Figure 4.6. Here, if the leftmost flippable quadrilateral has its positive sloping diagonal in the
triangulation, the rightmost flippable quadrilateral must have its negative sloping diagonal
and the other way around. We can incorporate an inverter gadget in a chain to change its
value.
We represent the clauses occurring in the 3-SAT instance by a special clause vertex, see
Figure 4.7. Here three fan chains come together at one square vertex shown in a darker shade
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Figure 4.4 A fan gadget. Left: the structure of the fan. The solid edges are fixed; the dotted and dashed
edges are first order Delaunay edges. Only the dotted edges play a role in the construction. Center:
one solution is a left-turning fan. Right: the other solution is a right-turning fan.
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Figure 4.5 Connecting variables.

of gray. This vertex has a slightly different property than the other square vertices.
Observation 4.2. A clause vertex is mixed if and only if all three incident dotted edges are in
the triangulation.
Therefore the clause can be satisfied if at least one of the three fans is not right-turning,
and by including inverters at the appropriate places this can represent any Boolean clause.
With these gadgets we can build the whole planar 3-SAT instance, by following the planar
graph as in Figure 4.3. Note that this planar graph may contain cycles, and our gadgets may
not fit exactly when laying them out as described. This problem can be solved by slightly
deforming the construction. The gadgets have some flexibility in them: a variable ring, for
instance, can be stretched up to a small constant without damaging the required properties.
By making the chains long enough (the length depends only on this constant, not on n ), we
can shift the end of a chain around enough to make it fit exactly on the clause it needs to be
attached to.
Finally, we need to triangulate the remaining gaps; hence, we need to ensure that the
vertices on the boundary really have a fixed status. To do this, we add an extra layer of vertices at a very high elevation, see Figure 4.8. The vertices need not really be infinitely high,
just high enough. Now these vertices will all be non-mixed, and for the vertices that are not
on the boundary their properties can just be checked locally.
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Figure 4.6 An inverter gadget.
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Figure 4.7 Three variables come together in a clause.

Theorem 4.4. Minimizing the number of mixed vertices over all first order Delaunay triangulations is NP-hard.

4.2.2 Triangles incident to a vertex
Problem 4.2. Given a set of points, construct a first order Delaunay triangulation of the point
set such that the maximum vertex degree is minimum.
For this problem we also prove NP-hardness by reduction from planar 3-SAT [66]. Given a
3-SAT instance, we will construct a point set such that a triangulation with maximum vertex
degree d exists if and only if the instance is satisfiable, for some suitably chosen d .
We represent variables by chains of flippable quadrilaterals, see Figure 4.9. The idea is
that the vertices of the quadrilaterals have d −1 fixed edges, so only one of the two diagonals
incident to each vertex is allowed to be in the triangulation. This implies that there are only
two possible triangulations of the whole chain.
We can also branch these chains, by using a ring of quadrilaterals, see Figure 4.10(left). In
the ring, all flippable diagonals must either be situated in clockwise or in counterclockwise
direction. To turn the chains over small angles, we just deform some quadrilaterals slightly
as in figure 4.10(center). Finally we represent clauses by a special clause vertex that has
d − 2 fixed outgoing edges, see Figure 4.10(right). This means that only two of the flippable
diagonals can be in the triangulation.
These gadgets are sufficient to build the whole 3-SAT instance. However, we need to
include some more points to ensure that the degree of each vertex is exactly d . For normal
vertices there are always two flippable edges, so we need to include exactly d −1 fixed edges.
By including these, we need to ensure that the flippable edges remain flippable and that
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Figure 4.8 A coating to shield the construction from interference from outside.
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Figure 4.9 Left: a variable chain. Center and right: the two different optimal states of a variable chain.

the fixed edges are really fixed. In Figure 4.11 we see how we can achieve this. If we have a
horizontal chain of quadrilaterals, we add one point below the middle of each quadrilateral,
and one point above it, such that they are just outside the circle through the four corners of
the quadrilateral. This ensures that the four possible triangles inside the quadrilateral are
still first order Delaunay triangles. Then, for each vertex, we add d − 6 more points on a
circle that goes through the two newly added neighbors of this vertex and that contains this
vertex and its opposing vertex in its interior. If we would flip any of the edges of the resulting
triangulation, there would be a face that has its three corners on this circle, and thus would
not be first order Delaunay.
Similar constructions can be used on the other gadgets, so the new triangulation will
look like the one shown in Figure 4.12. The only problem occurs in the branch gadget, in
the middle of the figure. Here some new flippable quadrilaterals are introduced, marked by
the dashed edges. However, if we just make sure that the inner vertices of the ring have fixed

Figure 4.10 Left: variable chains can be branched. Center: chains can turn over angles of 30◦ . Right: a
clause gadget.

Figure 4.11 We add fixed triangles to increase the degree.

50

CHAPTER 4. OPTIMIZATION FOR FIRST ORDER DELAUNAY TRIANGULATIONS

Figure 4.12 A coating of fixed triangles to ensure that the degree of the vertices is as required.

degree d − 1, then these all have to be flipped away, and will then count as fixed edges for
the two vertices that then become connected.
Now we only need to fill the remaining holes with triangles, such that the whole construction becomes a triangulation. The outer triangles are all fixed, so anything that happens outside the construction does not influence anything inside. So we need to make sure
that there will be no vertices of high degree outside. To this end, we will add some Steiner
points such that the Delaunay triangulation of the resulting set has bounded vertex degree.
We can do this, for example, by using the algorithm of Ruppert [90]. It takes as input a
planar straight line graph and generates a triangulation respecting the edges and vertices of
the graph, where no angle is smaller than a parameter α < 20◦ . The algorithm produces an
output of size related to the local feature size of the input (that in turn is related to the vertex
spacing, so in our case is some value depending on d ). The running time of the algorithm is
quadratic in the output size, hence it is polynomial.
If all angles of the resulting triangulation are larger than, say, 18◦ , then no vertex has a
degree higher than 20 in the Delaunay triangulation, so a value of d = 20 is suitable for the
construction.
Theorem 4.5. Minimizing the maximum vertex degree over all first order Delaunay triangulations is NP-hard.

4.2.3 Convex edges
In a polyhedral terrain, every edge between two triangles is either convex or reflex. If we
know that the (part of the) real terrain we are modeling is globally convex, we may want to
maximize the number of convex edges in our model.
Problem 4.3. Given a set of points with elevation information, construct a first order Delaunay triangulation of this point set such that the number of convex edges is maximum.
In this case we prove NP-hardness by a reduction from planar MAX-2-SAT [46].
We build the SAT instance on a regular grid of unit quadrilaterals. On such a grid, all diagonals are flippable, while the edges between neighboring quadrilaterals are fixed. A flippable
quadrilateral always has one convex and one reflex diagonal. We assign the heights in such a
way that an edge between two flippable quadrilaterals is convex if at least one neighbor has
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Figure 4.13 Left: a group of quadrilaterals. Center and right: the two optimal states.

a reflex diagonal, and reflex otherwise. The edges at the border of the grid should always be
reflex.
We build variables by making large areas of adjacent flippable quadrilaterals, where the
width of such an area is at least two everywhere, see Figure 4.13. For such an area the maximal value is achieved by alternating convex and reflex edges in a chessboard pattern, and
there are two solutions of equal value, as shown in Figure 4.13. We get a credit for every
convex edge, so in these situations we get one credit for every edge between two adjacent
quadrilaterals, and one for each convex quadrilateral, which is half the total number of
quadrilaterals.
To connect variables to each other, we make one large pool of quadrilaterals for each
variable, and send tentacles to meet the other variables, see Figure 4.14. A meeting point
consists of a single shared edge. This edge gives a credit when at least one of the incident
quadrilaterals is in the reflex state.
This way we can build the whole MAX-2-SAT instance, and we get a fixed number of
credits for all variables, plus the number of satisfiable clauses. The variable pools need to
be large enough to make breaking the value of a variable too expensive. If a variable has k
outgoing tentacles, we achieve this by making a square pool of size at least 2k × 2k for the

Figure 4.14 Connecting variables. A meeting point consists of a single shared edge.
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Figure 4.15 Skipping a step.

variable. If we would break the value of the variable by cutting off j tentacles, this breakline
must then cut through at least 2j cells of the pool. A breakline costs as many credits as it
has edges, divided by two. It can gain as many points as the lowest number of tentacles that
were cut off. Therefore, breaking the value costs more than it earns.
To make sure that we can connect every pair of variables in every desired way, we need to
be able to skip a column or row sometimes. A chain with a skip in it is shown in Figure 4.15.
Finally, we need to assign heights to the vertices to realize the required properties. We
can do this by placing the vertices on a surface, for example of the function f :

f (x , y ) = x y −

x2 +y 2
10

This assignment realizes the properties within the construction. We also required all
edges on the boundary to be always reflex; for that we add a coating of points with an elevation of +∞, see Figure 4.16. What happens outside this coating is irrelevant: any first order
Delaunay triangulation of the remaining faces can be used. In fact, since the boundary edges
of the coating can be made to be Delaunay edges, the Delaunay triangulation can be used.
Theorem 4.6. Maximizing the number of convex edges over all first order Delaunay triangulations is NP-hard.

Figure 4.16 A coating of high peaks. The square vertices are at ∞, the round ones at x y −

x 2 +y 2
10

.
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4.3 Approximation algorithms
The problems of optimizing the number of convex edges or mixed vertices and minimizing
the maximum vertex degree were shown to be NP-hard; hence, it is of interest to develop approximation algorithms for them. For the last problem there is already a 1.5-approximation
[42], and our NP-hardness proof shows that no polynomial time approximation scheme exists unless P=NP. For the other two problems we present polynomial time approximation
schemes. We also show how the algorithm for maximizing convex edges can be extended to
k -th order Delaunay triangulations.
We begin with the definition of λ-outerplanar graph, which will be central for the approximation algorithms in this section.
Definition 4.1. An embedding of a graph is 1-outerplanar if it is planar, and all vertices lie
on the unbounded face. An embedding of a graph is λ-outerplanar if it is planar, and deleting
all vertices on the unbounded face leaves a (λ − 1)-outerplanar embedding of the remaining
graph. A graph is λ-outerplanar if it has a λ-outerplanar embedding.
We can now describe the general idea of the algorithm. First we transform the problem
into a graph problem on some planar graph that can be obtained from the Delaunay triangulation after removing all flippable edges. The resulting graph is partitioned into layers of
outerplanarity at most λ. For each choice of i , where 0 ≤ i < λ, we delete every (j λ + i )-th
layer of vertices, where j = 0, 1, 2, . . .. The resulting “thick” layers are independent. For each
thick layer, we compute a tree decomposition of width at most 3λ − 1 and solve the problem optimally on this decomposition in 2O(λ) n time, using dynamic programming. Finally,
the union of the solutions of all the thick layers for a given i yields a solution to the original
problem. We simply choose i such that the size of the solution is maximal, and return the
corresponding triangulation as the output.
Such an approach gives a (1 − ")-approximation if λ is chosen suitably, depending on "
and the problem [6, 52]. This can be seen as follows. Let S i , 0 ≤ i < λ, be the union of the
solutions of the thick layers for a given i . Let S ∗ , an optimal solution with value M (S ∗ ), be
partitioned according to its outerplanarity layers modulo λ. Define C i to be the group of
layers that are l -outerplanar (in the original graph) for those l with l mod λ = i . Since S ∗ =
∗
∪i C i , there must be an index r such that |C r | < |Sλ | . Now S ∗ \ C r is a (probably suboptimal)
solution to the problem, where the (j λ + r )-th layers have been removed. Then |S r | ≥ |S ∗ | −
|C r | ≥ (1 − λ1 )|S ∗ |. Therefore the size of the solution given by the algorithm will be at least
(1 − ")M (S ∗ ).
In the remainder of this section we present the algorithms in more detail.

4.3.1 Maximizing the number of convex edges
We build a graph G that has a vertex (called q -vertex), for each flippable quadrilateral, and
an edge between two q -vertices if and only if their corresponding quadrilaterals share an
edge. The rest of the input (all the fixed triangles) are not explicitly represented, see Figure 4.17. Each q -vertex has two possible states, convex or reflex, depending on the choice of
the diagonal. It also has a value that depends on its state and represents the number of convex edges among the flippable edge and any edges that the quadrilateral shares with fixed
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Figure 4.17 Left: initial triangulation (solid edges are fixed). Center: graph (in gray) where each vertex
represents a flippable quadrilateral. Right: the same graph showing the outerplanarity layers.

triangles when the q -vertex is in that state (from 0 to 5). Furthermore, every edge in G has a
value that depends on the states of both incident q -vertices. The goal of the algorithm is to
find a state for each q -vertex such that the sum of the values (total number of convex edges)
is maximized.
To create the independent thick layers from the graph we will remove the edges that
connect two consecutive layers (j λ+i ) and (j λ+i +1) in G , where j = 0, 1, 2, . . ., for all choices
of 0 ≤ i < λ. The layers created after removing one set of layers of edges are independent,
so if we optimize them separately and then join them by adding the removed edges, the
number of convex edges after the join cannot decrease. Some edges are not considered for
every i , but only in λ − 1 out of λ solutions. We get a (1 − ")-approximation algorithm by
taking λ = d "1 e, due to the pigeonhole principle [6, 52].
Once we have the thick layers, each layer is solved optimally by using a tree decomposition approach. Since each layer is a λ-outerplanar graph, a tree decomposition with
treewidth at most 3λ − 1 can be computed in time linear in the number of nodes of the
graph [12]. Once we have this decomposition we can apply one of the standard techniques
to deal with problems on graphs of small treewidth. The technique consists in building tables of partial solutions in the nodes of the tree decomposition [12, 80].
Definition 4.2. (from [80], originally in [89]) Let G = (V, E ) be a graph. A tree decomposition
of G is a pair 〈{X i | i ∈ I }, T 〉 where each X i is a subset of V , called a bag, and T is a tree with
the elements of I as nodes. The following three properties must hold:
S
1. i ∈I X i = V .
2. For every edge {u , v } ∈ E , there is an i ∈ I such that {u , v } ⊆ X i .
3. For all i , j , k ∈ I , if j lies on the path between i and k in T then X i ∩ X k ⊆ X j .
The width of 〈{X i | i ∈ I }, T 〉 equals max{|X i | | i ∈ I } − 1. The treewidth of G is the minimum ω
such that G has a tree decomposition of width ω.
Let 〈{X i | i ∈ I }, T 〉 be a tree decomposition of our graph G . We will make T rooted by
choosing any node to be the root. For each bag X i , we will store a table A i (i ∈ I ), see Table 4.2. Tables will be created in a bottom-up fashion as follows. For each bag X i , the table
A i has 2n i rows and n i + 1 columns, where n i = |X i |. Each row represents an assignment of a
state (reflex/convex) to each q -vertex (flippable quadrilateral) in X i . All the different possible assignments for the bag are represented in the table. Furthermore, for each assignment
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c
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r

r

m i ()

Table 4.2 Each table A i contains all the possible assignments for the quadrilaterals in the bag. Each
flippable quadrilateral x i can be assigned a convex (c) or reflex (r) state.

Γ j an extra value m i (Γ j ) is stored, containing the number of convex edges in an optimal
triangulation of the point set induced by the subtree rooted at X i that includes the current
assignment as a subset. To compute the tables, we simply have to merge the tables of childnodes and take, for each entry, the largest value among those in the child-tables that has
the same assignments to the common quadrilaterals. The details on how to compute these
values are presented below.
Step 1: Table initialization. For every table A i and each assignment Γ j , we set m i (Γ j ) to
be the number of convex edges for that assignment: The sum of the values of all q -vertices
(that will vary according to its state), plus 1 for each edge with both incident q -vertices in X i
if their states define a convex edge between the corresponding quadrilaterals (with diagonals
chosen).
Step 2: Table update. Next the tree is traversed, starting from the leaves and finishing at
the root. For each node, the column m i of A i is updated based on its children. Let i be the
parent of node j . Bags X i and X j have some q -vertices in common. We sort both tables first
by the columns of the shared q -vertices, and second by m i . Then we scan A i row by row,
and for each assignment Γl we update m i (Γl ) based on the highest value that m j () has for
that combination of the shared q -vertices. For later reconstruction of the triangulation we
also store a pointer to the corresponding row in A j . When a node X i has several children, we
update A i against each child, one at a time, in the same way. Once the root node is updated,
the number of convex edges in an optimal triangulation will be in the last column of one of
the rows of its table. The final triangulation can be computed by following the pointers in
the tables.
The correctness of the method follows from the definition and properties of tree decompositions, and the arguments are identical to the ones that hold for other well-known problems where the same technique has been used, such as vertex cover and dominating set
(see [80]).
The running time is dominated by the computation and merging of the tables. The sorting of each table can be done in time O(2ω ω) (because all but one column have only two
states). The time for updating a table based on another one is linear in the size of the largest
one, which is O(2ω ). The number of tables is linear in the number of nodes |I | of tree T ,
hence the total running time is O(2ω ω · |I |). Since the graph is λ-outerplanar, we can compute a tree decomposition of width ω ≤ 3λ − 1 and |I | = O(n ) nodes [12, 80]. We apply this
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algorithm to the λ different values of i to get an approximation scheme, so the worst-case
1
running time is O(λ2ω ω · |I |) = O(λ2 8λ · n ) = O( "12 8 " · n ) = 2O(1/") · n .
Theorem 4.7. For any " > 0, a (1 − ")-approximation algorithm for maximizing the number
of convex edges over all first order Delaunay triangulations exists that takes 2O(1/") · n time (if
the Delaunay triangulation is given).

4.3.2 Maximizing the number of non-mixed vertices
The approach above requires several adaptations before it can be used to maximize the
number of non-mixed vertices, mainly because the state of a vertex (mixed/non-mixed) is
determined by all incident quadrilaterals. As before, let S be the subdivision that is the Delaunay triangulation of the set P of points, with all flippable edges removed. The graph G
of which we will compute a tree decomposition has one vertex for each quadrilateral of S
(called a q -vertex), and one vertex for each vertex of S that has at least one incident quadrilateral (called a p -vertex of G ). There is an edge between a q -vertex and a p -vertex if the
quadrilateral of the q -vertex is incident to the vertex in S of the p -vertex. Note that G is planar and bipartite. Each q -vertex has two possible states, flipped or non-flipped (Delaunay),
and each p -vertex has a value, mixed or non-mixed, that depends on the states of the incident q -vertices. The goal is to assign a state to each q -vertex that maximizes the number of
non-mixed p -vertices.
Graph G still needs some preprocessing. Firstly, it may contain p -vertices that can never
be non-mixed, because their fixed incident edges already make them mixed. All such p vertices will be removed. Secondly, there can be q -vertices that are connected to only one
p -vertex. So we can always choose the diagonal of the quadrilateral non-incident to the
p -vertex, helping it to become non-mixed. Hence, all q -vertices of degree 1 can also be
removed. Thus we obtain a graph G where each q -vertex has degree between 2 and 4, and
each p -vertex can be turned non-mixed (for example by choosing all diagonals in incident
quadrilaterals non-incident to that vertex).
We will also remove from G all p -vertices with degree larger than some value d . This
implies that we will not use these vertices in the maximization of non-mixed vertices, and
hence we will lose optimality in this step. Since G is a planar graph, we remove at most
b6n/d c vertices, if G had n vertices. We will show that sufficiently many p -vertices remain
that can be turned non-mixed to yield an approximation scheme, if d is chosen suitably.
After the preprocessing steps we get a number of connected components with p -vertices
of degree at most d . We proceed to solve each component in a way similar to the one used
for the previous problem: we take thick layers and solve each layer optimally by using dynamic programming on a tree decomposition. For each component we create a series of
thick layers that are λ-outerplanar, for λ even, by deleting every (j λ + i )-th layer of vertices
where j = 0, 1, 2, . . ., and i takes values i = 0, 2, 4, . . . , λ. Notice that i must be even because
we only need to remove layers of p -vertices.
We can analyze the two steps where we approximate separately. Let the first one have
a ratio "1 and the second one "2 . The solution obtained by our algorithm will be at least
(1 − "1 )(1 − "2 )OPT . We will choose "1 = "2 = 12 ".
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The approximation by removing layers is almost as before, but now each p -vertex is considered in λ/2 − 1 out of λ/2 solutions. Therefore we get a (1 − "2 )-approximation by taking
λ = d2/"2 e (to simplify the presentation, we are assuming d2/"2 e is even, otherwise we take
λ = d2/"2 e + 1).
It remains to show that the removal of higher degree vertices gives a factor (1−"1 ) approximation. The graph G has a number of connected components where all the q -vertices have
degree at most 4, and each p -vertex can be turned non-mixed, possibly at the expense of
others. In any component, we can always make a linear number of the p -vertices non-mixed
by choosing a p -vertex and choosing the diagonal in all incident quadrilaterals non-incident
to that p -vertex. Every time we do this, the “neighboring” p -vertices (connected through exactly one q -vertex) may be prevented from being non-mixed. Since the component is planar,
there must be a p -vertex of degree at most 5. We can make that vertex non-mixed, preventing at most 10 (two per quadrilateral) other p -vertices from being non-mixed, and continue
in this way. Hence, at least 1/11 of the p -vertices can be made non-mixed.
We want to ensure that what we threw away because of too high degree is not more than
1
(1 − d6 ) of the veran "1 fraction of all possible non-mixed vertices. At least a fraction of 11
tices will be non-mixed, since we removed at most a factor of d6 of the vertices and of the
remaining vertices at least 1 out of 11 can be made non-mixed. In the worst case, all d6 vertices we threw away would be non-mixed in the optimal solution. Therefore, we must take
d = d 66
e + 6 to guarantee a (1 − "1 )-approximation.
"1
On every thick layer we compute a tree decomposition 〈{X i | i ∈ I }, T 〉 of width at most
3λ−1. We need to modify this decomposition, because to be able to count a p -vertex as nonmixed, we need to ensure that some bag X i of the tree decomposition contains that p -vertex
with all neighboring q -vertices. The modification simply involves adding these neighboring
q -vertices. Any bag X i will become larger by a factor d , the maximum degree of a p -vertex,
because each p -vertex already had at least one adjacent q -vertex in the same bag. One can
verify that the new tree decomposition still satisfies the properties of Definition 4.2, and its
width has become at most (3λ − 1)(1 + d ).
Now we can apply the dynamic programming approach to solve the problem optimally,
in the same way as before. Some further details are given next.
Following the notation from the previous problem, we have a tree decomposition of a
graph G = (V, E ), 〈{X i | i ∈ I }, T 〉, where T is a tree with the elements of I as bags, and ω =
(3λ − 1)(1 + d ) is the width of the decomposition. Each bag X i now contains two types of
vertices: q -vertices (q1 , ...,qn i ) and p -vertices (p n i +1 , ..., p m i ), |X i | = m i .
For each bag X i = {q1 , ...,qn i , p n i +1 , ..., p m i }, compute a table A i with the same shape as
before: 2n i rows and n i + 1 columns. Only q -vertices have a column in the table. Each row
represents an assignment of a value (flipped/non-flipped) to each of the flippable quadrilaterals in X i . The extra value m i (Γ j ) contains the number of non-mixed p -vertices in an
optimal triangulation of the point set induced by the subtree rooted at X i that includes the
current assignment as a subset. Note that due to the extra vertices added to the tree decomposition, we can compute the value (mixed/non-mixed) of all the p -vertices in X i .
The table initialization is similar to the initialization done before. For each assignment
to the q -vertices the number of non-mixed p -vertices is stored in m i ().
The update of the tables is also done in the same way as before. In this case, when pro-
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cessing row by row of A i , m i () will be updated by considering the best (highest) entry from
A j for the same assignment for the vertices shared, plus the number of non-mixed vertices
added by the assignment of non-shared q -vertices in A i . It is worth mentioning that it is
always possible to compute a value for each p -vertex in X i because all its neighbors were
added to its bag after getting the original tree decomposition. Without this addition, situations could arise in which the value of a p -vertex depends on a q -vertex that is not in the
current bag, and hence cannot be computed.
The way the final triangulation is obtained, the correctness of the dynamic programming
algorithm and its running time are the same as in the previous problem. In particular, the
running time is O(2ω ω|I |).
As to the running time of the remainder of the algorithm, the removal of higher-degree
vertices can be done in linear time. The dynamic programming step on the tree decomposition takes O(2ω ω|I |) time. We take λ = d "2 e = d "4 e to ensure that the removal of layers gives a
2
(1−"2 )-approximation. The treewidth ω of the modified tree decomposition is (3λ−1)(d +1),
2
which is O(1/" 2 ). Therefore the running time of the algorithm is 2O(1/" ) · n .
Theorem 4.8. For any " > 0, a (1 − ")-approximation algorithm for maximizing the number
2
of non-mixed vertices over all first order Delaunay triangulations exists that takes 2O(1/" ) · n
time (if the Delaunay triangulation is given).

4.3.3 Maximizing the number of convex edges when k > 1
Up to now we have always assumed that k = 1. However, some of the previous approximation techniques can also be used to obtain approximation schemes for the same problems
when k > 1, at the cost of k appearing (rather unpleasantly) in the time bound. To illustrate
this, we will now describe how to adapt the algorithm for maximizing the number of convex
edges. From now on we assume that k ≥ 2 is a given integer.
First we need to introduce some other results on higher order Delaunay triangulations.
For the basic definitions and results, we refer to Chapter 2. Recall that the useful order of an
edge is the lowest order of a triangulation that includes that edge.
Lemma 4.1. (from [42]) The Delaunay edges intersecting one useful k -OD edge u v are connected to at most k vertices on each side of the k -OD edge.
Note that the previous lemma implies that a useful k -OD edge can cross at most 2k − 1
Delaunay edges and 2k Delaunay triangles.
Lemma 4.2. (from [42]) Let u v be any Delaunay edge. The number of useful k -OD edges in a
triangulation T that intersect u v is O(k ).
After computing the Delaunay triangulation of the point set, the algorithm considers
thick layers of width (outerplanarity) λ. After every thick layer, we will skip the next k layers.
This separation distance of k outerplanarity layers guarantees that no useful k -OD edge will
go from one thick layer to the next one, creating independent thick layers (this is because
crossing k layers involves crossing 2k Delaunay triangles). For each thick layer, we compute
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u
P

P

v
Figure 4.18 Left: a point set P , and a polygon P, with two connected components, that needs to be
retriangulated. Right: a path from u to v . The distance between u and v is 9.

an initial tree decomposition of width at most 3λ − 1. In order to solve the problem optimally for that layer, the initial decomposition will be augmented in several ways, without
increasing the treewidth too much. This will be detailed in the next subsection.
As before, we will consider each of the possible shifts of the thick layers, solving in this
case λ+k problems. The union of the solutions of all the thick layers for a given shift yields a
solution to the original problem. We simply choose the shift such that the size of the solution
is the maximum, and return the corresponding triangulation as the output.
With this approach we obtain a (1 − ")-approximation algorithm by taking λ = d 2k
e. Each
"
useful k -OD edge is considered in λ − k out of λ + k problems that are solved optimally. The
pigeon-hole principle then shows that at least one of the λ + k problems has a value that is
a (1 − ")-approximation of the optimum.
Exact algorithm for a single layer
For a given thick layer we get a subgraph of the Delaunay triangulation of bounded outerplanarity. This subgraph is planar, but not necessarily a triangulation, since it can have
multiple components, a non-convex outer face, and holes. The part that is triangulated defines a polygon. We want to retriangulate this polygon, in such a way that we optimize the
number of convex edges, while making sure that all triangles are k -OD with respect to the
original point set. More precisely, we are given a set of n points P and a polygon P that
has only points of P as vertices, has no self-intersections, but may have holes and multiple
components, see left of Figure 4.18 . We want to compute a triangulation of the inside of P
and the part of P inside P such that the circumcircle of each triangle does not contain more
than k points of P .
Definition 4.3. Given a pair of vertices (u , v ) we define their distance as the smallest number
of triangles that need to be crossed to walk from u to v in the Delaunay triangulation. See
Figure 4.18.
Lemma 4.3. Let 〈{X i |i ∈ I }, T 〉 be a tree decomposition of the Delaunay triangulation of a
set of points, with width ω. Then for all pairs of vertices (u , v ) whose distance is at most
δ, we can add both vertices to all the bags in the shortest path between u and v in the tree
decomposition, without increasing the treewidth to more than O(2δ ω).
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Proof: For any pair (u , v ) at distance at most δ, we add vertices u and v to every bag on the
shortest path in the tree decomposition. This means that every bag of the tree decomposition that is on this shortest path must include at least one edge of the Delaunay triangulation
that is crossed by the path from u to v . This is because of a property of tree decompositions:
for any bag b , all parts of the graph outside the bag are disconnected, so if u and v are outside b in different components, any path from u to v must pass through b .
In every bag of the tree decomposition where u and v are added, there is a Delaunay
edge that is crossed by the path from u to v in the Delaunay triangulation. Every bag of the
initial tree decomposition contains at most ω vertices, so at most 3ω − 6 Delaunay edges,
and every edge is crossed by at most O(2δ ) paths, because the paths have length at most
δ, and paths walk over triangles, giving two possible directions to continue walking at each
step. Therefore, for every bag at most O(ω2δ ) vertices are added.
Observation 4.3. After adding the vertices as in the previous lemma, with δ ≥ 2k , every useful
k -OD edge appears in at least one bag, and hence also every k -OD triangle.
The first part follows from the fact that if u v is a useful k -OD edge, then the distance between u and v cannot exceed 2k . Since every useful k -OD edge is in some bag, Property (3)
of tree decompositions implies that every triangle made of three of these edges is also in
some bag.
Recall from Lemma 2.3 that an order-k useful edge can have at most O(k ) triangles adjacent to it. Using this result, we obtain the following lemma.
Lemma 4.4. A tree decomposition of width ω containing all useful k -OD edges can be augmented to include every pair of k -OD triangles that share a useful k -OD edge in at least one
bag, thereby increasing the treewidth to at most O(k ω2 ).
Proof: For each useful k -OD edge u v we will add all the points that create a k -OD triangle
together with u v . Since every useful k -OD edge is present in some bag, there exists a bag
containing all pairs of k -OD triangles sharing a particular k -OD edge. Each bag contains at
most ω2 useful edges; hence, from Lemma 2.3 we know that each bag increases its size to at
most O(k ω2 ).
Lemma 4.5. Given a tree decomposition T of width ω of some graph G , we can construct a
tree decomposition T 0 of G with the following properties:
• Every pair of adjacent bags (X i , X j ) in T 0 differs by exactly one vertex, that is, X i = X j ∪
{x } or X j = X i ∪ {x } for some vertex x of the graph G .
• The size increases by at most a factor 2ω, that is, |T 0 | ≤ 2 · ω · |T |.
• The width increases by at most a factor 2, that is, ω0 ≤ 2 · ω.
Proof: Let X i and X j be adjacent bags in T . Let X i0 = X i − X j and X j0 = X j − X i be the unique
parts of the bags. Now we will create |X i0 | + |X j0 | − 1 new bags between X i and X j . First we
add the elements of X j0 to X i , one by one, until we create a new bag which is X i ∪ X j . Then
we remove the elements of X i0 from this bag, one by one, until we are left with just X j . In this
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past
present

future

past

Figure 4.19 A bag of the tree decomposition partitions the vertices into three groups: the past, the
present, and the future. Inside the bag, a fence separates the past from the future. The black edges
form a second order Delaunay triangulation; the dashed edges are Delaunay edges.

way, we create fewer than 2ω(T ) new bags of width at most 2ω(T ). Note that the inclusion
of the new bags does not violate the tree decomposition property: any vertex of G is still
present in a connected subset of the bags of the tree. If we do this for every pair of adjacent
bags in T , we obtain the required tree decomposition T 0 .
We now augment our initial tree decomposition of width 3λ+1 to a tree decomposition of
width at most O(k 28k +1 (3λ + 1)2 ) = 2O(k ) λ2 , applying Lemma 4.3 (with δ = 4k ), and Lemmas
4.4 and 4.5.
Let T be the resulting tree decomposition. Now, for any bag in T , we define three subsets
of the vertices of T . The vertices inside the current bag we call the present. The vertices in
bags lower in the hierarchy (which we encountered earlier in the bottom-up algorithm), but
not in the current bag, we call the past. Finally, the vertices in bags higher up in the hierarchy,
but not in the current bag, we call the future. Figure 4.19 shows an example. Note that, by
Property (3) of tree decompositions, a vertex cannot be in the past and in the future at the
same time so the partitioning is well-defined. In fact, since every k -OD edge is in some bag
of T , we can make the following observation.
Observation 4.4. Let u v be a useful k -OD edge in some bag X of T . Then it cannot be the
case that u is in the past and v is in the future of X .
Before stating the algorithm, we need one more concept. Intuitively, we may assume
that, when processing a certain bag, the vertices in the past are already triangulated and the
vertices in the future are not. So, in the present, there has to be some transition. Recall that
P is the polygon that we are triangulating.
Definition 4.4. Inside a bag, a fence is a collection of edges between vertices in the bag, such
that those edges together with the boundary of P separate the past from the future. See Figure 4.19.
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In the algorithm, we will identify a fence that separates the triangulated part from the untriangulated part for each configuration inside the current bag. The following lemma shows
that we will not miss any solution.
Lemma 4.6. Given a polygon with some points inside, and a tree decomposition T following
the previous lemmas: if G is a k -OD triangulation of that polygon, any bag of T contains a set
of edges of G that form a fence for T .
Proof: It follows from Observation 4.4 that there are never any edges going from the past to
the future, with respect to the current bag. Therefore, there are no triangles that block one
boundary of P from its opposite boundary, and there is always a path over the edges from
boundary to boundary.

Dynamic programming
Let X i be a bag of the tree. X i has a collection Vi of vertices. For every pair of vertices v, w ∈ Vi
we have a Boolean variable if v w is a useful k -OD edge. A variable will be true if the edge is
present, and false if it is not. So, every assignment of the variables in X i determines a graph.
For each assignment, we will store a value. This value describes the best possible score of
any triangulation of the vertices in the present and the past that adheres to this assignment.
Furthermore, we maintain the edges of this triangulation that are not in the current bag, that
is, the edges between two past vertices or between a past and a present vertices. Of course,
this collection of edges is different for each assignment.
Some assignments of the variables lead to invalid graphs. For example, two edges that
cross are not allowed to be in the same triangulation, or triangles that are not k -OD are not
allowed. In such cases, we discard this assignment. Also, there must be a fence in the bag
(using useful k -OD edges), such that all vertices on the past side of the fence are properly
k -OD triangulated.
For an assignment, we define the value as the number of convex edges in the graph,
where an edge is convex when it is the diagonal of a quadrilateral, and the angle between
the two triangles thus formed is convex.
We follow the tree using dynamic programming. In every step, we assume that the values
for all variable assignments in the child bag are given, and we need to compute the values
for all variable assignments in the parent bag. As in Section 4.3.1, if there are multiple child
bags, we merge them with the parent bag one by one. We distinguish two different cases.
• The parent bag has a vertex v that is not in the child bag. The bags are otherwise
identical.
There are several new useful k -OD edges that connect v to existing vertices in the bag.
We get a new variable for all those edges. Note that there cannot be useful k -OD edges
that connect v to a vertex in the past, by Observation 4.4.
For every possible state of the new set of variables, if there is no value stored in the
child bag because the state has crossings or no fence with a proper triangulation on
the past side, then we store no value in the parent bag either. If there was a value in
the child bag, then we compute the new value by adding the number of newly formed
convex edges to the stored value.
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• The child bag has a vertex v that is not in the parent bag. The bags are otherwise
identical.
Now there are several edges that were in the child bag, but are no longer in the parent
bag. We lose a variable for each of these edges.
For every state in the parent bag, we choose among the states in the child bag the one
that has the highest score. We also test whether this state still contains a valid fence,
and if not, we discard this state.
Time analysis
The running time of the dynamic programming algorithm depends on the treewidth and
size of the decomposition (number of bags). The input graph on which to compute the
tree decomposition is λ-outerplanar; hence, we can obtain a decomposition of treewidth
3λ − 1. The decomposition is augmented first according to Lemma 4.3, then according to
Lemma 4.4, and finally according to Lemma 4.5. The treewidth goes up to ω = 2O(k ) λ2 . The
last augmentation step also increases the number of bags from O(n ) to m = 2O(k ) n .
The dynamic programming algorithm can be easily shown to run in time O(m 2ω ω) (it is
ω because we keep a triangulation of the ω vertices in the bag, and the ω points in the bag
can be triangulated in at most O(2ω ) different ways).
O(k ) 2
O(k ) 2
Filling in ω and m we obtain a running time of 22 λ λ2 n = 22 λ n .
O(k ) λ2

Theorem 4.9. The subproblem of triangulating the polygon can be solved in 22

n time.

The dynamic programming algorithm of the previous sections is applied to λ + k different problems. Each problem is comprised of a number of different thick layers. Their number depends on the outerplanarity of the initial triangulation, and is at most n /(λ + k ). The
dynamic programming algorithm is applied to each of these thick layers. Since the union of
them is never larger than the complete triangulation, the sum of the running times for all the
thick layers can be upper-bounded by the running time of applying the dynamic algorithm
to the complete triangulation. As already mentioned, to obtain a factor (1 − ") approximation, λ is chosen to be 2k
. Therefore the total running time, assuming the initial Delaunay
"
O(k ) λ2

triangulation is given, becomes (λ + k ) · 22

O(k ) λ2

n = 22

O(k ) 1
"2

n = 22

n.

Theorem 4.10. For any " > 0, a (1−")-approximation algorithm for maximizing the number
O(k ) 1
"2

of convex edges over all k -th order Delaunay triangulations exists that takes 22
the Delaunay triangulation is given).

n time (if

4.4 Conclusions and future work
We analyzed the algorithmic complexity of optimizing various measures that apply to triangulations, and terrains represented by triangulations. The class of triangulations over which
optimization is done is the class of first order Delaunay triangulations. We gave efficient algorithms for four measures, NP-hardness proofs for three other measures, and polynomial
time approximation schemes for two measures that were shown NP-hard. One approximation algorithm could be extended to k -th order Delaunay triangulations.
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Other measures related to terrain modeling in GIS may be of interest to optimize. Also,
certain measures that have efficient, optimal algorithms for first order Delaunay triangulations may become harder for second and higher order Delaunay triangulations. These are
interesting topics for further research. It is also unknown how to generalize the approximation algorithm for maximizing non-mixed vertices to higher order Delaunay triangulations.
Finally, improving on the doubly-exponential dependency on the order k in the approximation algorithm for maximizing convex edges is worthwhile.
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CHAPTER

FIVE

HIGHER ORDER CONSTRAINED
DELAUNAY TRIANGULATIONS
In this chapter we address another problem of practical importance for higher order Delaunay triangulations: forcing a group of given edges to be part of a triangulation. The current
definition of order of a triangle only refers to points, ignoring the possible existence of edges
that could be part of the input. However, when working with triangulations it is often the
case that a given set of edges must be included in the triangulation. We refer to these edges
as constraints, or constraining edges. For example, in mesh generation, the mesh must respect the boundary edges of the components. When polyhedral terrains are used for hydrologic applications, it is common to augment the terrain with the edges representing the
drainage network [25]. Other uses of constrained triangulations include hierarchical surface
models [24], terrain data integration [64], and map generalization [104, 107].
Regardless of the reason for including a set of edges, in many cases it is important that
the triangulation containing them has nicely-shaped triangles. The constrained Delaunay
triangulation (CDT) [20] includes a given set of edges and is “as close as possible to the
Delaunay triangulation”. This is achieved by relaxing the empty-circle property of the Delaunay triangulation: points are allowed inside the circumcircles of the triangles if they are
separated from the triangle by some constraining edge.
The only previous work on order-k Delaunay triangulations with constraints focused on
finding a lowest-order Delaunay triangulation that includes a given set of edges [43], but
the definition of order used does not depend on the constraints. Until now, there was no
concept equivalent to the CDT for higher order Delaunay triangulations. That implies that
if one of the constraints causes the inclusion of a triangle of very high order, then the whole
triangulation will have at least that order (see Figure 5.1). Therefore, all the triangles, even
the ones far away from these constraints, will be allowed to have that very high order, and,
more importantly, a not very good shape.
The need for a higher order version of the constrained Delaunay triangulation arises in
situations where three requirements need to be met: (i) the triangulation must include a set
65
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u
v
w

C(u, v, w)

Figure 5.1 A point set is augmented with some constraining edges (in gray), which must be incorporated into the triangulation. Any triangulation of this point set that includes the gray edges must
include triangle 4u v w , which has a very high order. This allows all the other triangles to have high
order too.

of constraints, (ii) the triangulation must be well-shaped (that is, triangles should be close
to equilateral), and (iii) some extra quality criterion must be optimized. The constrained
Delaunay triangulation addresses only the first two requirements, whereas higher order Delaunay triangulations address only the last two.
Situations in which these three requirements are present arise, for example, in terrain
modeling. For certain uses of terrain models, such as for intervisibility (determining whether
an observer at a given point can see another point on the surface) or drainage analysis (for
example, computing basin boundaries), it is common to augment the existing terrain model
(based solely on elevation data) with a set of surface-specific features like peaks, pits, passes
(point features), together with ridges and valleys (edge features) that connect them. These
topographic features play an important role in this type of application, and their incorporation into the terrain model improves the consistency between the model and the real terrain [7, 34, 93]. When the terrain is represented by a polyhedral terrain (or TIN), the edge
features (ridge and valley edges) act as constraints that must be part of the triangulation.
The triangle shape is also important, in particular, for both the analysis and visualization of
the terrain, long and thin triangles should be avoided [93]. Finally, there are several extra criteria relevant to terrain analysis that can be optimized, like minimizing the number of local
minima or minimizing the angle between surface normals [28, 71, 94, 110].
Approach and results In this chapter we address the problem of defining higher order constrained Delaunay triangulations. We achieve this by proposing several definitions of the
constrained order of a triangle, which take the constraints into account when counting the
number of points inside the circumcircles of the triangles. In the standard definition, the
order of a triangle is defined as the number of points inside its circumcircle (every point is
counted). The new definitions proposed try to reflect that some triangles may have a bad
shape because of the constraints, thus their order should be defined differently. By defining
these triangles to have a lower order than by the standard definition, the order of the whole
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triangulation is also kept lower.
This chapter is structured as follows. We start by proposing several definitions for the
notion of constrained order of a triangle in Section 5.1. We study how the different definitions relate, as well as their main properties. The next two sections study two algorithmic
problems that are important for dealing with higher order constrained Delaunay triangulations: computing the order of one triangle (Section 5.2) and computing all order-k constrained Delaunay triangles (Section 5.3). Section 5.4 studies the situation in which the constraints define a simple polygon, and presents more efficient algorithms for computing the
order of a triangle in this case. This is relevant for several application domains, like computer graphics and mesh generation, where triangulations of polygons are often needed. In
Section 5.5 we study the particular structure of first order constrained Delaunay triangulations (that is, k = 1), and show that several criteria can be efficiently optimized over this
class of well-shaped constrained triangulations. Some other non-algorithmic aspects of the
different definitions are discussed in Section 5.6. Finally, in Section 5.7, we provide some
concluding remarks.
As in the previous chapters, we assume non-degeneracy of the input set P : no four
points are cocircular and, in addition, no three points lie on a line. Note that when clear
from the context, we will write order instead of constrained order.

5.1 Proposed definitions
Any suitable definition of order-k constrained Delaunay (k -OC D) triangulations must be in
line with the idea of the CDT and, at the same time, be consistent with the spirit of higher
order Delaunay triangulations of point sets. We summarize this by establishing a list of properties that a suitable definition should satisfy:
1. For k = 0 there is only one constrained triangulation, which is the CDT.
2. If there are no constraining edges, any k -OC D triangulation is a k -OD triangulation,
and any k -OD triangulation is a k -OC D triangulation.
3. As k increases, the number of k -OC D triangulations also increases or stays the same.
4. If a point or endpoint of a constraint moves slightly, the constrained order changes by
at most one (this is made more precise below).
We would also like the definition to have the following informal properties:
5. The definition is intuitive for triangulations of polygons.
6. The definition is intuitive for triangulations of points with constraining edges.
The last two properties are subjective and will not be explicitly addressed, although all
the definitions proposed here are meant to be intuitive generalizations of the standard one.
The important part in any definition of higher order constrained Delaunay triangulations is defining when a point inside the circumcircle of a triangle must be counted. We
propose seven different definitions, where what varies is when a point is counted in the constrained order.
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Let u , v, w ∈ P and let C = C (u , v, w ) be the circle through u , v and w . Suppose we
want to compute the order of 4u v w . No other point can be in 4u v w , otherwise it is not a
triangle in the triangulation. In the definitions below, point p ∈ P lies inside C . Note that
u v , v w and w u can be constraints. In this context, the standard definition, included here
for completeness, can be stated as follows.
STD (Standard, Definition 2.1). A point p is always counted.
We propose the following new definitions.
PATHCON (Path connected). A point p is counted if and only if there is a constraint-free
path contained in C that connects p to some point interior to 4u v w .
SEESTRIANG (Sees triangle). A point is counted if and only if it can see1 some point in the
interior of 4u v w .
CONFEDGE (Conflicting edge). A point p is counted if and only if there is a point r ∈ P , inside C or in {u , v, w }, such that p r intersects the interior of 4u v w , and does not intersect any constraint. This definition, together with SEESOPP and EMPTYQUAD, relates
to the idea of counting only points that can be used to build an alternative triangle to
4u v w .
SEESVTX (Sees vertex of triangle). A point p is counted if and only if it can see some vertex
of 4u v w and some point in its interior.
SEESOPP (Sees opposite). A point p is counted if and only if it sees the opposite vertex
of the triangle, that is, the vertex x ∈ {u , v, w } such that p x intersects the interior of
4u v w .
SEES3VTX (Sees 3 vertices). A point p is counted if and only if it can see u , v and w .
EMPTYQUAD (Empty quadrilateral). A point p is counted if and only if the quadrilateral
formed by the three vertices of 4u v w and p is empty, and the edge of 4u v w that is a
diagonal of the quadrilateral is not a constraint. This corresponds to the idea of being
able to flip one edge of 4u v w .
Figure 5.2 shows an example where the different definitions can be compared. The
strongest (most restrictive) definition is the standard one, where every point in the circumcircle is counted. As the requirements for a point to be counted increase, the definitions
become weaker (less restrictive).
We now make Property 4 more precise. Assume that in some triangulation, a vertex p ∈
P moves, without changing the structure of the triangulation. Then a change in the order of
the triangulation in all definitions can only occur if p becomes collinear with two points or
cocircular with three points. We call this a criticality during the move of p . Property 4 should
be interpreted such that if any point moves through only one criticality, then the order of the
triangulation changes by at most one.
We make the following simple observation.
Observation 5.1. All the previous definitions satisfy Properties 1 to 6, except for PATHCON,
which does not satisfy Property 4, and for EMPTYQUAD, which does not satisfy Property 2.
1 We say

that p can see a point q if the line segment pq does not intersect the interior of a constraint.
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STD (k = 10)

CONFEDGE (k=7)
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PATHCON (k=9)

SEESVTX (k=6)

SEES3VTX (k=4)

SEESTRIANG (k=8)

SEESOPP (k=5)

EMPTYQUAD (k=2)

Figure 5.2 What is the order (k ) of the gray triangle? Different definitions yield different orders. For
each definition, the points that are counted are drawn as discs and the ones that are not counted as
white circles. Constraints are drawn with thick edges.
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Figure 5.3 Left: with PATHCON, the points in the shaded area will not be counted for 4u v w . However,
if w is moved an arbitrarily small distance towards u v , they will all be counted. Right: the order of a
triangle, using the EMPTYQUAD definition, can be smaller than with respect to the standard definition
even when no constraints are present. Triangle 4x y z has constrained order 1, no matter how many
points lie in the shaded region, and despite the fact that no constraints are involved.

Figure 5.3 gives examples of this observation for both definitions. On the left, the order
of a triangle under PATHCON can increase by an arbitrary number if w is moved in such a
way that the shaded region becomes connected to 4u v w . On the right, the example shows
that the order according to EMPTYQUAD can be arbitrarily much smaller than the standard
order, even when there are no constraints.
Even though some of the definitions do not satisfy all the desired properties, this does
not mean they cannot be of use. Therefore in the next sections we still consider them as
possible definitions that one may want to choose. In what follows we analyze the way the
different definitions relate to each other. We will use D to denote the set of the eight definitions presented above.
Definition 5.1. Given a point set P and set of constraints C , we define Tk (P , C , DEF), for
DEF ∈ D, as the set of all order-k constrained Delaunay triangulations of P and C , using the
definition DEF to compute the order of the triangles.
Lemma 5.1. For higher order constrained Delaunay triangulations of a point set P with constraining edges C (which can define a polygon), the following inclusion relations hold:
• Tk (P , C , STD) ⊆ Tk (P , C , PATHCON) ⊆ Tk (P , C , SEESTRIANG) ⊆ Tk (P , C , SEESVTX)
⊆ Tk (P , C , SEESOPP) ⊆ Tk (P , C , SEES3VTX) ⊆ Tk (P , C , EMPTYQUAD)
• Tk (P , C , SEESTRIANG) ⊆ Tk (P , C , CONFEDGE) ⊆ Tk (P , C , SEESOPP)
Proof: We begin with the first series of inclusions. We prove the pairs of consecutive relations
from left to right. Let T be a constrained triangulation of P and C . Denote the order of the
highest order triangle in T , using definition DEF, by θ (T, DEF). Clearly, if θ (T, DEF) = k , then
T ∈ Tj (P , C , DEF) for any j ≥ k .
The first inclusion follows immediately because PATHCON counts only points that are
inside the circumcircle of the triangle, hence any point counted under PATHCON will be
counted under the standard definition too.
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SEESVTX (k=2)
CONFEDGE (k=1)
Figure 5.4
Examples showing that
Tk (P , C , CONFEDGE) * Tk (P , C , SEESVTX).
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SEESVTX (k=3)
CONFEDGE (k=4)
Tk (P , C , SEESVTX)

*

Tk (P , C , CONFEDGE)

and

Assume now that θ (T, PATHCON) = k . Any point that is counted under SEESTRIANG
can be connected by a line segment to the triangle, therefore will also be counted under
the PATHCON definition. It follows that θ (T, SEESTRIANG) ≤ θ (T, PATHCON) = k , hence T ∈
Tk (P , C , SEESTRIANG).
The inclusion Tk (P , C , SEESTRIANG) ⊆ Tk (P , C , SEESVTX) follows immediately by definition.
The next two inclusions follow from the basic fact that seeing the opposite vertex implies
seeing a vertex, and seeing the three vertices implies seeing, in particular, the opposite one.
Finally, if a point can be used to create a (flippable) empty quadrilateral, it must see the three
vertices of the triangle, hence Tk (P , C , SEES3VTX) ⊆ Tk (P , C , EMPTYQUAD).
We now prove the second series of inclusions. For the leftmost inclusion note that conflicting edges always intersect the triangle in question, hence if a point is counted under
CONFEDGE, it can also see the triangle and will be counted under SEESTRIANG. The rightmost inclusion follows from the fact that if a point can see the opposite vertex, then it can
use that vertex to create a conflicting edge, hence that point is also counted for CONFEDGE.
Figure 5.4 gives two examples showing that Tk (P , C , SEESVTX) * Tk (P , C , CONFEDGE)
and Tk (P , C , CONFEDGE) * Tk (P , C , SEESVTX). The relation between the different definitions is illustrated in Figure 5.5.
Lemma 5.2. For higher order constrained Delaunay triangulations of a simple polygon defined by a point set P (vertices of the polygon) and constraints C (edges of the polygon),
Tk (P , C , SEES3VTX) = Tk (P , C , EMPTYQUAD)
Proof: Let t = 4u v w be a triangle in a triangulation T ∈ Tk (P , C , EMPTYQUAD). Let p ∈ P
be a point in C (u , v, w ) that can see the three vertices of t . Line segments p u , p v and pw
do not intersect any constraint. There cannot be any point q ∈ P inside the quadrilateral
defined by {p, u , v, w }, because some edge should intersect one of the three segments mentioned above since q must be a vertex of the polygon boundary. Hence {p, u , v, w } is an
empty quadrilateral and p counts for the order of t under EMPTYQUAD. It follows that all the
points counted for SEES3VTX are also counted for EMPTYQUAD, hence Tk (P , C , EMPTYQUAD)
⊆ Tk (P , C , SEES3VTX). The other inclusion follows directly from Lemma 5.1.
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Tk (P, C, STD)
Tk (P, C, PATHCON)

Tk (P, C, SEESVTX)

Tk (P, C, SEESTRIANG)
Tk (P, C, CONFEDGE)
Tk (P, C, SEESOPP)
Tk (P, C, SEES3VTX)
Tk (P, C, EMPTYQUAD)

Figure 5.5 Inclusion relations between the different classes of triangulations.

The notion of useful edge plays an important role in higher order Delaunay triangulations. We define the constrained version as follows.
Definition 5.2. Let P be a set of points in the plane, and C a set of constraints. An edge
u v with u ,v ∈ P is useful order-k , under definition DEF ∈ D, if there exists an order-k constrained Delaunay triangulation of P (under DEF), with respect to C , which includes u v .
It is convenient to have efficient algorithms to test whether an edge is useful order-k , for
example to speed up the computation of all the order-k triangles (see Section 5.3). In the
case of (unconstrained) higher order Delaunay triangulations, this can be achieved by looking at the order of two specific triangles adjacent to the edge. Below we study the situation
in the presence of constraints.
−→
Lemma 5.3. Let u v be an edge with u , v ∈ P , let s 1 be the point to the left (right) of v u ,
−→
such that the circle C (u , s 1 , v ) contains no points to the left (right) of v u , in the constrained
Delaunay sense, and such that u s 1 and v s 1 do not intersect any constraint. If 4u v s 1 is not a
k -COD triangle under definition SEESOPP or stronger, then u v is not a useful order-k edge
under that definition.
Proof: The proof follows the one for the unconstrained version (proof of Lemma 3 in [42]).
Assume 4u s 1 v is not a k -COD triangle under SEESOPP. It follows that C (u , s 1 , v ) contains
−→
more than k points to the right of v u that can see the opposite vertex, namely s 1 . Suppose
that still a k -COD triangulation T exists that includes u v . Let 4u s i v be the triangle in T to
−→
the left of v u . Assume without loss of generality that point s i lies such that u s i intersects
v s 1 . See Figure 5.6. Let p 1 and p 2 be two points such that 4s 1 p 1 p 2 is in T and it intersects the
triangle 4u v s 1 (possibly, p 1 = u or p 2 = s i ). The circle C (s 1 , p 1 , p 2 ) includes the whole part
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u
u
s1
p1

s1
p2

si

si
p2
v

v
Figure 5.6 Proof of Lemma 5.3. If 4u s 1 v is not a
k -COD triangle under SEESOPP, then u v cannot
be a useful order-k edge under that definition.

Figure 5.7 Proof of Lemma 5.4. If 4p 1 s i p 2 , part
of the greedy triangulation of u v , is not order-k ,
no other triangle incident to s i that faces u v can
be order-k .

−→
of C (u , v, s 1 ) to the right of v u since p 1 or p 2 lie outside C (u , v, s 1 ). Moreover, the opposite
−→
vertex of 4s 1 p 1 p 2 , for the points to the right of v u , is also s 1 . Therefore the order of 4s 1 p 1 p 2 ,
under SEESOPP, is at least the order of 4u s 1 v , hence cannot be order-k , contradicting the
assumption that a k -COD triangulation exists with u v .
In the unconstrained case [42], the previous result is complemented with a result stating
−→
that if both triangles 4u v s 1 and 4u v s 2 (the symmetric triangle to the right of v u ) are orderk , then u v can be completed to an order-k triangulation. The result is shown by presenting
an algorithm to compute what the authors call the greedy triangulation of the edge.
In our context, the greedy triangulation of an edge u v can be defined constructively as
follows. See Figure 5.8 for an example. Let u v be a k -COD edge. Take as initial triangulation
the constrained Delaunay triangulation of P and C , removing all the edges that intersect
u v . The remaining empty area is called the hull of u v . We explain how to triangulate this

u

u

u

u

s2
s1
v

v

s1
v

s1
v

Figure 5.8 From left to right: Constrained Delaunay triangulation. Edge u v is inserted, the crossing
edges from the CDT removed. The first step of the greedy triangulation adds edge u s 1 . The second
step adds u s 2 , triangulating the right part of the hull of u v .
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−→
−→
hull. Let s 1 be the point to the right of v u such that the part of C (u , v, s 1 ) to the right of v u
is empty (in the constrained Delaunay sense), and such that u s 1 and v s 1 do not intersect
any constraint. Add the two edges u s 1 and v s 1 to the triangulation (they may be constraints
that are already present). Continue like this recursively for the two edges u s 1 and v s 1 until
−→
the hull of u v to the right of v u is completely triangulated. The same procedure is then
−→
performed on the left side of v u .
This triangulation has the property that all the triangles used that are not Delaunay have
a circumcircle that can only contain points that were already contained in C (u , v, s 1 ). In the
constrained case, this property is not always enough to guarantee that the order of the new
triangles is never more than k . For example, in Figure 5.8, with definition SEESOPP, 4u v s 1
is order 4, whereas 4u s 1 s 2 is order 5. However, it is easy to observe that the property remains
valid for definitions PATHCON and SEESTRIANG. This observation, together with Lemma 5.3,
implies the following.
−→
Corollary 5.1. Let u v be an edge with u , v ∈ P , let s 1 be the point to the left of v u , such that
−→
the circle C (u , s 1 , v ) contains no points to the left of v u , in the constrained Delaunay sense,
and such that u s 1 and v s 1 do not intersect any constraint. Let s 2 be defined similarly but to the
−→
right of v u . Edge u v is a useful k -COD edge under definition DEF ∈ {PATHCON, SEESTRIANG}
if and only if 4u v s 1 and 4u v s 2 are k -COD triangles under definition DEF.
Therefore for PATHCON and SEESTRIANG the same test used for the unconstrained version works in the presence of constraints. For two other definitions it is still possible to test
whether an edge is useful or not, using the same idea. The following result is proved for
SEESOPP, and automatically holds for CONFEDGE as well.
Lemma 5.4. For definitions CONFEDGE and SEESOPP, if u v is useful order-k then the greedy
triangulation has constrained order k .
−→
Proof: Let u v be a useful order-k edge under SEESOPP. Let s 1 be the point to the left of v u
defined as in the previous lemmas. Since u v is useful order-k , it follows from Lemma 5.3
that triangle 4u v s 1 is order-k . Suppose the greedy triangulation of u v is not order-k . Then
there must at least one triangle in the greedy triangulation with order higher than k . Let that
−→
triangle be 4p 1 s i p 2 . Assume without loss of generality 4p 1 s i p 2 lies to the left of v u . See Figure 5.7. The properties of the greedy triangulation imply that the points inside C (p 1 , s i , p 2 )
are also inside C (u , v, s 1 ). Since the order of 4p 1 s i p 2 is higher than the one of 4u v s 1 , the
difference must be due to points inside C (p 1 , s i , p 2 ) that cannot see s 1 but can see s i . In any
k -COD triangulation including u v , there must be some other triangle with s i as opposite
−→
vertex (with respect to points to the right of v u ). Because of the way the greedy triangulation is defined, any such triangle that is not 4p 1 s p 2 has a circumcircle that includes all
points inside C (p 1 , s , p 2 ), and since the opposite vertex is the same, it will see at least as
many points as counted for 4p 1 s i p 2 . Therefore its order is at least the order of 4p 1 s i p 2 ,
leading to a contradiction.

5.2. COMPUTING THE ORDER OF A TRIANGLE
Definition

STD
PATHCON
SEESTRIANG
CONFEDGE
SEESVTX
SEESOPP
SEES3VTX
EMPTYQUAD

Order of one triangle
O(n )
O(n log n )
O(n 2 )
O(n 2 )
O(n log n )
O(n log n )
O(n log n )
O(n log n )
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All k -COD triangles
O(k 2 n log k + k n log n )
O(n 3 log n )
O(n 3 log n )
O(n 4 )
O(n 3 log n )
O(n 3 log n )
O(n 3 log n )
O(n 3 log n )

Table 5.1 Summary of the running times of computing the order of one triangle and computing all
order-k triangles, for the standard definition and for each of the proposed definitions. The result for
all triangles under the standard definition follows from Lemma 2.5.

5.2 Computing the order of a triangle
A basic operation when dealing with higher order Delaunay triangulations is determining
the order of a triangle. In this section we analyze how efficiently this can be done for each of
the proposed definitions. Table 5.1 contains a summary of the results.
Let 4u v w be the triangle whose order should be computed, and let C be its circumcircle.
Let PC be the set of points inside C , and let E C be the set of constraining edges that are
contained in C or intersect its boundary. The running times in this section depend on |PC |,
but since |PC | can be linear in n , (where n is the total number of points and endpoints of
constraints), for convenience we will express them in terms of n .
PATHCON We build a point location data structure for the edges in E C , which allows us to
determine for each point inside C , if it lies in the same face of the subdivision induced by
the constraints and C as the interior of 4u v w . Those are the points that can be reached
from the triangle, and must be counted. The subdivision is made of parts of constraining edges and circular arcs (fragments of C ). The point location structure can be built in
O(n log n ) time, and querying takes O(log n ) time per point, therefore the total running time
is O(n log n ).
SEESTRIANG The points inside C can be in one of three regions, bounded by C and the
three edges of 4u v w . For a point in a given region, seeing 4u v w is equivalent to seeing
one of the edges of 4u v w . We process each region separately. Assume the current region
is the one bounded by u v . If u v is a constraint, no point is counted. Otherwise, let S be
the set of points (including endpoints of constraints) inside that region. For each point in
S ∪ {u , v }, we sort the other points around it by angle. This can be done for all the points in
O(n 2 ) time [81]. For each point, we go through the sorted list of points around it and check
if at any moment u v is visible. We can do this in linear time because we do not need to keep
track of the order in which the constraints become visible. At any time we only need to know
whether there is any constraint between the point and u v , so the algorithm only needs to
maintain a counter. Therefore the total running time is O(n 2 ).
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CONFEDGE We compute the visibility graph of the whole point set induced by (PC ∪ E C ) in
O(n 2 ) time [81]. To determine if a point must be counted we check if it has a visible point in
one of the other two regions of C or can see the opposite vertex of 4u v w .
SEESVTX For each of the vertices of the triangle we compute the visibility polygon, where
the edges in E C and the points in PC are the obstacles. This can be done in O(n log n ) time.
Then we simply count the number of different points that can see some vertex. Similar approaches can be used for SEESOPP and SEES3VTX.
EMPTYQUAD First we compute the points that see the three vertices. These points can
be in one of three regions of C . For each region there is a vertex of the triangle that is the
opposite vertex. We show how to proceed for the region where the opposite vertex is w , the
other two cases are identical. We need to discard the points p such that triangle 4u v p is
not empty. Let 4u v p and 4u v q be two triangles, and let αp (βp ) denote the angle of 4u v p
at u (at v ), and αq (βq ) the same for 4u v q . It is easy to see that 4u v p contains point q if
and only if αq < αp and βq < βp . Each triangle with u and v as two of its vertices can be
represented by a point in the (α, β )-plane using its angles at u and at v . The points having
empty triangles (the ones that can create an empty quadrilateral), are the ones lying on the
lower-left staircase of the point set in the (α, β )-plane. They can be computed in O(n log n )
time by a sweep line algorithm.

5.3 Computing all the k -OC D triangles
Another useful operation related to higher order Delaunay triangulations is computing all
the order-k triangles. For example, this is a fundamental step when triangulating polygons
optimally for order-k Delaunay triangulations (see Chapter 3). Table 5.1 summarizes our
results for the constrained order definitions.
The general approach will be to generate all candidate edges, and then, for each edge, we
will find all the order-k triangles that are incident to it. In principle there are O(n 2 ) candidate
edges to test.
−→
We explain how to compute all the order-k triangles adjacent to one edge u v , which lie
−→
to the right of u v , assumed not to be a constraint (if it is, the algorithms can be simplified).
The triangles lying on the other side can be found in a symmetric way.
−→
PATHCON We describe an algorithm to compute, for each third point s to the right of u v ,
−→
the number of points to the left of u v that can reach u v . Then the same must be done with
−→
respect to the points to the right of u v , and the two results must be combined. We only
explain the first part, the rest is symmetric and straightforward.
Consider the connected components defined by the constraining edges (recall that they
may share endpoints, so some components may be composed of several edges). In a preprocessing step, we will identify all these components and will keep only the ones with some
−→
endpoint in the halfplane to the left of u v .
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Figure 5.9 Left: regions defined by two spikes, p and p 0 . All the
black, round, vertices are spikes. Right: example illustrating the
tandem walk to identify the region to become disconnected, w l
in the example.

v

Figure 5.10 Example showing all
the regions identified on one side
of an edge u v .

−→
We will sweep a circle C through u and v that will start as the halfplane to the left of u v
−→
and will slide, always touching u and v , until it becomes the halfplane to the right of u v .
The event points will be the points and some of the endpoints of the components. During
the sweep, points that were counted after the previous event may stop to be counted for the
next one, but never the other way around. Note that there are two reasons for a point to stop
to be counted. The first is that the new circle position does not include it. The second is that
the region where the point lies is now disconnected from u v inside the circle. The first type
is usual for the standard higher order Delaunay definition, therefore we concentrate on the
second type, which is specific of this definition. Our goal is to compute, as we sweep the
circle through u , v and a third point in S, all the points that stop to be reachable from u v .
While sweeping the circle, the events (from now on we only consider the second type)
will not be all the endpoints of the constraints but only the spikes. Let p be the endpoint of
a constraint that belongs to some connected component. p is a spike if (i) p is not the first
point of the component that is touched when sliding C until touching the component; (ii)
all the edges incident to p have both endpoints to the same side of line `, where ` is the line
tangent to C (u , v, p ) at p .
Spikes have the property that part of C (u , v, p ) always defines a closed region R inside
C (u , v, p ) such that once the circle being slid touches the spike p , the interior of R gets disconnected from u v (unless the region of some previous spike of the same component contains R). In other words, the points inside that region do not have to be counted anymore
once the circle reaches p . Each region R is made of a polygonal chain and a circular arc,
which is a part of C (u , v, p ). Figure 5.9 shows an example. A spike can define up to two
regions, one on each side of p .
The sweep algorithm identifies for each circle C (u , v, p ), for a spike p , the region whose
points must not be counted anymore. Every time an event occurs, we proceed as follows.
We have to identify which of the two regions that the spike defines is the separated one,
that is, the one that does not contain u v . We can do this by walking around the edges, in
both regions simultaneously, until we find the first edge on the boundary of the region that
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intersects C (u , v, p ).
We start by identifying the two initial edges of each region (see Figure 5.9, right). With
some abuse of notation, we refer to the regions as to the left and to the right of p . We explain
how to walk through the left region. The right walk is symmetric. The starting edge is the first
edge incident to p encountered when rotating ` around p in counterclockwise direction.
The edge can be found by examining all edges incident to p . Every edge will be examined
at most twice (once for each endpoint), because once the region is identified, p will not be
processed again. The total time spent on this (for all spikes defined by u v ) is linear. Then
we walk along the edges, always choosing as the next edge the one with smallest angle with
the current one. This takes constant time in a doubly-connected edge list.
We do a walk in both regions at the same time, that is, we alternate between traversing
one edge on each side of p . Every time we go to a new edge we check if it intersects C . When
such an edge is found, we can check if the region found contains u v by checking if the circular arc that bounds the region contains u and v . If it does not, we found the disconnected
region, otherwise, the region that became disconnected is the other one. In that case we
continue traversing the boundary of the other region until we find an edge intersecting the
circle. At that point all the edges of the disconnected region have been identified.
Some of the vertices of the region that become disconnected can be spikes, but given the
order in which points are processed (starting from a large circle that becomes smaller), their
regions will be included in the current region, so they do not need to be considered and their
events can be skipped. Hence we remove them from the event queue.
Regarding the running time of the sweep, there are O(n) events. Handling each event
involves traversing the edges that define a region. For every spike we process, the traversal
takes time proportional to the number of edges bounding the region that becomes disconnected. The time spent on traversing the other region can be charged to the edges of the
region that will become disconnected. Hence the overall time complexity of identifying all
the regions is O(n ). The total running time of the sweep algorithm is therefore O(n log n ).
Once the sweep is over we will have a region associated with some of the spikes (see
Figure 5.10). Next all the points inside each region must be identified. The regions are disjoint and are made of line segments and circular arcs. The points can be found in total time
O(n log n ) by using a point location data structure able to handle circular arcs, for example
the one from [92]. The overall running time for one edge u v is O(n log n ), and O(n 3 log n )
time is needed to identify all the order-k triangles.
SEESTRIANG, SEESVTX, SEESOPP, SEES3VTX and EMPTYQUAD We will sweep a circle in
a way similar to the one used in the previous algorithm. All these definitions are based on
visibility between the points inside the circle and some elements (an edge, a vertex, etc.) of
the triangle of which the order is being computed. They have the property that once a vertex is counted (that is, it sees the part of the triangle in question), it will be counted until it
stops being inside the current circle. Given the visibility graph of all points and constraint
endpoints, a vertex can be checked to determine if it must be counted in O(1) time. In the
case of EMPTYQUAD we can first discard all the points that create a non-empty triangle with
u v , in O(n log n ) time, as explained in the previous section. A simple circle sweep, where every point and endpoint of a constraint defines an event, is enough to keep track of the order

5.4. IMPROVED ALGORITHMS FOR POLYGONS
Definition

PATHCON
SEESTRIANG
CONFEDGE
SEESVTX
SEESOPP
SEES3VTX = EMPTYQUAD

79
Order of one triangle
O(n )
O(n )
O(n log n )
O(n )
O(n )
O(n )

Table 5.2 Summary of the running times for computing the order of one triangle for polygons.

−→
of 4u v w , for each possible third point w to the right of u v . After obtaining the possible
third points, only the ones that define empty triangles must be selected. Again, this can be
done in O(n log n ) time. Therefore the running time for one edge u v is O(n log n ) (assuming
the visibility graph is precomputed). It follows that all the order-k triangles can be found in
O(n 3 log n) time.
CONFEDGE For this definition we can apply the algorithm used for the previous definitions, but in this case checking if a point must be counted takes more time. This is because
−→
every time a third point w to the right of u v is processed, many of the points inside C that
can see w will be counted from the next step on. Hence linear time is required to find these
points. The total running time, for one edge u v , increases to O(n 2 ), leading to O(n 4 ) time to
find all the order-k triangles.

5.4 Improved algorithms for polygons
When what needs to be triangulated is a simple polygon, instead of a point set, the computation of the order of one triangle can be done more efficiently. The results are summarized
in Table 5.2.
In what follows, we denote by P the polygon defined by the constraints, 4u v w is the
triangle whose order should be computed, and C = C (u , v, w ) is its circumcircle.
PATHCON Assume that u v is horizontal, u is to the left of v , and w is below the line
through u and v . We explain how to find the vertices of P that must be counted for the
−→
order of 4u v w that are in the region of C to the left of u v . The procedure for the other two
regions is symmetric. The idea is to walk through the polygon boundary while keeping track
of what part of the boundary of C can still be reached from 4u v w .
We begin by adding dummy vertices where the polygonal boundary from u to v intersects C . They divide the polygonal boundary into chains that are outside and inside C . We
call them internal and external chains, respectively. See Figure 5.11 (a). Between two consecutive chains there is a dummy vertex. It is assumed to be both the end of a chain and
the beginning of a chain. Vertices on external chains will never be counted, but vertices on
internal chains may also not be counted.
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Figure 5.11 Left: example with six internal chains (black edges) and five external chains (gray edges),
dummy vertices are shown white. Right: internal chains numbered by occurrence along P.

The first step is to remove the chains of the polygon that wind around 4u v w , since they
can never be reachable. See Figure 5.12. Consider a half-line that extends from some point
of the triangle vertically downwards. By counting how many times the line is crossed from
left to right and from right to left, it is easy to determine the chains that need to be removed.
Denote by P1 , . . . , Pm the sequence of remaining chains on the boundary of P from u
to v , that are interior to C . Some of the chains of P1 , . . . , Pm have a clockwise orientation:
when considering C clockwise from u to v , in a clockwise chain we first encounter its start
dummy vertex and then its end dummy vertex (chains P1 , P3 , P5 , and P6 in Figure 5.11 (b)).
The other two chains have a counterclockwise orientation. It is easy to see that vertices on
counterclockwise chains cannot be path-connected to 4u v w in the interior of C and P, and
hence their vertices will not be counted. But not all clockwise chains have vertices that are

v
u

v
u

w

w

Figure 5.12 (a) Original polygon (left), and polygon after removing parts that wind around 4u v w
(right).
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Figure 5.13 Three chains on the stack S 1 for clockwise chains and two chains on the stack S 2 for counterclockwise chains (all five black).

counted, like P3 in the figure. We observe:
Observation 5.2. For any prefix of chains P1 , . . . , Pi (see Figure 5.13):
(i) The clockwise chains that are path-connected to 4u v w inside C with respect to P1 , . . . , Pi
only, appear clockwise along C by increasing index.
(ii) The counterclockwise chains that are path-connected to 4u v w inside C with respect to
P1 , . . . , Pi only, appear counterclockwise along C by increasing index.
(iii) The clockwise chains from (i) are all counterclockwise with respect to the counterclockwise chains from (ii).
We call the chains from (i) and (ii) alive for P1 , . . . , Pi . In our algorithm, alive clockwise
chains will be kept on a stack S 1 with the highest indexed one at the top. Similarly, alive
counterclockwise chains are kept on another stack S 2 with the highest indexed one at the
top.
Let the most clockwise dummy vertex of an alive clockwise chain be d 1 , it is the last
vertex of the chain on the top of S 1 . Similarly, the most counterclockwise dummy vertex of
an alive counterclockwise chain is d 2 , see Figure 5.13. If S 1 is empty, then we define d 1 = u ,
and if S 2 is empty, then d 2 = v . The important observation is that the next alive chain Pj after
Pi must appear between d 1 and d 2 . So we can ignore any chain after Pi if it does not appear
between d 1 and d 2 . If the next chain to appear between d 1 and d 2 , Pj , is clockwise, then
it will extend S 1 . Furthermore, it may kill some of the alive counterclockwise chains. These
necessarily are at the top of the stack S 2 . Symmetrically, if Pj is counterclockwise, then it will
extend S 2 and possibly kill some chains from S 1 .
The implied incremental algorithm of treating the chains P1 , . . . , Pm in order eventually
leads to a stack S 1 that contains exactly the chains whose vertices are counted. Stack S 2 will
be empty. It is clear that this algorithm runs in linear time.
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Figure 5.14 (a) Part of the polygon, showing the visibility cones of some of the points that must be
tested. (b) Polygon after simplification, unreachable chains were removed (shown in light gray) and
dummy vertices and edges (dotted) were added to connect the remaining chains.

SEESTRIANG For each of the three regions (see Section 5.2) where a point can lie we must
find the points that can see one of the edges of 4u v w . Given a triangulation of the polygon,
the visibility polygon with respect to an edge can be computed in linear time [45]. Therefore
if a linear-time algorithm is used for triangulating the polygon [17], the order of 4u v w can
be computed in linear time.
CONFEDGE First we simplify P as follows. We apply the algorithm for PATHCON to find the
chains of P that are in the same face as 4u v w inside C . We do this for all three regions inside
C and outside 4u v w . If a chain in C does not contain any real vertices (it connects two
dummy vertices), we remove it. For the remaining chains, we connect the dummy vertices
of two consecutive chains by two edges outside C ; these two edges are tangent to C at the
dummy vertices and have the intersection point of the tangents as one more dummy vertex,
see Figure 5.14. This way, the reachable chains of P are separated by three dummy vertices (if
the two dummy vertices where the parts end are too far apart, two new dummy vertices are
needed in between). The resulting augmented polygon P 0 is simple and has O(n ) vertices.
For every non-dummy vertex of P 0 , we need to know what it can see “through” 4u v w .
Let s be a non-dummy vertex of P 0 between u and v (clockwise from u and counterclockwise
from v ). Then we compute the largest interval of u v that s can see. If it is non-empty, we
perform ray shooting queries from s through the two endpoints of this interval, and find two
edges of P 0 that lie clockwise from v and counterclockwise from u .
Observation 5.3. (i) If the rays from s hit the same edge, then s is not involved in any conflicting edge. (ii) If the rays from s hit two different edges and in between there are only dummy
vertices, then s is not involved in any conflicting edge. (iii) In all other cases, s is involved in
at least one conflicting edge.
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By the observation above, and the fact that we never have more than four consecutive
dummy vertices in P 0 , we can test if s is involved in a conflicting edge in constant time after
the ray shooting.
Computing the largest interval of u v , v w , and u w for all non-dummy vertices of P 0 can
be done by first triangulating P 0 , and then applying the algorithm in [45]. It allows us to find,
for each vertex, the subsegment of u v that is visible in O(log n ) time. Ray shooting also takes
O(log n ) time per query [45]. Hence, we can determine the number of vertices of P 0 (and
therefore of P) that are involved in a conflicting edge in O(n log n ) time in total.
SEESVTX, SEESOPP and SEES3VTX The visibility polygon of a point inside a simple polygon can be computed in linear time [31]. Therefore the order of a triangle, under these three
definitions, can be found in linear time as well.

5.5 First order constrained Delaunay triangulations
As seen in Chapter 3 and Chapter 4, the class of first order Delaunay triangulations (for the
unconstrained case) has a special structure that allows many measures to be optimized efficiently. For a given point set, if we take all the edges that are present in any first order Delaunay triangulation of the point set (fixed edges), they form a subdivision of the convex hull
into triangles and convex quadrilaterals. It follows that to generate any 1-OD triangulation
of the point set it is enough to choose one of the two diagonals of each quadrilateral.
In this section we study the special structure of first order constrained Delaunay triangulations. For SEESOPP and the stronger definitions, we show that in the presence of constraints, 1-COD triangulations have the same structure as first order Delaunay triangulations, hence all the measures that can be optimized for non-constrained first order Delaunay
triangulations can also be optimized when constraints are present. For the SEES3VTX definition we show that the structure becomes more complex, and the existing techniques cannot
be applied. As mentioned in Observation 5.1, the constrained order under the EMPTYQUAD
definition can be much larger than the order under the standard definition, so the first order
Delaunay structure is not preserved either.
We begin by observing that when k = 1, two pairs of definitions become equivalent,
whereas the other definitions remain different for k = 1, as illustrated by Figure 5.15.
Lemma 5.5. For any point set P and set of constraints C , we have T1 (P , C , SEESVTX) =
T1 (P , C , SEESTRIANG)
Proof: The inclusion T1 (P , C , SEESTRIANG) ⊆ T1 (P , C , SEESVTX) follows from Lemma 5.1.
For the other direction, let t = 4u v w be an order-1 triangle under SEESVTX, and let C be
its circumcircle. If t is not order-1 under SEESTRIANG, there must be a point p ∈ P inside
C that sees t but does not see a vertex of t . Let q be a point on u v such that pq does not
intersect any constraint. Such a point exists because p can see t . Assume without loss of
−→
generality that vertex u lies to the right of pq and v to its left. Since p cannot see u , there
must be at least one constraint intersecting p u , and each such constraint has one endpoint
in 4u pq . Let c 1 be an endpoint in 4u pq of the constraint such that ∠v u c 1 is minimum.
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EMPTYQUAD (k=1)
SEES3VTX (k=2)

SEESOPP (k=1)
SEESVTX (k=2)
CONFEDGE (k=1)
SEESTRIANG (k=2)

SEES3VTX (k=1)
SEESOPP (k=2)

SEESTRIANG (k=1)
PATHCON (k=2)

PATHCON (k=1)
STD (k=2)

Figure 5.15 Except for {SEESTRIANG, SEESVTX} and {CONFEDGE, SEESOPP}, the definitions remain
different when k = 1. The examples shown here illustrate the pairs of definitions whose inclusions are
proper for k = 1.

Then c 1 can see vertex u and is inside C , thus must be counted under SEESVTX. Proceeding
analogously for the left side, there must be a point c 2 , endpoint of some constraint inside
4p v q visible from vertex v . Furthermore, we observe that c 2 6= c 1 . Therefore the order of t
under SEESVTX is at least two, yielding a contradiction.
Lemma 5.6. For any point set P and set of constraints C , we have T1 (P , C , SEESOPP) =
T1 (P , C , CONFEDGE)
Proof: The result follows from the fact that if at most one point is allowed inside the circumcircle of each triangle, then any conflicting edge must be created with the opposite vertex.
Hence the points that can see the opposite vertex and the ones that can create a conflicting
edge are the same for k = 1.
The following corollary summarizes how the hierarchy of definitions looks when k = 1.
Corollary 5.2. For first order constrained Delaunay triangulations of a point set P with constraining edges C (which can define a polygon), the following inclusion relations hold:
T1 (P , C , STD) ⊆ T1 (P , C , PATHCON) ⊆ T1 (P , C , SEESTRIANG) = T1 (P , C , SEESVTX) ⊆
T1 (P , C , CONFEDGE) = T1 (P , C , SEESOPP) ⊆ T1 (P , C , SEES3VTX) ⊆ T1 (P , C , EMPTYQUAD)
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We now study the structure (in relation to fixed edges) of first order constrained Delaunay
triangulations. We begin with the following definition.
Definition 5.3. A triangle t in T ∈ Tk (P , C , DEF) is single-flippable if at least two of its edges
are present in every triangulation of Tk (P , C , DEF).
Lemma 5.7. The triangles of any first order constrained Delaunay triangulation of a point set
P and constraint set C , under definition SEESOPP or stronger, are single-flippable.
Proof: Suppose 4u s v and 4u v t are triangles in the constrained Delaunay triangulation of
P , such that {u , s , v, t } forms a flippable quadrilateral, that is, a quadrilateral of which both
diagonals u v and s t can be used to construct a 1-OCDT. We show that for SEESOPP (and
hence also for all the stronger definitions), the four edges of the quadrilateral are fixed.
Since 4u s v and 4u v t are constrained Delaunay triangles, the circles C (u , s , v ) and
C (u , v, t ) must be empty (in the constrained Delaunay sense). Moreover, s t is a useful
order-1 edge, hence it follows from Lemma 5.3 that 4u s t and 4v t s are order-1 triangles.
Since the circles C (u , s , t ) and C (v, t , s ) already contain one point each (in the SEESOPP
sense), namely v and u , respectively, no other point that sees the opposite vertex can be
inside them.
Suppose edge u t is not fixed (the other cases are symmetric). Then there is a 1-OC D
triangulation that contains an edge crossing u t .
Assume that edge is v x , for x some vertex outside C (u , s , v ) and C (u , v, t ). In the triangulation that contains v x there must exist some triangle 4a b t , such that a b intersects the
interior of 4u v t . See Figure 5.16. Assume first that b = v . Then a must lie outside C (v, t , s ),
otherwise 4v t s would not be order 1 (because v can see both u and a ). But then C (a ,b, t )
contains both u and s . Both u and s can see the opposite vertex t , hence the order of 4a b t ,
under SEESOPP or any stronger definition, is at least two. If b 6= v , C (a ,b, t ) is even larger,
and must contain u and s as well. Therefore no edge like v x can exist in an order-1 triangulation.

The previous lemma implies that for the SEESOPP definition, all the optimization techniques that exist for first order Delaunay triangulations (see Chapter 4) can be applied in the
presence of constraints. Examples of measures that can be minimized efficiently include
maximal area triangle, maximal triangle angle, total edge length, number of local minima,
angle between triangle normals and number of convex vertices.
Corollary 5.3. For definitions SEESOPP or stronger, all the existing optimization techniques
for first order Delaunay triangulations can be applied to first order constrained Delaunay triangulations.
The structure of first order Delaunay triangulations is not preserved when SEES3VTX is
used. Figure 5.17 shows an example of the kind of structure one can get, comprised of a
chain of overlapping flippable quadrilaterals. The quadrilaterals are not independent and
the polygon of fixed edges can have linear size, hence the techniques of Chapter 4 cannot be
applied.
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Figure 5.16 Left: no extra point x can lie inside the two dotted circles. Center and right: if some
triangulation contains an edge v x that crosses u t , there must be a triangle whose opposite vertex is t
and whose circumcircle includes {u , s }, both visible from t .

5.6 Discussion
The previous sections focused on studying how efficiently certain computations can be carried out for each definition of higher-order constrained Delaunay triangulation. However,
efficiency is not the only aspect of interest. Two other aspects worth considering are how
natural and how suitable for concrete applications the definitions are. These aspects are
rather subjective, but a few remarks are in order.
The question of how natural the definitions are relates to our initial motivation of generalizing the constrained Delaunay triangulation (CDT) to higher orders. Recall that the criterion used for the CDT is based on separability: a triangle is constrained Delaunay if and only

Figure 5.17 For the SEES3VTX definition, chains of overlapping flippable quadrilaterals can exist.
Thick edges are constraints. All crossing-free combinations of the dotted edges can be completed to
an order-1 constrained Delaunay triangulation.
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if all points inside its circumcircle are separated from it by some constraint. To generalize
this to order-k , we need a notion of separability that can be checked for each point individually. The definitions provide this in three different ways: (i) by connectedness (PATHCON), (ii)
by visibility (SEESTRIANG, SEESVTX, SEES3VTX), and (iii) by alternatives to the current
triangle (CONFEDGE, SEESOPP, EMPTYQUAD). The three approaches are natural and lead to
definitions that can be called natural. It seems hard to decide if any one is more natural than
the others as a generalization of the constrained Delaunay triangulation.
The second question is what definitions are more suitable in practice. This depends
mainly on the application. It is the application that defines the types of constraints that will
be present and, ultimately, whether a certain triangle should be considered well-shaped or
not. For example, when embedding river networks in a polyhedral terrain model, constraints
(rivers) will be rather long chains of connected edges. Near more or less straight stretches
of a river, we expect most definitions to give similar results: the points on the other side
of the river will not be counted for the order of a triangle, whereas most of the points on
the same side will be counted. Near curvy stretches and near the source, the definitions
will lead to differences in points that are counted (see Figure 5.18). Therefore, choosing
a definition like PATHCON causes the triangulation to be more similar to the CDT than a
definition like EMPTYQUAD. At the same time, EMPTYQUAD gives more possibilities to satisfy
further criteria well near curvy stretches and sources. Hence, the definitions differ in how
much freedom in triangulation they give in the “interesting” parts of the terrain, compared
to the “less interesting” parts.
Also for mesh generation, the choice for a definition depends on whether one wants
to give relatively more, or relatively less, freedom in the subtriangulation near interesting
parts of the mesh (which is near corners of components, and where several components are
close).
It appears that for a given application, some definitions may make more sense than others. It seems that the question of which is the most suitable one can only be answered empirically, for example by trying several definitions in combination with different values for
k , and evaluating the results based on their suitability for the application.

5.7 Conclusions and future work
In the context of higher order Delaunay triangulations, we proposed seven different definitions of the order of a triangle that take into account a set of constraining edges. This constitutes an attempt to extend the concept of constrained Delaunay triangulations to higher
order Delaunay triangulations. The proposed definitions can be seen as natural generalizations of the idea of order of a triangle. They define a hierarchy (with one exception) that goes
from the standard order definition to a very permissive definition that counts much fewer
points than the original one. Several theoretical properties of the different definitions were
studied.
For each definition we presented algorithms to compute the order of one triangle and to
find all the order-k triangles of a point set with constraining edges. These are basic problems
that need to be solved for most applications of higher order Delaunay triangulations. For
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Figure 5.18 Two common types of constraint settings arising when embedding river networks. For
triangles like the gray one in the top left, all definitions will give the same order (in this case, 1). However, for the bottom right gray triangle, the order varies from 3 to 9. This situation is likely to occur for
triangles located near a curvy stretch of the river or near its source.

the special case of triangulations of polygons we provided faster algorithms that allow to
compute the order of a triangle in linear time for all but one definition.
Furthermore, we showed that for k = 1, several of the definitions preserve the structure
present in (unconstrained) first order Delaunay triangulations. This is important from a
practical point of view because it makes all the tools for optimizing first order Delaunay
triangulations available for the constrained version as well.
One of the most interesting problems left open is analyzing the number of useful k -COD
edges. For the unconstrained case it is known that this number is O(k n ), whereas for the
constrained case we only have the trivial upper bound of O(n 2 ). It is possible that the O(nk )
bound also holds in the presence of constraints, at least for some of the definitions, but it is
unclear how to prove it. If such a result could be proven, this would imply, for the four definitions for which the useful order of an edge can be tested efficiently, that the asymptotic
running time of the algorithms to find all the order-k triangles could be reduced considerably for small values of k . This would be an important improvement, given that the smallest
values of k are most interesting [26].

PART II

TERRAIN CORRECTION
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CHAPTER

SIX

TERRAIN CORRECTION FOR LOCAL
MINIMA REMOVAL
In this second part of the thesis we will adopt a different approach towards obtaining triangulations with certain good properties. We will no longer modify the triangulation in order
to improve a measure, but will move the vertices instead. We refer to this general technique
as terrain correction. The goal in this chapter will be removing local minima. The motivation
for their removal, briefly discussed in the Introduction, comes from terrain analysis.
In many applications of terrain analysis, especially when the terrains are used for purposes concerning land erosion, landscape evolution or hydrology, it is generally accepted
that the majority of the depressions present in the terrains are likely to be spurious features.
The sources of such artifacts can be many, including low-quality input data, interpolation errors during the generation of the terrain model and truncation of interpolation values [71].
As a result, it is standard in many applications such as automatic drainage analysis, to do
some kind of preprocessing of the terrain to remove these spurious sinks [84, 97, 102, 110].
This is because this kind of artifact can severely hinder flow routing. Several related terms
have been used before to refer to these features, such as depressions, sinks, pits and local
minima. In this chapter, as we did in the Introduction, we follow the computational geometry literature and use the term local minimum.
As mentioned in the Introduction, the most widely used type of digital terrain model is
the raster terrain or DEM, mainly due to its simplicity. Another common type of terrain is the
polyhedral terrain, or triangulated irregular network (TIN), which is a triangulation of a set
of points with elevation. It involves a more complex data structure because it is necessary
to store its irregular topology, but also has several advantages, such as variable density and
continuity.
Regarding the removal of local minima, most of the literature in GIS has focused on algorithms for raster terrains. Most of the proposed methods are some type of “pit filling”
technique [16, 71, 110]. They consist in raising the local minimum, and possibly some of
its neighbors, until the depression is removed. This type of method implicitly assumes that
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most of the spurious local minima result only from underestimation errors, neglecting the
ones caused by overestimation. Not many papers address the problem in the opposite way,
removing local minima by lowering a neighboring vertex to a lower height. An example of
such a technique is the one proposed by Rieger [88] and is also part of the “outlet breaching” algorithm of Martz and Garbrecht [72]. Even though pit filling is the most widely implemented method for local minima removal, recent studies have shown that the lowering
methods perform significantly better than the depression filling techniques, in terms of the
impact on the terrain attributes [67].
When the terrain is modeled as a TIN, only a few algorithms have been presented to deal
with the problem of local minima. This is in spite of the fact that for hydrologic modeling,
TINs are considered superior to DEMs , as shown by the experiments of Vivoni et al. [106].
Theobald and Goodchild [103] show experimental results on the number of local minima
produced by different methods to extract TINs. Liu and Snoeyink [68] present an algorithm
to simulate the flooding of a TIN, a problem that, although different, is related to removing local minima by pit filling. Agarwal et al. [2] address the same problem, but apply I/O
efficient algorithms. Some results are known on the problem of local minima from the triangulation perspective. De Kok et al. [26] and Gudmundsson et al. [42] choose the edges of the
triangulation in such a way that the number of local minima is minimized. They optimize
over higher order Delaunay triangulations (see Part I).
Approach and results In this chapter we present algorithms to remove local minima from
TINs by modifying the heights of the vertices. We study both lifting points (pit filling) and
lowering points (breaching). These can be seen as the TIN analogues of the two most important approaches for local minima removal in GIS. In both cases we want to remove local
minima while modifying the terrain as little as possible. To formalize this second goal, we
introduce a cost function that is applied to the vertices whose height is modified. The objective is to minimize the total height change, in order to obtain a terrain that resembles the
original one as much as possible. To our knowledge, no previous work deals with optimization for local minima removal.
There is no obvious choice for a measure of the cost of changing the terrain, and many
of them are reasonable. The one adopted throughout most of this and the next chapter is
the total displacement of the vertices. This is a natural and flexible measure: every vertex
can be moved, but all changes introduced are considered in the cost function, thus vertices
will be moved as little as possible. Other possible measures include the maximum displacement, the number of vertices moved, and the total volume change. The first one encourages
(many) small displacements over (a few) larger ones. The second one can help limit the
extent of change over the terrain, but at the cost of allowing arbitrarily large changes for vertices that need to be moved. The third one provides a way to also consider the area of the
triangles whose vertices are modified, and is closely related to minimizing the total displacement. Adaptations of our results to these other measures are discussed in Section 6.2.5.
The different possibilities for the cost function give rise to different problems. Furthermore, another source of variants of the problem is choosing what local minima to remove.
Possible options are: removing a given subset of the local minima, removing all of them, or
removing the cheapest m , for a parameter m . When the removal method is lifting, the three
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options can be solved on a one-by-one basis, that is, by removing each of the local minima
separately. This is possible because, unless both minima lie in the same basin, the removal
of one minimum does not affect the removal of the others. For lowering, the situation is
different, because the way a local minimum is removed may affect the cost of removing any
other minima.
We study both approaches, lifting and lowering, independently. Some comments on
their combination are made in Section 6.3. For the lifting approach, we show how the use of
contour trees allows to remove all (but the lowest) local minima in O(n log n ) time, by facilitating the location of the vertices that must be used to remove each minimum. This gives
an efficient and practical algorithm for pit filling in TINs, which is, as mentioned before, the
most widely used method to deal with local minima in the GIS community. The lowering
approach turns out to be much harder than the lifting version. We start by showing that removing optimally one local minimum, or a constant number of them, while minimizing the
total displacement, can be done in polynomial time. Then we show that removing all (but
the lowest) local minima is NP-hard, and propose an approximation algorithm to solve the
problem, based on an existing algorithm for the Node-Weighted Steiner Tree Problem.
We begin by studying the simplest of the two, the lifting approach, and then we focus on
the lowering technique.

6.1 Removing local minima by lifting
In this section we present an efficient algorithm to remove local minima by increasing the
elevation of some of the vertices. This can be seen as a flooding or pit filling technique for
TINs.
We begin with a few basic definitions that will also be used in the next sections. A polyhedral terrain T , or just terrain, is a triangulated point set in the plane where each point or
vertex v has a height, denoted h(v ). Any terrain has an associated graph, G T . Sometimes we
will refer to both the terrain and the associated graph as the terrain.
A (local) minimum is a maximally connected set of vertices M ⊂ T such that all the vertices in M have the same height, and such that no vertex in M has a neighbor with lower
height.
Even though a minimum can be made of more than one vertex, for the purpose of this
chapter it is more convenient to treat each minimum as consisting of only one vertex. For
example, if a minimum at vertex u is lifted to height h, we will assume that also all the other
vertices of the minimum u belongs to are lifted in the same way. The same is done with
the definition of saddle: below we define it as being one vertex, but in practice it can be a
connected set of them. This does not affect our algorithms or their running times. These
considerations apply to the whole chapter. From now on, we treat each minimum or saddle
as consisting of one vertex only.
A saddle is a vertex that has some neighboring vertices around it that are higher, lower,
higher, lower, in cyclic order around it. In other words, a saddle vertex v has two higher
neighbors and two lower neighbors, which alternate around v . To simplify the presentation of the algorithms, we will assume the terrain has only one global minimum, and we
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will adopt the convention that when we refer to local minima, we do not include the global
minimum.
The cheapest way to remove a local minimum at a vertex v , with height h(v ), is by lifting
it to h(w ), where w is the lowest neighbor of v . However, this may turn w into a local minimum. To fix this, the lifting procedure must be propagated until no new local minima are
left.
Conceptually, the idea is as follows. We explain how to compute a list S = {s 1 , . . . , s k } of
vertices that must be lifted to remove a local minimum at v . Initially, S = {s 1 = v }, and it is
expanded every time the lifting must be propagated. Let U = {u 1 , . . . , u m } be the union of
the neighbors of all vertices in S that are not in S themselves, and denote the vertex in U with
lowest height with u min . We raise all vertices in S such that h(s i ) = h(u min ) for i ∈ {1, . . . , k }. If
u min is a saddle vertex of the terrain, then it is connected to another lower vertex and we are
done. Otherwise, we remove u min from U and add it to S as s k +1 , and we set k to k + 1. Next,
we add the neighbors of the new s k that are not already in S to U . After the changes made
to S and U , u min refers to the new lowest vertex in U . This iterative approach lifts the whole
basin of the local minimum, in a bottom-up fashion, until it reaches its lowest saddle vertex.
The propagation of the lifting is facilitated by the variation of the contour tree used by
van Kreveld et al. [105]. Contour trees have been previously used in image processing and
GIS research [37, 41, 98, 100] and are also related to the Reeb graph used in Morse Theory
[87, 96]. A contour is a connected component of the level set of the height function of the
terrain, at some height h 0 , (more precisely, {x ∈ R 2 |h(x ) = h 0 }). The contour tree is a tree that
captures the changes in the topology of the contours of the terrain, as the height h changes.
As h varies, the contour tree keeps track of contours that appear, join, split, and disappear.
Minima and maxima in the terrain are represented by leaves in the contour tree, and saddle
vertices in the terrain correspond to nodes of degree three or higher. Ordinary, non-critical
vertices appear as vertices of degree two. See Figure 6.1 for an example. The contour tree for
a terrain with n vertices can be computed in O(n log n ) time [15, 23, 105].
To remove a given local minimum at v in the terrain by propagated lifting, we look at
the corresponding leaf v 0 in the contour tree. Let w 0 be the node of degree three or more
in the contour tree that is closest to v 0 . It corresponds to a saddle w in the terrain, the first
one encountered when “flooding” v . To remove the local minimum at v , we must lift all the
vertices in the terrain that correspond to nodes on the path from v 0 to w 0 in the contour
tree, including v 0 , but excluding w 0 , to the height of the saddle vertex. However, if before
the lifting step the saddle had only one downward branch, then after the lifting it became
a new local minimum, and the lifting needs to be propagated until the lowest of the saddle
ancestors is reached (there could be more than one). If before the lifting step the saddle had
two or more downward branches, then the saddle might continue as a saddle or become an
ordinary node. In both cases this lifting step is over.
After these height changes we must update the contour tree to reflect the new terrain.
The branch that ended at v 0 disappears, and the nodes on it have now the same height as
the saddle node. If necessary, we can store any relevant information about the lifted vertices,
like total displacement, together with the saddle node.
In any case, during the removal of the local minima every node involved is processed
only once, because after lifting it, it becomes “part” of the saddle node.
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Figure 6.1 Left: example of a terrain showing the elevation of the vertices (between parenthesis) and
some of the contour lines. Right: the augmented contour tree of the terrain.

As an example, consider the terrain and contour tree of Figure 6.1. For the explanation
we will use their heights to refer to the vertices. Suppose the minimum 4 is removed first.
Only that vertex is lifted, to height 8. After that, 8 is not a saddle anymore, and becomes
an ordinary vertex. If the local minimum to be removed next is 5, then it must be lifted to
the height of the next saddle, 10, together with the two vertices at height 8. But that is not
enough, because that would turn saddle 10 into a new local minimum. Hence the lifting
needs to continue to height 15, lifting also 11 and 14 to the same height.
Note that this way to remove the local minima by lifting has minimum cost. Any alternative way to remove a local minimum, by lifting, implies lifting the content of the whole basin
to the some higher saddle vertex, incurring a larger displacement.
Removing all the local minima, given the contour tree, can be done in linear time. Hence
the total running time equals the time needed to build the tree.
Theorem 6.1. Given a terrain T with n vertices, a lifting of the vertices that removes all
local minima while minimizing the total displacement of the vertices can be computed in
O(n log n ) time.

6.2 Removing local minima by lowering
In this section we study how to remove local minima by lowering the heights of some vertices, and, at the same time, minimize the total displacement of the vertices. For the lifting
approach, it was relatively simple to figure out what vertices had to be lifted to remove a
given minimum. In the case of lowering this is not immediate at all, because, in principle,
any neighbor of the minimum may be the first vertex to be lowered. We begin by defining
some appropriate terminology and making some basic observations.
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Figure 6.2 Removing the local minimum at height 4 by lowering. Top: initial heights (between parenthesis). The change in height of the lowered vertices is shown with an arrow. Middle and bottom: first
a vertex is lowered from 6 to 4, turning it into a new local minimum. To remove it, a neighboring vertex
is lowered from 7 to 4. A breaching path from the vertex of height 4 to the one of height 1 is highlighted
in gray. Note that this way to remove the minimum by lowering, with total cost 5, is optimal.

6.2.1 Preliminaries
Any vertex in a terrain can be lowered, meaning that its height can be decreased. The cost
of lowering a vertex is defined as the difference between its original height and the new one.
Recall that each local minimum is treated as consisting of exactly one vertex.
A given local minimum at u is removed by lowering some neighboring vertex to a height
less than or equal to h(u ). Since the lowered vertex can become a local minimum itself, and
we do not want to create new local minima (or make an existing one worse), a propagation
takes place, until the original and the newly created local minima are removed. Figure 6.2
shows an example. Observe that any given local minimum can be removed in this way (recall
that we do not consider the global minimum to be a local minimum). The same can be done
for any set of local minima that does not include the lowest minimum in the terrain.
Since the lowest minimum can never be removed by lowering (without creating a new
local minimum), we will talk about removing all local minima, but we will mean removing
all but the lowest local minimum.
The following definitions formalize the basic ideas related to lowering.
Definition 6.1. Let T be a terrain, and let u and v be two vertices of T , with h(u ) > h(v ). A
breaching path from u to v is a tuple ρ = (P, D), where P is a list of vertices that induce a path
between u and v , that is, P = {u , w 1 , w 2 , · · · , w η , v }, and D = {0, d 1 , d 2 , · · · , d η , 0} is a list of
height displacements for the intermediate vertices of the path, such that h(u ) ≥ h(w 1 ) + d 1 ,
h(w i )+d i ≥ h(w iP
+1 )+d i +1 for every 1 ≤ i < η, and h(w η )+d η ≥ h(v ). The cost of a breaching
path is Cost(ρ) = i |d i |.
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Figure 6.3 From left to right: a terrain with three local minima: at u ,v and w ; a breaching path from v
to u ; a breaching graph of minimum cost that connects u ,v and w .

Intuitively, a breaching path is a path used to remove a local minimum at u , by connecting u to a lower vertex v . The path is created by modifying the heights of the vertices
between u and v (see Figure 6.2). Throughout this chapter we will refer to connecting two
vertices u and v , meaning that the highest of {u , v } is connected to the lowest of the two
vertices by a breaching path between u and v .
A natural extension of the concept of breaching path is the breaching graph. A breaching
graph connects a set of local minima with each other, removing all of them (but the lowest
one).
Definition 6.2. Let T be a terrain. A breaching graph is a tuple ψ = (P, D), where P is a
set of vertices that induce a subgraph of T , such that all the vertices of degree one are minima,
and each vertex with degree higher than one has a height displacement in D such that for each
connected component, ψ includes a breaching path connecting each of its local minima to the
lowest minimum of the component. The cost of the breaching graph is defined as Cost(ψ) =
P
i |d i |.
The problem of removing all local minima can now be restated as finding a minimum
cost breaching graph connecting them. Observe that since we aim at removing all local
minima, the breaching graph is always connected, because all the local minima must be
connected to the global minimum of the terrain. See Figure 6.3 for an example.
Note that it is possible for a minimum cost breaching graph not to be a tree. However, it
can be turned into a tree by discarding some edges, without changing its cost. This can be
done by discarding an edge from each cycle as follows. Take the highest vertex in the cycle
(highest according to the modified heights), and discard one of the two cycle edges incident
to it. This is always possible, and guarantees that at least one breaching path is preserved for
each local minimum. For this reason we will refer to a minimum cost breaching tree.
Since we are minimizing the total displacement, each vertex will be lowered as little as
possible. Hence if a vertex w i needs to be lowered to connect a local minimum at u to a
lower vertex v , the new height of w i will be h(u ).
In a breaching graph it can happen that an intermediate vertex w i is part of more than
one breaching path. See for example the vertex of initial height 3 in Figure 6.3. In that case
the new height of the vertex must be set to the height of the lowest of those minima. We
introduce the concept of paying to denote this relation between intermediate vertices and
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Figure 6.4 Left: terrain with four local minima, together with the breaching graph of an optimal solution (only the relevant heights are shown). Center: the breaching graph seen as a tree, with the removal
direction shown. Right: payment of the lowering the intermediate vertices. The black vertices are paid
by u , the medium gray vertices by w , and the light gray vertex by v .

local minima. We say that u pays for the lowering of a vertex w i if u is the lowest local
minimum that is removed by a breaching path through w i . If there is more than one local
minimum in this situation, an arbitrary tie-breaking rule is used to decide which of them
pays for lowering w i .
It is interesting to look at the structure of an optimal solution to our problem, in relation
to how the payment of the lowering is distributed among the local minima. As mentioned
before, any optimal solution is a breaching graph, which induces a connected subgraph of
T . Figure 6.4 shows an example of an optimal breaching graph. Notice that the breaching
path that removes the second-lowest minimum (vertex u ) is paid entirely by that minimum.
That is always the case. For some higher local minima, like v or w in the example, part of
the costs related to removing them might be paid by lower minima. In the example, local
minimum v only pays for the lowering of the vertex with initial height 5.

6.2.2 Removing one local minimum
We begin with the problem of removing one given local minimum u . As mentioned before,
this is always possible as long as u is not the lowest one. We assume that is the case.
The goal is to remove u by lowering some vertices while minimizing the total displacement. Using the terminology introduced in the previous section, we are looking for a minimum cost breaching path from u to some lower vertex. Notice that any vertex that is not a
local minimum has a breaching path of zero cost from it to some lower minimum. For this
reason it is the same if we look for a minimum cost breaching path from u to some other
lower minimum (this will simplify the presentation of the algorithms).
The cheapest way to connect u to a lower minimum can be found by looking for the
shortest paths between u and each of the lower minima in a directed graph based on the
terrain. The vertices and edges are the same as in the terrain, but edges are made directed:
−→
−→
−→
each undirected edge pq is replaced by two edges pq and q p , and the weight of edge pq is
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set to max{0, h(q ) − h(u )}, that is, if q is higher than u , it is the vertical distance between q
and u . Once this graph is built, any standard single-source shortest path algorithm can be
used to find the minimum cost path from u to some other, lower, local minimum. Since the
graph is planar and edge weights nonnegative, we can use a linear-time algorithm like the
one of Henzinger et al [49], leading to O(n ) time.
Theorem 6.2. Given a terrain T with n vertices and a local minimum u , a breaching path of
minimum cost removing u can be found in O(n ) time.
In order to use an algorithm like the previous one to remove more than one local minimum, the shape of the solutions must be brought into play. For two given local minima
u 1 , u 2 , a minimum cost breaching graph can have only one of two different shapes: it can be
made of two disjoint paths, or it can be Y-shaped, meaning that it has two branches that are
joined in a junction vertex and then continue together until the local minimum that is used
to remove the lowest of u 1 , u 2 . When the number of minima to be removed grows, the number of shapes increases exponentially, so trying all the possible shapes for the minimum cost
breaching tree leads to a polynomial time algorithm only when the number of local minima
stays relatively small. As will be shown in the next section, the problem becomes NP-hard
when the number of local minima is proportional to n.

6.2.3 Removing all local minima
In this section we prove that the problem of removing all local minima from a terrain by
lowering, while minimizing the total displacement, is NP-hard.
We use a reduction from Planar Connected Vertex Cover (PCVC), which is known to be
NP-hard [39]. The optimization version of PCVC consists in given a planar graph G = (V, E ),
finding a subset of the vertices of V of minimum size such that every edge in E has at least
one end among the selected vertices, and the subgraph induced by the set is connected.
We show how to solve any instance of PCVC, given by a planar graph G = (V, E ), with
an algorithm for our problem. We create a new graph G 0 as follows. See Figure 6.5 for an
illustration. Take G as the initial graph G 0 . Assign height 1 to each existing vertex. Then
for each edge e ∈ E , create a vertex somewhere in the middle of the edge at height 0 (these
will be the set of minima). Finally, change the height of an arbitrary local minimum to −1,
to create a global minimum. The resulting graph has exactly |E | minima. Each of them
corresponds to an edge in G that must be covered by the vertex set. To turn the graph into
a terrain, we compute a first arbitrary triangulation, and for every edge added during the
triangulation, we add a vertex on its midpoint at height +∞. The resulting non-triangular
faces are triangulated in some arbitrary way. This guarantees that all the new edges have one
endpoint with a vertex at height +∞, so they will never be part of an optimal solution. It is
straightforward to see that the whole construction can be done in polynomial time.
Removing all local minima in G 0 induces a set of vertices that must be lowered. If the
local minima are removed in an optimal way, the set of lowered vertices is an optimal vertex
set of G . The fact that all local minima have been removed implies that all edges have one
end in the chosen set, so it is indeed a solution to Vertex Cover, and it is a tree, hence also
connected. It can be verified easily that it is also optimal. Any connected vertex cover of G
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Figure 6.5 NP-hardness construction. Left: original graph. Center: one local minimum is added on
each edge. Right: a first, arbitrary triangulation is computed, and a vertex at height +∞ is added on
each new edge (drawn with squares). The remaining faces can be triangulated in any way.

induces a lowering of some vertices (the ones in the result set). The vertex cover is connected
and must cover all edges, hence every local minimum is adjacent to a vertex that is selected.
If we lower all the vertices in the vertex cover, all local minima are removed because they
will be all connected to the global minimum (height −1). The cost of the vertex cover is
exactly the total displacement needed to remove all local minima. Therefore the vertex cover
induced by the removal of the local minima must be a minimum (connected) vertex cover,
otherwise there would be a cheaper way to remove the local minima.
Theorem 6.3. Given a terrain T with n vertices, it is NP-hard to compute a lowering of the
vertices that removes all local minima and which minimizes the total displacement of the
vertices.

6.2.4 Approximation algorithm
As was shown in the previous section, the problem of removing all local minima in a terrain
through lowering, while minimizing the total displacement, is NP-hard. This motivates the
search for approximation algorithms.
One of the simplest options that arise is computing an optimal breaching path for each
of the m local minima, and then merging them. However, this leads to an m -approximation.
A simple example where this factor is attained is shown in Figure 6.6.
The inherent difficulty of the problem of removing a set of local minima lies in finding the vertices that act as junctions of the different breaching paths. This resembles the
Steiner Tree Problem, and in particular, the Node-Weighted Steiner Tree (NWST) problem
in networks, which is a more general version of the classical Steiner Tree problem where
the costs are assigned to the vertices instead of to the edges. Even though constant factor approximation algorithms are known for the standard Steiner Tree problem, no approximation algorithms with factor less than logarithmic exist for the NWST problem, unless
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Figure 6.6 Part of a terrain where computing the individual optimum breaching paths and merging
them results in a solution of cost m , whereas the optimum has cost 1 + ".

N P ⊆ DT I M E [n O(pol y l o g n ) ] [62]. Our problem is still different from the NWST problem because the cost paid for using a vertex is not fixed. It depends on the heights of the local
minima that are being removed through it. Any fixed-cost approach like, for example, assuming that all the lowering is paid by the second-lowest vertex, may result in a solution
whose approximation factor is a linear factor off the optimum.
In order to make an algorithm for NWST work for our problem, non-trivial adaptations
are needed. In this section we present a better approximation algorithm, with factor 2 ln m ,
which is an adaptation of the approximation algorithm for node-weighted Steiner trees of
Klein and Ravi [62], which is in turn based on a heuristic for the standard edge-weighted
Steiner tree problem by Rayward-Smith [86]. The general idea at each step is to connect
some minima in some simple way, through the use of spiders, as to minimize the ratio of the
cost of the spider to the number of minima it connects. We begin with some definitions.
Definition 6.3. (Adapted from [62]) A spider is a tree with at most one vertex of degree greater
than 2. A center of a spider is a vertex from which there are edge-disjoint paths to the leaves
of the spider. A spider has a number of feet, comprised by its leaves and, if the spider contains
at least 3 leaves, its center. A nontrivial spider is one with at least two feet.
Definition 6.4. (From [62]) Let G be a graph, and let M be a subset of its vertices. A spider
decomposition of M in G is a set of vertex-disjoint nontrivial spiders in G such that the union
of the feet of the spiders contains M .
Every spider has an associated minimum cost breaching graph that connects all the feet
of the spider that are minima. The cost of a spider is defined as the cost of the associated
breaching graph. More formally:
Definition 6.5. Let T be a terrain and let S be a spider in T , with center v and feet F , where at
least two of its feet are minima of T . The cost of S, Cost(S), is the minimum total displacement
required to remove all (but the lowest) minima in F by lowering vertices of S.
The algorithm
The general structure of the algorithm is as follows. At each iteration, we choose a subset
of the local minima, and remove them by connecting all of them to a central vertex. This is
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repeated until only the global minimum is left.
The subset of local minima is chosen such that the average cost of removing the minima
is minimized. This is made more precise next.
Each iteration of the algorithm selects (i) a center vertex c , and (ii) a subset of the current
local minima F . The algorithm will consider connecting each local minimum in F to c . It is
important to observe two aspects of this way to connect a subset of local minima. Firstly, the
lowest minimum in F , v (1) , if lower than c , will not be removed at this iteration, but will serve
to remove all other minima in F .1 Secondly, the second-lowest minimum in F , v (2) , will pay
for lowering c and connecting c to v (1) . For the other local minima, the cost incurred is the
one to connect the minimum to c (not including lowering c ), and is paid by that minimum.
The subset of local minima, at each iteration, is chosen as the one minimizing the following ratio
cost connecting v (2) to v (1) via c + cost connecting each other minimum in F to c
|F |

(6.1)

Note that the cost of connecting each minimum in F to c is computed based on the initial
heights, and is computed individually for each minimum in F . The ratio gives an upperbound on the average cost to connect each minimum to c . In practice, the cost computed
with Equation (6.1) can be higher than the actual cost of connecting all minima in F to c ,
because Equation 6.1 does not take into account that some minima may share part of the
breaching path to c .
Next we explain how to implement an iteration of the algorithm.
In a preprocessing step, we compute the lowest-cost paths from each minimum to all the
other vertices (note that cost is always taken in the breaching path sense). Then we compute
for each vertex, a list with the m minima sorted by cost. Using a linear-time shortest-path
algorithm [49], the preprocessing takes O(nm log m ) time.
The pseudo-code of an iteration of the algorithm is given in Algorithm 6.1. Every pair
of center vertex and second-lowest minimum (c , v (2) ) is tried. v (1) is chosen as the local
minimum—lower than v (2) —that is cheapest to connect to v (2) via c . Then the set F is augmented by adding the other (higher) minima by increasing cost. This guarantees that, at the
end of the algorithm, the subset of minima that gives the lowest ratio will be found.
Regarding the running time, the execution of one iteration takes O(m 2 n ) time, because
the sorted distances are precomputed. Since each iteration removes at least one minimum,
the total running time of the algorithm, including the preprocessing, amounts to O(m 3 n ).
Approximation factor
Our proof of the approximation factor follows the proof in [62]. We first define some notation. Ti is the terrain just after iteration i . The number of local minima (not yet removed)
in Ti is denoted by m i . The number of minima connected at iteration i (which is one more
1 To simplify the explanation, we are assuming that v (1) is lower than c , and that there is only one second-lowest
minimum. The adaptations needed if that is not the case are straightforward.
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Algorithm 6.1 Finds a center and subset of minima minimizing Equation (6.1)
1: for each vertex c do
2:
for each minimum v (2) do
3:
v (1) ← nearest minimum lower than v (2) , when connecting via c
4:
F ← {v (1) , v (2) } // Initial subset
5:
cost ← cost of connecting v (2) to v (1) , via c // The current ratio is cost/2
6:
Let {d 3 , · · · , d k } be the sorted distances from c to the minima higher or equal to v (2)
7:
for j = 3 · · · k do
8:
v (j ) ← minimum associated with d j
9:
// Add it to current group of minima
10:
F ← F ∪ {v (j ) }
11:
cost ← cost+d j
12:
// Ratio for this center and subset
13:
ratio ← cost/j
14:
end for
15:
end for
16: end for
17: Select the F and c associated with the lowest ratio

than the number of local minima removed at that iteration) is denoted λi (thus in the context of the algorithm, λi = |F |). The cost of the lowering done at iteration i is C i . Finally,
OPT is the cost of an optimal solution. Since any solution induces a breaching graph of T ,
which can be seen as a tree, we will refer to the optimal tree, meaning a tree associated with
an optimal solution.
In order to prove the approximation factor, we will relate the ratio of the combination
chosen at step i , to the ratio of an optimal solution. This is stated in the following lemma.
Lemma 6.1. At any iteration i of the algorithm,
C i OPT
≤
λi
m i −1

(6.2)

Proof: Let Ψ be a tree of an optimal solution. Some of the vertices in Ψ may correspond to
local minima that have been already removed in the current terrain (Ti −1 ). Let Ψi be a tree
based on Ψ where all the leaves that correspond to local minima that have been removed
in Ti −1 have been deleted, together with all the paths that connected them to the rest of
the tree—we keep the smallest connected subtree of Ψ of the current minima. If there is a
removed local minimum in Ψ that is not a leaf, we treat that vertex as a ordinary one (nonlocal minimum).
Let Cost(Ψi ) be the cost of Ψi , in the same way as it is defined for breaching graphs:
the cost of removing all local minima in Ψi by lowering only vertices of the tree. We first
observe that Cost(Ψi ) ≤ OPT . This is because Ψi contains less leaves than Ψ, and because
the lowest-minimum in Ψi must be higher than the one in Ψ, thus the total displacement
can never increase. An example is shown in Figure 6.7.
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Figure 6.7 Left: the tree of an optimal solution, Ψ, showing the original and final height of the vertices
lowered. Right: Ψi , assuming that in the current terrain u and v have been already removed. As the
example shows, the cost of Ψi (9) can be different from the one of Ψ (17), but it can never be higher.

Given a tree and a subset of its vertices M , |M | ≥ 2, there is always a spider decomposition
of M contained in the tree [62]. Consider a spider decomposition of Ψi , where M are the
minima in Ψi . Let c 1 , ..., c r be the centers of the spiders in the decomposition. For a spider
with only two leaves (a path), we pick any vertex in the path as its center. Let the cost of the
spider S j , centered at c j , be Cost(S j ), and let n j be the number of minima that it connects.
We define the ratio of S j as Cost(S j )/n j .
Next we show that the ratio of the minima selected by the algorithm, at iteration i , is
better or equal to the ratio of any spider S j .
This can be seen as follows. Let S j be any spider in the spider decomposition, with center
c j . During iteration i of the algorithm, vertex c j will be considered as a possible center vertex
to connect a subset of the local minima. For that particular center, Algorithm 6.1 will find a
subset of minima to remove that minimizes Equation (6.1). The breaching graph associated
with the local minima selected by the algorithm may not be a spider. This is because it is not
guaranteed that the individual breaching paths that connect the local minima to the center
vertex are disjoint. In fact, the algorithm considers a larger class of breaching graphs, which
include all spiders. Therefore it will always find a subset with a ratio at least as good as the
one of the spider centered at c j . Then for each spider S j in the decomposition we have
Cost(S j )
Ci
≤
λi
nj
Rewriting and summing over all the spiders in the decomposition we get
X
Ci X
nj ≤
Cost(S j )
λi j
j

(6.3)

P
Now we argue that j Cost(S j ) ≤ Cost(Ψi ). The cost of a spider S i , Cost(S i ), can be different from the cost of the associated subgraph in Ψi . Some vertices may have to be lowered in a different way, because all minima in S i will have to be removed by connecting
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them to the lowest vertex in S i . However, using the same arguments used to claim that
Cost(Ψi ) ≤ OPT , it follows that the total cost needed to connect all the minima in S i can
never be more
P than what is paid to remove the same minima in the associated subgraph of
Ψi . Hence j Cost(S j ) ≤ Cost(Ψi ).
P Going back to Equation (6.3), and using that Cost(Ψi ) ≤ OPT and the fact that the sum
j n j equals the number of minima at the beginning of the current iteration, m i −1 , we get
(C i /λi )m i −1 ≤ OPT , which is (after rewriting) the result claimed.
To get the approximation factor, exactly the same arguments used in [62]
Ppcan be used to
conclude that if p is the total number of iterations of the algorithm, then j =1 C j ≤ 2 ln m ·
OPT . An example showing that the approximation factor is nearly tight can be constructed
in a way very similar to the one presented in [62].
Theorem 6.4. Given a terrain T with n vertices, m of them minima, a lowering of the vertices
that removes all the local minima, which minimizes the total displacement of the vertices,
can be computed in O(m 3 n ) time, where the total displacement is at most 2 ln m times the
minimum one.

6.2.5 Other measures
Even though most of this chapter considered the total displacement as the measure being
optimized, there are several other measures that are also interesting. We comment briefly
on some of them.
Maximum displacement. Minimizing the maximum displacement, that is, the maximum height that any vertex is moved, is an interesting criterion. The adaptations needed
for the algorithm of Section 6.2.2 to work for this variant are straightforward. Moreover, for
this measure the solution for m local minima can be obtained by simply merging the optimal breaching paths of each minimum. Hence the problem of removing all minima by
lowering (or more generally, a given set of m local minima) while minimizing the maximum
displacement, is solvable in O(m n log n ) time.
Number of vertices modified. It might be important to minimize not the amount of
displacement but the number of vertices that are modified. This can be seen as a particular
case of the problem studied before, where all the heights are either 0, for the local minima, or
1, for the other vertices. The NP-hardness proof of Section 6.2.3 can also be used to show that
this problem is NP-hard. Only the triangulation part needs to be slightly different. Figure 6.8
shows a way to adapt it, by adding a series of smaller, concentric, copies of the face that
needs to be triangulated, and connecting them by triangles in some simple way. For a face
with r vertices, roughly r /4 inner copies are sufficient. The approximation algorithm can
also be adjusted to this version of the problem.
Total volume reduction. Minimizing the total decrease in volume due to the lowering
is also a criterion of interest, but it is in essence very similar to minimizing the total displacement, because the volume change related to the lowering of one vertex is independent
from the other vertices. Both the NP-hardness proof and the algorithm presented above can
be adapted to work for this version of the problem. When adapting the NP-hardness proof
of Section 6.2.3, care must be taken when setting the height of the original vertices (round
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Figure 6.8 Left: a face of the input graph (in gray) that needs to be triangulated to turn the graph
into a valid terrain. Right: a series of smaller copies of the face, two in the example, are created and
triangulated; the center hole still not triangulated can be triangulated in any way.

black vertices in Figure 6.5). In Section 6.2.3 it was enough to set all their heights to 1. When
considering the volume change, one needs to ensure that the volume change incurred by
lowering any original vertex to 0 is the same. If a vertex of a triangle in 3D is moved vertically
by ", the change in volume is "a /3, where a is the area of the triangle in the x y -projection.
Thus if the union of the triangles incident to v has area A (in the projection), the height of v
can be set to 3/A. This guarantees that the volume change when lowering v to 0 is exactly 1,
for any original vertex v . The adaptation of the approximation algorithm is straightforward.

6.3 Conclusions and future work
This chapter studied the removal of local minima from polyhedral terrains by modifying
the heights of the vertices. Two major techniques were analyzed, lifting and lowering, with
the objective of removing all local minima while minimizing the total displacement of the
vertices. For the lifting technique, we showed how to use contour trees to facilitate finding
which vertices need to be lifted to remove each local minimum.
The lowering technique presented many interesting challenges. We showed that one
local minimum can be removed efficiently, but as soon as the number of minima can be
linear, the problem becomes NP-hard. With that in mind, we proposed an approximation
algorithm with factor 2 ln m .
There are many directions for further research, especially for the lowering approach.
Approximation algorithms with better factors are one of them. There are some better approximation algorithms for the Node-Weighted Steiner Tree problem, like the ones of Guha
and Khuller [44], which improve the 2 ln m factor of Klein and Ravi [62] to 1.5 ln m or even
(1.35 + ε) ln m , but it is unclear how to adapt them to our problem.
In this chapter the approaches of lifting and lowering were analyzed separately. However,
there are cases where a combination of both can result in a smaller total displacement. A
simple example is shown in Figure 6.9. Moreover, such an approach would make more sense
since both the underestimation and overestimation error present in the terrain could be
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Figure 6.9 Three approaches to remove the local minimum at height 1: (i) by lifting: (1→10) and
(5→10) (cost 14), (ii) by lowering: (10→1) and (3→1) (cost 11), and (iii) by combining both: (1→5) and
(10→5). The combined approach, with cost 9, outperforms the other two.

compensated.
The combined problem can be easily shown to be NP-hard, since it generalizes the lowering approach. Moreover, it seems to get considerably more complicated. To illustrate this,
take the problem of removing one single given local minimum. For the lowering approach
this can be solved rather easily by reducing it to a shortest path problem. In the combined
version, where any vertex can be either lowered or lifted, we are no longer looking for an
optimal path to remove the minimum. An optimal solution will consist of some vertices
in the basin of the minimum—including the minimum itself—being lifted to some height
h and then a minimum cost breaching path connecting the lifted vertices to a lower minimum. The height h can be anything between the height of the minimum and the height of
the lowest saddle vertex of the basin (note that the extreme values correspond to the pure
lowering and lifting approaches). Therefore in order to find the optimal way to remove a
single minimum, we must find the value of h that minimizes the cost of the lifting plus the
cost of the lowering. O(n ) different values are possible. For the general case of removing all
local minima, it is not clear how to integrate this two-step removal into the approximation
algorithm presented here, while maintaining the approximation factor guarantee.
Finally, there are many other variants of the problem that can be worth studying in more
detail, like removing not all but a given set of local minima (the approximation algorithm
presented here can be adapted for that variant as well), constraining the vertical displacement of any vertex to be within some interval, and the use of different cost functions.
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CHAPTER

SEVEN

TERRAIN CORRECTION FOR RIVER
EMBEDDING
In this chapter we apply the terrain correction approach to a second problem: embedding
a river network into a polyhedral terrain. This constitutes an important problem of data
integration: data from different sources needs to be integrated into one single, consistent,
data set.
Data used in GIS can be acquired in various ways and has widely differing characteristics. Even for the same type of data, different acquisition techniques give rise to different
properties of the data. For example the extent of a forest can be obtained from land surveying, which is precise and reliable, but it can also be obtained from satellite imagery, which
is less precise and less reliable, because it depends on classifications of pixels. On the other
hand, land surveying is more expensive and therefore, less frequently performed. This implies that available data can easily be outdated. As a second example, consider a data set
with the boundaries of the states of the USA and a data set with the rivers of the USA. These
data sets have different origins, but if they are used in conjunction, one should be aware
that often, the boundary of a state follows part of a river. If the river data set has a lower
resolution, then it seems that a state also has small patches of land on the other side of the
river.
These two examples illustrate the issue of spatial data integration in GIS. Data conflation
is the compilation or reconciliation of two spatial data sets covering overlapping regions [19,
91]. When two data sets refer to the same area, data conflation may be necessary to obtain
data that is consistent, without implicit or explicit errors.
In this chapter we discuss a data conflation problem for a digital elevation model and a
river data set. In particular, we assume that the digital elevation model is given as a polyhedral terrain and the river data set as a forest of trees embedded in the plane, each with a flow
direction. We wish to conflate these two data sets, which means that the rivers should follow
edges of the terrain, these edges should indeed be valleys with respect to the incident triangles, and the direction of flow should be correct. To accomplish this, we may need to add
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Figure 7.1 Left: three types of edges: normal or transfluent, valley or cofluent, and ridge or difluent.
Center: a river network and its drainage basin (dashed). Right: the terrain, input rivers (blue), and
snapped rivers (dotted).

edges to the terrain, move terrain and river edges, and/or change the elevations of vertices
in the terrain.
Motivation and background The importance of terrain and river conflation lies in hydrology and erosion modeling on terrains. Water can flow through the surface and on the surface, and in the latter case, it may flow freely or in rills, streams or rivers. One of the reasons
for erosion is the sediment transportation capacity of flowing water, which leads to soil loss.
A standard assumption of water flow on a terrain is that water follows the direction of
steepest descent. When a polyhedral terrain is used as a digital elevation model, the places
where water collects are the so-called cofluent or valley edges [35], see Figure 7.1. Whereas
most edges receive water from one incident triangle and pass it on to the other, valley edges
receive water from both incident triangles, after which the water follows the downhill direction on that edge. Hence, valley edges are the natural way to represent rivers (for brevity we
use rivers for any flowing stream on a terrain, be it a rill, gully, stream, creek, brook, tributary, or river). Rivers typically form a network that is a tree rooted at a local minimum or the
boundary of the terrain, see Figure 7.1. The part of the terrain that drains into a particular
river is the drainage basin, or watershed, of that river.
Most hydrological modeling research assumes a raster terrain (DEM). Each grid cell in
the terrain drains to one of its eight neighbors, the one that gives the steepest descent. This
is called the D8 model, and allows the definition of accumulation of water, drainage networks, and drainage basins. World’s most used GIS, ArcGIS, contains tools for this in its
Spatial Analyst extension. It also contains tools to correct DEMs hydrologically. A DEM is
hydrologically correct if it has a connected drainage structure and a correct representation
of ridges and streams. It implies that there are no spurious pits: local minima that are caused
by insufficiently dense sampling, inaccuracies in elevation measurement, or rounding of elevations [54, 55, 70].
Correction is done by changing elevations of the grid cells. There are essentially three
approaches to ensure that given rivers correspond to those according to the terrain shape.
The simplest and most used method is that of stream burning: lower only the elevations of
cells through which the river passes. Secondly, one can specify a buffer around the river and
also allow a change of elevation of cells in the buffer. This allows a more smooth incorporation of rivers, and is the approach in the ArcGIS Spatial Analyst extension and in AGREE [48].
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Thirdly, one can (potentially) allow all cells of the DEM to change elevation. The ANUDEM
system allows this [54–56]. The three approaches are compared experimentally in [14].
As discussed in Chapter 6, to ensure that spurious local minima are removed one can
employ pit filling and breaching. Pit filling is to increase the elevation of a local minimum
and some grid cells around it until no local minimum remains [57]. Breaching is to lower
elevations of grid cells along a path from the local minimum to an even lower point in the
neighborhood [72].
Once a hydrologically correct terrain is obtained, further analysis can be performed to
compute hydrographs, determine runoff, or simulate the hydrological cycle (including rainfall, evaporation, overland flow, subsurface flow, ...). Clearly, many geographic aspects influence hydrological modeling, like soil type, vegetation, precipitation intensity, and terrain
shape. Regarding the last aspect, the most important geomorphological factors are the slope
and aspect (compass direction of slope) of the terrain.
While hydrological modeling has mostly assumed a gridded representation of elevation,
research on extracting drainage networks, ridges, and watersheds has also assumed a polyhedral terrain as the source data [22, 74, 103, 109]. Using river data to extend the hydrologic
quality of terrain data is considered in [74, 79, 106]. These methods let the triangulation have
edges where the given rivers run, but do not guarantee that these edges are valley edges.
With the rise of LiDAR (Light Detection and Ranging) for elevation data acquisition, irregular point clouds and triangulations thereof are becoming more common as elevation
models, creating a need for algorithms that work on polyhedral terrain representations. Furthermore, for hydrologic simulations, triangulations are considered superior to DEMs, as
shown by the experiments of Vivoni et al. [106].
Approach and results In this chapter we study terrain correction based on additional river
data. We will compute a polyhedral terrain with minimally changed elevations of vertices
while ensuring that given rivers flow along valley edges, and in the right direction.
We first assume that a polyhedral terrain is given where a subset of the edges are marked
as river edges, and a flow direction is specified. We study the problem of changing the elevations of potentially all vertices to let all of these river edges become valley edges of the
terrain (with the specified flow direction), while minimizing the sum of elevation changes
of the vertices. We show in Section 7.1 that this problem can be solved by linear programming. However, artifacts may occur in an optimal solution, like changing the slope of some
triangles dramatically, creating sharp folds between adjacent triangles that were not present
before, and creating new valley edges out of ordinary edges in the terrain. For hydrological
modeling on terrains, such artifacts should be avoided. Therefore, we continue by analyzing
which other criteria can be captured in a linear program.
To test our approach, we implemented it and run it on independent terrain and river
data from British Columbia. We describe the data, the preparation of the data, and the experimental objectives in Section 7.2. Then we evaluate the results and visualize various attributes like the change in elevation in different parts of the terrain, and the change in slope.
A special case of the river embedding problem is one where we may only change the elevations of vertices incident to river edges, the river vertices. This is the stream burning setting
that was discussed for DEMs. This restricted problem can obviously still be solved using lin-
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ear programming, but this does not give a strongly polynomial-time solution (it does give an
expected subexponential time solution [58, 73]). We show that this special case—with some
additional assumptions—can be solved in strongly polynomial time in Section 7.3. Note that
if we add the river edges to the triangulation and triangulate the intersected faces, we are in
the situation that we know the elevations of all terrain vertices except those of the rivers. We
only have an estimate, by linear interpolation. The special case corresponds to this setting.

7.1 Constraints for terrain correction
In this section we study the criteria that make river edges to be valley edges on a terrain.
We also study other criteria that influence the morphological quality. The objective is to
formulate the criteria as much as possible as linear constraints, so that standard linear programming software like CPLEX can be used for terrain correction.
First we introduce some notation. We are given a triangulation T with heights, a subset
of its edges that are marked to be river, each with a flow direction. Each vertex v i has an
initial height h 0i .
The goal is to determine a new height h i for each vertex v i that minimizes the sum
of the
height of each vertex:
P absolute difference between the new height and the original
+
0
min i |h i − h 0i |. By using the standard transformation
h
=
h
+
z
−
z i− , where z i+ , z i− ≥ 0,
i
i
i
P +
−
the objective function becomes linear: min i (z i + z i ). In Subsection 7.1.1 we show that
turning river edges into valley edges with the proper flow direction is an instance of linear
programming (LP). In Subsection 7.1.2 we analyze what other criteria can be incorporated
with an LP approach. For ease of reading, we continue to use h i as the height of a vertex
v i (note that the height notation used here is slightly different from the one in the previous
chapter).

7.1.1 Constraints for embedding rivers
Each edge e of T is incident to two triangles. We call the two vertices of such a triangle that
are not incident to e its wingtips. If e is marked as a river edge, then two constraints need to
be imposed to ensure that e is a valley edge, and another constraint is needed to ensure the
correct flow direction.
Let H be the plane containing e and the horizontal line perpendicular to e and through
some point on e . Then e is a (weak) valley edge if and only if both wingtips lie above or on
the plane H . For both triangles incident to e , this constraint is a linear inequality on the
three heights of the vertices involved, called valley constraint.
The exact expression for the valley constraint for one of the triangles adjacent to e is
as follows. Let e = v i v i +1 , and let v i = (x i , y i , h i ) and v i +1 = (x i +1 , y i +1 , h i +1 ). We give the
expression for the valley constraint for the triangle with wingtip w , that is 4v i v i +1 w . Let
w = (x w , y w , h w ), and let k̂ = (0, 0, 1).
Plane H is defined by v i , v i +1 and u , where u = (v i +1 − v i ) × k̂ + v i (where × denotes the
vector cross product). The valley constraint states that the wingtip must be above or on H .
This is equivalent to the following condition on a 4×4 determinant, where the only variables
are h i , h i +1 and h w (because h u = h i ):
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Terrain criteria
Valley & flow constraints for rivers
Strict decline along rivers
Valley edges in the strict sense
Contiguous flow through rivers
Limit edge slope change
Limit triangle slope change
Local minima removal
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Model with LP?

Exclusions for feasibility

Yes
Yes

None (flat terrain works)
No directed cycles
& wingtips of river edges on rivers
Wingtips of river edges on rivers
Non-river edge connections between rivers
Edges incident to river vertices
Triangles edge- or vertex-adjacent to rivers
n/a

Yes
No (approx. yes)
Yes
No (approx. yes)
No

Table 7.1 Terrain criteria that can be represented as linear constraints or not, and when such constraints can make the LP infeasible.

1
1
1
1

xi
x i +1
xu
xw

yi
y i +1
yu
yw

hi
h i +1
hi
hw

≤0

The flow direction involves only the two heights of the vertices incident to e , and obviously specifies that the vertex to which the flow goes is at least as low as the other vertex
(namely, h i ≥ h i +1 ). This constitutes the flow constraint.
Theorem 7.1. Given a polyhedral terrain with n vertices, of which a subset of the edges are
marked as river edges with a flow direction, the problem of minimizing the total height change
of all vertices, while embedding the river edges as valley edges with the specified flow direction,
is a linear programming problem with O(n) variables and constraints.
Observe that the polyhedral terrain where all vertices have the same height is a feasible
solution, regardless of which edges are specified to be river. In principle, we prefer strict
inequalities for the valley and flow constraints. If the river edges do not form a directed flow
cycle and no triangle of T incident to a river edge has its wingtip at a river vertex as well,
then a solution exists even with strict inequalities (although an optimal solution is not welldefined when we use strict inequalities). We can simply lower all vertices that are endpoints
of river edges to some very low height which is the same for all of these vertices. This makes
all river edges to be valley edges in the strict sense (essentially, this is what stream burning
does on a gridded DEM). Then we can modify the heights slightly to ensure the flow direction
in the strict sense as well.

7.1.2 Constraints for other terrain criteria
We analyze other terrain criteria that can be enforced using—hopefully linear—constraints
involving the heights of the vertices. The purpose is two-fold. Firstly, it may help to limit
artifacts like substantial slope change of triangles that can arise when we embed river edges
in the terrain. Secondly, it may be possible to ensure other useful characteristics of terrains
with respect to flow.
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Figure 7.2 Water can escape from a sequence of valley edges at a leak vertex.

A summary of criteria and whether they can be represented by linear constraints is presented in Table 7.1. The table also specifies whether the linear constraints for a terrain criterion can make the LP infeasible (in combination with the valley and flow constraints). Infeasible LPs are not useful because the purpose is to generate an improved terrain. To ensure
feasibility, we may need to adapt the terrain or exclude constraints for certain edges and
triangles.
Strict decline along rivers We can specify that every terrain edge that is part of a river has
a decline (slope) in its flow direction of at least some constant. This gives a linear inequality
involving only the elevations of the river vertices. Directed cycles of river edges will make the
LP infeasible, and possibly also triangles that are incident to a river edge and another river
vertex (the wingtip of a river edge meets the same river again). To deal with infeasibility of
the second type, we can add one Steiner point on an edge, splitting two triangles into two
subtriangles each.
Valley edges in the strict sense To ensure that the flow direction on a triangle incident to
a river edge is actually into the river and not parallel to it, we would need a strict inequality
in the valley constraint. We can specify a decline (slope) of at least some constant in the
direction perpendicular to the river edge using a linear constraint. As long as wingtips of
river edges do not lie on a river vertex, this cannot lead to infeasibility.
Note that the constraint that the supporting plane of a triangle adjacent to a river edge
makes at least some constant angle with respect to the flattest supporting plane of e (denoted H before) would not give a linear constraint.
Contiguous flow through rivers Although standard drainage extraction methods for terrains will select all valley edges as part of the drainage network, it is not guaranteed that the
water in a river will flow from its source to its outlet even if all river edges are valley and the
flow direction is ensured. It can happen that another, more steeply descending flow direction exists from a vertex of the river, see Figure 7.2. Such a vertex is called a leak vertex. Since
water is assumed to follow the direction of steepest descent, the water in the river will leave
its intended course, while at the next river edge, a “new” river will start. This implies that
hydrologic analyses using accumulation of water will give incorrect results.
To ensure that water actually flows through the entire river from its source down, we
must guarantee that the river edge e down from a vertex v is steeper than any other edge or
segment over a triangle leaving v .
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Figure 7.3 Using imaginary points on the opposite edge to ensure contiguous flow with mildly stronger
constraints.

It appears that bounding the steepest descent from a vertex outside the river is not captured by a linear constraint, because it can be over a triangle interior. While the condition
that one edge is steeper than another is easily captured with a linear constraint, this is not
−→
the case for segments over triangles. Moreover, a triangle 4u v w may exist where v u and
−→
v w descend mildly, whereas a segment from v to some point p on u w descends steeply, see
Figure 7.3. This can happen if the angle of 4u v w at v is close to π, and therefore, p can be
much closer to v than u or w . Requiring that the steepest sloping descent on a triangle is at
most some value cannot be represented in a linear constraint.
We can give linear constraints that are only slightly stronger and do guarantee that the
river edge e down from v is the steepest one. Let s ≤ 0 be the downward slope of e , whose
value depends linearly on the elevations of its endpoints. Let t = 4u v w be some triangle
not incident to e , and let α be the angle at v (see Figure 7.3). We can require with two lin−→
−→
ear constraints that the slopes of v u and v w are at least s · cos(α/2), which ensures that the
steepest slope occurring on t is at least s . To make such a constraint only slightly stronger
than needed, we must make α small. This is easily done by using imaginary points along
u w (see Figure 7.3), and using linear constraints for the imaginary edges to these imaginary
points as well. Instead of α, we use the much smaller angles between consecutive edges
from v u , the imaginary edges, and v w . By increasing the number of imaginary points,
we decrease the angle that we can use, and these constraints together become only slightly
stronger than needed to ensure steepest descent from v along e . We do not need to generate
constraints for the triangles incident to e , because the valley and flow constraints together
ensure that no segment on these triangles is steeper down than e .
Preserve edge and triangle type Requiring that the flow situation of triangles and edges
(see Figure 7.1) does not change can be specified using linear constraints. For edges, we
already showed that being valley is captured by two linear constraints, and obviously the
same is true for being ridge. Also, the property for a transfluent edge that it receives flow from
the one incident triangle and passes it on to the other is captured by two linear constraints.
Note, however, that the property of being a transfluent edge is not strict enough: it leaves
open which incident triangle is the one that gives flow to the edge, leading to a disjunction.
Similarly, we cannot use linear programming to require that certain edges are not valley
edges.
Some other related property we can maintain is the inflow and outflow edges incident to
any triangle, because these are the same constraints.
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river name
Goat
Khutze
Kiltuish
Kowesas
Paril
Triumph

# terrain
triangles
37,713
216,648
146,091
244,598
20,960
20,382

# river edges

river length

140
407
281
321
89
104

13.49 km
34.16 km
22.42 km
38.07 km
8.85 km
11.37 km

# river edges
wrong flow
32 (22.86%)
71 (17.44%)
54 (19.22%)
56 (17.45%)
12 (13.48%)
28 (26.92%)

# river edges
not valley
47 (33.57%)
121 (29.73%)
78 (27.76%)
108 (33.64%)
24 (26.97%)
15 (14.42%)

Table 7.2 Original terrain and river data used for the experiments.

Thirdly, edges on a terrain can be convex or reflex (or flat), which can be represented by
a linear constraint for each edge. Therefore this property can also be maintained.
Elevation of lakes, drainage basins Often the hydrologic data contains lakes in the river.
We can easily specify equal elevation of the vertices of the terrain that bound a lake, or specify an exact elevation of a lake if it is known, using linear constraints.
Drainage basins (watersheds) are usually found by tracing paths of steepest ascent from
certain points in the terrain, in particular, from river junctions, passes, and local minima [74].
Maintaining drainage basins is important for hydrological correctness. However, it seems
impossible to formulate the preservation of drainage basins by linear constraints. We noted
that we can maintain ridges, which are part of drainage basin boundaries, using linear constraints. Furthermore, we do not expect drastic changes to drainage basins when we embed rivers, because most changes made will be local to the river edges, and drainage basin
boundaries are mostly not close to rivers.
Local minima removal We cannot use a linear programming approach for spurious pit
removal. To make sure that a vertex is not a local minimum, we would have to require that
at least one of the neighbors is lower. These are linear constraints, but it is a disjunction
instead of a conjunction so we cannot use linear programming. Furthermore, local minima
removal while minimizing total elevation change was shown to be NP-hard in Chapter 6.
Limit slope change One method to avoid artifacts on a terrain caused by changing elevations of some vertices is to limit the change in slope of the edges. This will cause a propagation of an elevation change over a neighborhood, and therefore give a natural way to incorporate necessary elevation changes to embed rivers. Restricting the change in slope of every
edge to, say, 50% of the original slope is easily captured in a linear constraint. However, enforcing the constraint for river edges and edges incident to triangles that are incident to river
edges can make the LP infeasible. We also note that (nearly) flat edges must stay (nearly) flat
with such conditions, potentially causing propagation of a change in elevation over a large
distance when a part of the terrain is nearly flat. There are various practical alternatives with
which a change of slope of edges can be limited, but we will not go into them here.
The slope on a triangle is the maximum slope of any segment on it. The aspect is the
compass direction in which the maximum downward slope is attained. Limiting the slope
change of a triangle cannot be done with a linear constraint, but we can limit the slope
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Figure 7.4 Preparation of river edges. From left to right: Original river, showing intersections with
terrain edges. Simplified river—the original river is shown in gray. River after snapping vertices. Final
river: loops have been removed, and triangles with two river edges resolved.

change in a set of directions with a set of linear constraints, by which we limit the change
in aspect as well. Again there are various options useful in practice that we do not discuss
here.

7.2 Experimental results
The approach described in the previous section was implemented and tested on real terrain
and river data. The data corresponds to an area of British Columbia, with heights ranging
from 0 to 1,600 m. We obtained a raster terrain model and a vector stream network from
the Canadian Council On Geomatics.1 The original terrain data was a 1:50, 000 raster DEM,
whereas the water streams were covered at a 1:20, 000 scale (very similar data was used in [74]
for extracting watersheds).
Preparation of the data We converted the raster terrain into a polyhedral terrain using
ArcGIS, allowing a maximum vertical error of 5 m. The stream network of the area contained
11 named rivers, of which six were selected for our tests, including the three longest ones.
Next, the rivers from the river data set were matched up with the edges of the polyhedral
terrain. There are basically two ways to make sure that river edges and terrain edges match.
Firstly, we can add all river edges to the triangulation, triangulate all faces that are not triangles anymore, and obtain the elevations of all the new vertices from the previously present
vertices by linear interpolation. Secondly, we can snap the river edges so that it uses terrain
edges only. We chose the second approach for our experiments.
Because the river data had higher resolution than the terrain, a first step was simplifying
each original river, a polygonal line in 2D. We added all intersections between the river and
terrain edges as new river vertices, and removed all the river vertices interior to triangles.
This results in a river where all edges are between points on triangle edges (see Figure 7.4 for
an example). Next, each river was snapped to the terrain edges. This was done by snapping
each vertex (lying on a terrain edge) to the closest terrain vertex on its edge. Finally, duplicated vertices and loops were removed, and the course of the river was modified to avoid
1 Available at

http://www.geobase.ca.
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variant

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

variant

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

variant

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

Goat River
total abs.
# vertices
change
moved

average
change

169 m
203 m
219 m

75
125
131

2.26 m
1.62 m
1.67 m

13,065 m
44,225 m

313
1,582

41.74 m
27.96 m

Kiltuish River
total abs.
# vertices
change
moved

average
change

212 m
240 m
266 m

105
178
197

2.02 m
1.35 m
1.35 m

7,474 m
25,612 m

400
1,315

18.68 m
19.48 m

Paril River
total abs.
# vertices
change
moved

average
change

70 m
91 m
98 m

34
58
64

2.06 m
1.57 m
1.53 m

947 m
2,917 m

115
343

8.24 m
8.50 m

variant

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

variant

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

variant

VF
VFR 10%
VFR 1◦
VFRS 10%
VFRS 1◦

Khutze River
total abs.
# vertices
change
moved

average
change

272 m
324 m
338 m

181
320
334

1.50 m
1.01 m
1.01 m

87,649 m
862,231 m

933
12,938

93.94 m
66.64 m

Kowesas River
total abs.
# vertices
change
moved

average
change

246 m
281 m
297 m

146
247
264

1.69 m
1.14 m
1.12 m

159,201 m
2,720,426 m

761
23,912

209.20 m
113.77 m

Triumph River
total abs.
# vertices
change
moved

average
change

76 m
90 m
92 m

38
70
75

1.99 m
1.28 m
1.23 m

1083 m
1,137 m

106
119

10.21 m
9.56 m

Table 7.3 Changes for each of the rivers by five variants of the algorithm.

triangles with two river edges. The latter was done by selecting the other (third) edge every
time two edges were part of the river. This adaptation resolved many causes for infeasibility
of the resulting LP.
Experiments We tested five different variants of our linear programming algorithm. VF
includes only the basic (weak) valley and flow constraints. VFR 10% adds a river decline
constraint requiring each river edge to have a slope of at least 10% of the average river slope.
This is to avoid flat river edges. The third variant, VFRS 10% adds a fourth constraint indicating that the slope of non-flat terrain edges cannot change by more than 50%. To guarantee a feasible LP, edges where one of the endpoints is a river vertex are excepted. Then
we try two extreme additional variants: VFR 1◦ and VFRS 1◦ are the same as before, but
now require each river edge to have a vertical slope equivalent to at least 1◦ . This is clearly a
very strong constraint: its only purpose is to understand how the algorithm propagates the
change away from the river, in case a lot of change is needed. For each river and variant,
we generate a linear pogram that is solved using CPLEX 9.1. We analyze two aspects of the
solutions: the total elevation change, and the presence of certain artifacts.
The basic facts about the six rivers are shown in Table 7.2. It is worth noting the large
percentage of river edges that violate one of the two basic constraints in the original data.
Table 7.3 summarizes the change incurred by each variant. It can be seen that the first three
variants incur a relatively small change, on average less than 2 m (averaged over the vertices
with non-zero change).

7.2. EXPERIMENTAL RESULTS
variant

119

Goat River
# LM
# FE

# LV

variant

Khutze River
# LM
# FE

# LV

— (Initial)

142

36

32

— (Initial)

642

116

94

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

130
112
110

87
0
0

7
10
7

622
547
547

216
0
0

15
11
11

178
121

0
0

61
12

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

775
607

0
0

212
32

variant

Kiltuish River
# LM
# FE

# LV

variant

Kowesas River
# LM
# FE

# LV

— (Initial)

298

50

55

— (Initial)

465

77

80

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

289
242
238

113
0
0

3
4
2

456
408
407

151
0
0

23
20
19

313
251

0
0

65
8

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

615
477

0
0

221
39

variant

Paril River
# LM
# FE

# LV

variant

Triumph River
# LM
# FE

# LV

— (Initial)

86

18

19

— (Initial)

76

25

24

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

87
71
70

38
0
0

6
4
3

74
57
57

45
0
0

4
4
4

82
75

0
0

13
5

VF
VFR 10%
VFR 1◦
VFRS 10%
VFRS 1◦

61
57

0
0

5
2

Table 7.4 Artifacts created for each of the rivers, by five variants of the algorithm. Abbreviations used:
LM: local minima, FE: flat river edges, LV: leak vertices.

If the only goal were to minimize the total elevation change, one would always choose

VF, except for the fact that it can create artifacts. This is shown in Table 7.4. In particular, VF creates a large number of flat river edges. For the rivers studied, at least 40% of the
edges become flat. VFR 10% resolves these artifacts with only a small additional total elevation change. In all cases, since the changes by VFR 10% were rather small and local,
VFRS 10% produced similar results. The importance of the slope preservation constraint
becomes evident in the more extreme case of VFR 1◦ . For the rivers tested, the least-cost
way to create a river with 1◦ decline is always to create a dam around it. This is clearly visible
in Figure 7.5. Such a solution is unacceptable for practical applications, because the terrain
shape suggests that there are two more rivers, one on either side of the dam. The variant
VFRS 1◦ spreads the change towards the sides of the river, producing a larger total change,
but a more natural terrain because there is still only one river in the valley. Table 7.4 also
shows clearly that VFR 1◦ increases the number of artifacts considerably, whereas VFRS 1◦
is able to prevent many of them.
From the experiments we can conclude that the first three variants give valid rivers with
relatively small and local elevation change. The extent of the change can be seen in Figure 7.6. It is interesting to note that the number of local minima and leak vertices, which are
not addressed explicitly, often also decreases. The most extreme case of Figure 7.6, VFRS 1◦ ,
is shown in more detail in Figure 7.7. We emphasize that this figure shows an extreme setting: the purpose is to understand how the algorithm propagates the change towards the
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Figure 7.5 Part of the Goat River after applying four variants of the algorithm. Changed parts are
shown in brown (light). From left to right, top to bottom: VF, VFR 10%, VFR 1◦ , VFRS 1◦ .

sides of the river, in case a major change is needed. In most practical situations we expect
that such major changes are not needed.
Finally, even though the goal of our tests was not to assess the running time of the methods, the methods appear suitable for real-world instances. For our largest instance (Kowesas River), CPLEX took less than 50 seconds to compute the solution to VFRS 1◦ , running
on a Core 2 Duo 2.66Ghz computer with 2GB memory. The solution to the more realistic
VFRS 10% variant was computed in only 7 seconds.

7.3 Strongly polynomial-time algorithm
Since it is an open problem whether a strongly polynomial-time algorithm for linear programming exists (expected subexponential is known [58, 73]), it is interesting to know if a
strongly polynomial-time algorithm exists for some version of our river embedding problem. In this section we show that this is the case if the elevations of only the river vertices can
be changed. This case is related to the stream burning approach mentioned for DEMs in the
introduction. However, we may also raise river vertices, and we minimize total change. Note
that although the corresponding LP is sparse, inequalities can have three variables (due to
the introduction of z i+ and z i− ), while a strongly polynomial-time solution for LP exists when
inequalities have at most two variables [21, 75].
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Figure 7.6 Extent of change for four different variants, on a portion of the Kowesas River. Shades of
green indicate change in triangle slope (the darker, the larger), shades of red show vertex elevation
change. From left to right: VF, VFR 10%, VFR 1◦ , VFRS 1◦ .

To guarantee feasibility, we will assume that no triangle has three river vertices, nor two
river vertices that are not endpoints of the same river edge. In this setting, different rivers do
not influence each other, and we can concentrate on one river only. We ignore river merging,
although our algorithm can be adapted to handle this. Let v 1 , . . . , v n be the river vertices of
one river, listed from (intended) source to sink. We process the river top-down. After processing v i , we will know for every possible elevation of v i , the minimum total displacement of
v 1 , . . . , v i that makes v 1 v 2 , . . . , v i −1 v i valley edges with correct flow. This is described by a cost
function C i (h), where h is the height of v i . The minimum attained by C n (h) is the minimum
cost needed. It seems that the problem can be solved with dynamic programming, but the
function C n (h) can have exponentially many breaks, which causes complications.

Figure 7.7 Terrain view of a portion of the Kowesas River, corrected using the VFRS 1◦ variant (the
portion shown corresponds to the rightmost figure in Figure 7.6). Left: original terrain. Right: terrain
computed by the VFRS 1◦ variant, with changed areas colored.
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7.3.1 Properties of the cost function
Assume that the river edges between v 1 , . . . , v i have been processed, and we want to turn
v i v i +1 into a valid river edge as well. Assume we know the cost function C i (h), and assume
further that C i (h) is convex. Based on this information we will compute C i +1 (h). Note that
C i +1 (h) depends on the coordinates of v i +1 , the coordinates of v i , the coordinates of the
wingtips of the two triangles incident to the river edge v i v i +1 , and the cost function C i (h).
It depends on the coordinates of other vertices only via the cost function C i (h). Denote by
h ∗i the height of v i that minimizes the total height change of v 1 , . . . , v i , so C i (h) attains its
minimum at h ∗i .
We first look at the situation of edge v i v i +1 only, ignoring the other edges from v 1 to v i .
Consider the combinations of heights of v i and v i +1 that make v i v i +1 a valid edge: these
are the ones that satisfy the flow and valley constraints. We can view this in the (h i +1 , h i )plane, where h i +1 gives the height of v i +1 and h i gives the height of v i . The height value
pairs (h i +1 , h i ) that result in a valid edge define a feasible region Fi +1 in the (h i +1 , h i )-plane.
The flow constraint (in the weak sense) gives the inequality h i +1 ≤ h i . The two (weak) valley
constraints give rise to various possible shapes of Fi +1 , but Fi +1 is always unbounded.
In order to consider the previous edges, from v 1 to v i , we introduce a function H i (h),
which gives the optimal height of v i as a function of the height h of v i +1 . H i (h) implicitly
considers all the displacement needed to have a valid river from v 1 to v i +1 , given that v i +1
is at height h. If no valid river from v 1 to v i +1 exists when v i +1 is at height h, then H i (h) is
undefined.
The shape of H i (h) depends on the feasible region Fi +1 and the optimal height h ∗i for v i ,
see Figure 7.8. For a given height h for v i +1 , the cheapest option—if possible—is to have
v i at h ∗i . However, the combination may not be feasible (Figure 7.9 shows an example). In
that case, since we assumed that C i (h) is convex, the best option is the height closest to h ∗i
that is in the feasible region. This implies that H i is composed of parts of the boundary of
Fi +1 and possibly a horizontal segment in the interior of Fi +1 where H i (h) = h ∗i . If such a
horizontal segment exists, we define h li +1 and h ri +1 to be the smallest and largest values of
the height of v i +1 such that (h li +1 , h ∗i ) ∈ Fi +1 , resp. (h ri +1 , h ∗i ) ∈ Fi +1 . If the horizontal segment
is not bounded to the left, h li +1 is undefined, and if (h i = h ∗i ) ∩ Fi +1 = ;, then h li +1 and h ri +1
are both undefined. Since Fi +1 is the intersection of three halfplanes, there are only a few
possible shapes for H i (h) (see Figure 7.8). Clearly, H i (h) has constant description size.
We define C i +1 (h) as a function of C i (h). The function C i +1 (h) is essentially a combination of the local cost plus the previous function after some transformation. Recall that h 0i +1
denotes the initial height of vertex v i +1 . We have:
C i +1 (h) = |h − h 0i +1 | + C i (H i (h))
From now on we discuss the case of the shape shown in Figure 7.8(a). The other shapes
are similar but easier, as Figure 7.8(a) is the only case that can cause C i +1 (h) to have twice
the number of break points in C i (h). We also assume that h ri +1 < h 0i +1 ; again the other cases
are analogous. We have:
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hi+1
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h∗i

Figure 7.8 Three different possible shapes for H i (h) (drawn with thick edges). The leftmost case is the
most challenging one, because part of C i is used twice in C i +1 .


l
∗
0
 h i − λ · (h i +1 − h)
∗
h
H i (h) =
 i∗
h i + λ00 · (h − h ri +1 )

h < h li +1
h li +1 ≤ h ≤ h ri +1
h ri +1 < h

for some λ0 > 0 and λ00 < 0 defined by the slopes in H i (h).
To ease the notation, we define
C˜i (h) = C i (h ∗i − λ0 · (h li +1 − h))
and
Cˆi (h) = C i (h ∗i + λ00 · (h − h ri +1 )).
Note that C˜i (h) and Cˆi (h) are also convex piecewise linear functions. Moreover, since
λ0 > 0 and λ00 < 0, both functions are stretched and vertically displaced copies of C i , mirrored
with respect to the vertical axis.
We now define the cost function C i recursively, with C 1 (h) = |h 01 −h| as the base case. For
1 ≤ i ≤ n − 1, we note that C i +1 (h) is defined as:

(h 0i +1 − h) + C˜i (h)
h < h li +1

 (h 0 − h) + C (h ∗ )
h li +1 ≤ h ≤ h ri +1
i
i +1
i
C i +1 (h) =
(7.1)
0
ˆ

h ri +1 < h ≤ h 0i +1
 (h i +1 − h) + C i (h)
(h − h 0i +1 ) + Cˆi (h)
h 0i +1 < h
The next lemma shows that C i is convex, so C i has only one minimum, and it specifies
where this minimum occurs. Similar lemmas exist for the other cases (shape of H i (h) and
relative position of h 0i +1 ).
Lemma 7.1. C i +1 (h) is a convex piecewise linear function that has its minimum either at the
break point h = h 0i +1 , or at a break point of Ĉ i (h). Moreover, if it occurs at a break point of Ĉ i ,
it is at a point where the value of the slope of Ĉ i (h) changes from below 1 to at least 1.
Proof: We prove this by induction. The base case corresponds to C 1 (h) = |h 01 − h| and clearly
holds. For the general case, suppose that C i (h) is a convex piecewise linear function with its
only minimum at h ∗i . We will show that the result holds also for C i +1 (h).
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hi
h∗i
Fi+1

h1

h2

hi+1

Figure 7.9 The pair (h 1 , h ∗i ) is feasible, whereas (h 2 , h ∗i ) is not. The white circle shows the height for v i
with lowest cost if v i +1 has height h 2 .

If C i (h) is piecewise linear and convex, it is easy to verify that C̃ i (h) and Cˆi (h) are also
piecewise linear and convex, with their minima at h li +1 and h ri +1 , respectively. Therefore
C i +1 (h), as a whole, is piecewise linear, and any minimum must occur at a break point. The
break points in C i +1 (h) all correspond to breaks of C i (h), except for h = h 0i +1 . It is easy to see
that there is a break at h = h 0i +1 because there is a slope difference of exactly 2 between the
functions immediately to the left and right of h 0i +1 .
Moreover, we can observe the following about each of the four pieces of C i +1 . The first
piece has negative (increasing) slope, because C̃ i (h) is always to the left of its minimum. As
h approaches h li +1 , C̃ i (h) decreases (it gets closer to its minimum), and at the same time (because C̃ i (h) is convex), the slope increases. The second part has slope exactly −1. Regarding
the third and fourth parts, Cˆi (h) is always evaluated for h > h ri +1 , thus as h increases, Cˆi (h)
also increases, and so does its slope. Let t (h) denote the slope of Cˆi at h. It follows from
Equation (7.1) that the slope of C i +1 (h) for h ri +1 ≤ h is (t (h) − 1) up to h 0i +1 and (t (h) + 1)
afterwards. Hence, the minimum must either be at h = h 0i +1 or at the break point where
(t (h) − 1) goes from negative to positive, or equivalently, when t (h) goes from < 1 to ≥ 1.
Note that the break point can be at h ri +1 .

7.3.2 The algorithm
Based on the structure of C i , we describe an algorithm to determine C n (h ∗n ), the optimum
cost. We continue assuming that the shape of H i (h) is as in Figure 7.8(a), and h ri +1 < h 0i +1 .
Unfortunately, computing an explicit representation for each function C i (h) cannot be
done efficiently, because C i can have an exponential number of break points. This is because when the shape of H i (h) is as shown in Figure 7.8(a), two copies of C i (h), scaled and
translated, may be needed to define C i +1 (h). This would cause C i +1 to have roughly twice as
many break points as C i . However, we can use the recursive definition of Equation (7.1) to
store a constant-size representation of C i +1 (h) based on C i (h), which allows us to evaluate
C i +1 (h) in O(n ) time.
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+C̃i (Hi (h))
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+Ĉi (Hi (h))
0 -1 -2 -3 -4 -5

-2 -1 0
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4

h
hli+1

hri+1

h∗i+1

h0i+1

Figure 7.10 Mapping break points of C i +1 . The break point that corresponds to h 0i +1 (in white) is the
only one that is not mapped to one in C i .

We describe the algorithm recursively. The basic idea is as follows. Assume we can evaluate C i at any h, and that we also know h ∗i . Then, using Equation (7.1), we can determine
the value of C i +1 (h) for any h. We only need the values of h 0i +1 , λ0 , λ00 , h li +1 , and h ri +1 . The
initial height h 0i +1 is part of the input, and λ0 , λ00 depend only on H i (h). Finally, h li +1 , and
h ri +1 can be computed based on Fi +1 and h ∗i , where h ∗i is assumed to be known. Note that
even though Equation (7.1) defines C i +1 in terms of C̃ i and Ĉ i , when more convenient we
will refer to C i instead. It remains to describe how h ∗i +1 is determined.
Lemma 7.1 states that h ∗i +1 occurs at h 0i +1 or at a break point of Ĉ i . Since Ĉ i is a linearly
transformed version of a part of C i , if we can evaluate C i at its break points efficiently, we can
find h ∗i +1 by a binary search on the slope of Ĉ i to find the two consecutive segments whose
slopes are < 1 and ≥ 1. Let the break points of C i be numbered as follows: break point 0
corresponds to h ∗i , the break points to the right of h ∗i are numbered increasingly (1, 2, . . . ),
and the ones to its left decreasingly (−1, −2, . . . ).
More precisely, assume that for any break point number of C i , we can compute, in O(n )
time, its h-coordinate and the value of C i at that break point. Clearly, its minimum h ∗i can be
obtained by simply asking for break point 0. Note that if we know this for C i , we also know
it for C̃ i and Ĉ i . Now we want to be able to answer the same type of query for C i +1 . In other
words, we need to know how to map break point numbers from C i +1 to C i .
Mapping break points The key to mapping a break point number of C i +1 lies in computing
the following special break numbers. Refer to Figure 7.10.
• s i0+1 : highest break number of Ĉ i such that its associated h-coordinate is smaller than
h 0i +1 . This allows us to know the interval of Ĉ i that contains h 0i +1 .
• s i∗+1 : break number of h ∗i +1 in C i , if h ∗i +1 6= h 0i +1 .
As already mentioned, these two break numbers can be found by doing a binary search
on Ĉ i . To find s i0+1 , we look at the h-coordinate of each retrieved break point. To find
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the break number of s i∗+1 , the binary search is on the slope of the linear pieces of Ĉ i . By
Lemma 7.1, we need to find the first segment of Ĉ i (from left to right) with positive slope at
least 1.
In addition, based on s i0+1 , we define these break numbers:
• b ir+1 : break number of h ri +1 in C i +1 : since h ∗i +1 ≤ h 0i +1 , b ir+1 = s i∗+1 .
• b il +1 : break number of h li +1 in C i +1 : b il +1 = (b ir+1 − 1).
• b ine+1w : break number of h 0i +1 in C i +1 : if h ∗i +1 6= h 0i +1 , then b ine+1w = (s i∗+1 − s i0+1 + 1). Otherwise, b ine+1w = 0. This is the only new break point introduced at this level.
In the example shown in Figure 7.10, s i0+1 = −3, b ine+1w = 2, s i∗+1 = −2, b il +1 = −3 and
= −2.
Once the mapping of these break points is known, the translation of the other break
numbers is straightforward and can be done as follows. Let k be a break number in C i +1 :

b ir+1

• If k ≤ b il +1 , the corresponding break number in C̃ i is (k − b il +1 ).
• If b ir+1 ≤ k < b ine+1w , the corresponding break number in Ĉ i (h) is (b ir+1 − k ).
• If k > b ine+1w , the corresponding break number in Ĉ i (h) is (b ir+1 − k + 1).
• Finally, for k = b ine+1w , no corresponding break in C i exists.
Running time Regarding the total running time of the algorithm, we note that for each
of the O(n ) river edges we spend O(n 2 ) time to find h ∗i and the breaks around h 0i +1 . This
is because each binary search, among O(2n ) break points, takes O(n ) time, and each query
to the previous C i also takes O(n ) time. Therefore the total running time is O(n 3 ). This
time bound assumes that we can handle basic operations on integers of up to exponential
size in O(1) time. In the standard models of computation, we should charge O(n ) time for
operations on exponential-size integers. This leads to a running time of O(n 4 ). Although we
did not explicitly describe it, our algorithm can handle merging of rivers as well.
Theorem 7.2. The minimum elevation change of river vertices on a terrain, to satisfy the
valley and flow constraints, can be determined in O(n 4 ) time, where n is the number of river
vertices.

7.4 Conclusions and future work
We discussed correcting a polyhedral terrain so that a known river follows valley edges: edges
whose local shape is like those of rivers. We formulated the problem of minimizing the total
elevation change to achieve this (and other terrain corrections) as a linear program, which
makes it easy to implement and fast in practice. Experiments show that the approach works
very well. Depending on the exact criteria, vertices need be moved only a little, and the new
terrain is hydrologically more correct. A special case was shown to be solvable in strongly
polynomial time.
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To obtain hydrologically correct terrains, spurious local minima must be removed by
other means than linear programming, and one must ensure that the watershed boundaries are correct. Further research is needed to determine how and when local minima are
removed, and experiments may reveal whether a change in watershed boundaries really occurs in terrain correction methods. Algorithmically, we expect that our strongly polynomialtime algorithm can be made more efficient.
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CHAPTER

EIGHT

CONCLUDING REMARKS
The adoption of triangulations as a way to represent terrain models has been experiencing a
steady growth in recent years. The increasing availability of large amounts of irregular elevation data (obtained with methods like LIDAR) and experimental evaluations showing that—
in certain applications like hydrology—TINs have clear advantages over raster terrains [106],
have both contributed to this situation.
When an abstract mathematical object like the triangulation is applied to some concrete
application domain—like terrain modeling—a whole variety of new problems can arise. Existing structures and techniques often render unsatisfactory for the applications, and sometimes new problems, which did not make sense in a more abstract setting, become important and require new methods and tools to solve them.
Some of the algorithmic problems that arise when a triangulation is used to model a
terrain were the main topic of this thesis. We studied problems related to the optimization
of polyhedral terrains. The problem of optimizing triangulations is not new. However, when
the triangulations are used to represent the surface of a terrain, a whole new dimension of
requirements appears. That is the case of enforcing well-shaped triangles, removing local
minima or making the terrain consistent with a river network.
In this thesis we focused on two aspects of the optimization of polyhedral terrains. The
first part studied optimization for higher order Delaunay triangulations. Higher order Delaunay triangulations were used as a way to formalize the notion of well-shaped triangulation, essential for most applications in terrain modeling. Within this framework of higher
order Delaunay triangulations, we developed techniques that allow to optimize measures
over this class of well-shaped triangulations.
In Chapter 3 we studied algorithms to triangulate polygons optimally, using order-k Delaunay triangulations. Our main algorithm has running time O(k 2 n log k + k n log n ), and
works for any decomposable measure, as well as for some other more complicated measures. There are two interesting implications of this result. Firstly, the result shows that the
typical O(n 3 ) running time for optimal polygon triangulation can be made dependent on k .
This is a major improvement given that, in practice, k will be much smaller than n . It also
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shows that the locality of order-k Delaunay triangulations can be exploited to obtain more
efficient algorithms. Secondly, the algorithm was extended to handle polygons with components inside. This, in combination with our experimental results on the structure of higher
order Delaunay triangulations, makes this combination look promising for applications. If
the fixed edges of order-k triangulations define a subdivision into polygons with few components inside, then many measures can be optimized efficiently for small values of k . We
expect this to have important practical consequences for applications in terrain modeling,
where very small values of k have been shown most useful [26].
In Chapter 4 we studied how the structure of first order Delaunay triangulations can
be exploited to optimize more complex measures. We studied measures that relate edgeadjacent and vertex-adjacent triangles, obtaining a variety of results that go from efficient
O(n log n ) time algorithms for some measures, to NP-hardness proofs and approximation
algorithms for others. The measures that can be optimized efficiently include the angle between outward normals of adjacent triangles, which is particularly relevant for terrain modeling. The NP-hardness proofs are the first ones for first order Delaunay triangulations, and
show that despite the simple structure of these triangulations, many optimization problems
are hard.
Chapter 5 focused on a problem of great practical importance, especially for terrain
modeling: the combination of constraints with higher order Delaunay triangulations. The
standard definition of order of a triangle does not take constraints—edges that need to be
included in the triangulation—into account. This is a major limitation, since in many applications of terrain modeling, TINs are augmented with edge features like ridges and valleys,
to improve the consistency between the model and the real terrain. The problem dealt with
in Chapter 5 is a conceptual one: the notion of order of a triangle needs to be changed to
realize that sometimes points inside the circumcircles of triangles are a consequence of the
constraints, thus should not be considered in the same way as other points. We proposed
seven different definitions of the constrained order of a triangle which generalize the concept of the constrained Delaunay triangulation to higher orders. We further studied and
compared properties of these definitions, as well as efficient algorithms to support basic
computations on them, like computing the constrained order of a triangle or all order-k
constrained Delaunay triangles.
Overall, the first part of the thesis presented a series of results that contribute to the
framework provided by higher order Delaunay triangulations. These constitute important
results on the optimization of well-shaped triangulations, and will hopefully serve as tools
to produce better terrain models.
The second part of this thesis adopted a different approach towards the optimization of
terrains. Terrain correction has been widely used in GIS, but in a more informal way, and
almost exclusively for raster terrains. We adapted the idea to TINs, and studied two concrete
problems from a more mathematical point of view. In particular, we did not only aim at removing a number of artifacts, but also at incurring a minimum change to the original terrain
while removing them. This gave rise to different optimization problems.
The subject of Chapter 6 was local minima. The terrain correction approach is the standard way to deal with local minima in raster terrains, but had not been applied to TINs. We
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did this by formulating the problem as an optimization problem, with the goal of removing
all local minima while modifying the terrain as little as possible. We formalized the latter by
minimizing the total vertex displacement. Two ways of modifying vertices were considered
separately: increasing heights (lifting) and decreasing them (lowering). We showed that the
first one can be efficiently done in O(n log n ) time by using contour trees. The second problem turned out to be considerably harder. The possibility of combining different breaching
paths to save costs creates a problem that resembles the Steiner tree problem in networks. In
fact, the second problem was shown NP-hard, and an approximation algorithm with factor
2 ln m was given.
A similar approach was adopted in Chapter 7 for tackling the problem of making a TIN
consistent with a given river network. We again aimed at minimizing the total displacement
of the vertices. We showed that as long as only the heights of the vertices can be modified,
the problem can be stated as a linear program. However, an optimal solution may present
several types of artifacts, which can produce a very unrealistic terrain. Thus we also studied what other conditions—to prevent these artifacts—can be incorporated into the linear
program. Several of these conditions were implemented and tested on real terrain and river
data. Experiments showed that the approach works very well. In general, vertices need to be
moved only a little to produce a terrain consistent with the river network.
The second part of the thesis showed that the application of the terrain correction approach to TINs results in many challenging problems, and in interesting solutions to them.
Depending on the problem, efficient and practical algorithms were devised, as well as more
theoretical results on hardness and approximations.
Applicability of the results Although all the results in this thesis can be applied in many of
the areas where triangulations are used—such as terrain modeling—some results are more
theoretical than others, and can be more difficult to implement. As we discuss next, most of
the algorithms proposed in this thesis can be considered practical, from an implementation
point of view.
The main algorithm in Chapter 3 is based on dynamic programming, and its implementation is—in principle—straightforward. However, it does rely on existing result on computing all order-k useful edges [42], which require rather complex data structures (higher
order Voronoi diagrams) to achieve the running time claimed. In a more practical setting,
simpler methods to compute all order-k useful edges can be considered, at the expense of
an increase in the running time. Once all useful order-k edges have been computed, the
algorithm for computing all order-k triangles can be easily implemented, and the main algorithm follows. The extension to polygons with components inside, and more interestingly,
the application to point sets, do not require a complicated implementation either.
The algorithms in Chapter 4 vary a lot with respect to their ease of implementation. The
efficient algorithms based on solving 2-SAT instances can be easily implemented, since simple algorithms are known for 2-SAT [5]. On the other hand, the implementation of the polynomial time approximation schemes presented in Chapter 4 is more complex, since they
rely on algorithms to compute tree decompositions and, moreover, their running times depend exponentially on ". The approximation algorithm for convex edges and k > 1 is even
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more involved, and its running time also depends doubly-exponentially on k , so its value is
purely theoretical.
The implementation of the algorithms in Chapter 5 is also relatively straightforward. The
algorithms do require the implementation of some auxiliary tools and data structures, like
point location data structures, visibility graphs, and an algorithm for ray shooting in polygons. However, these are all well-known algorithms and data structures that have been successfully implemented for numerous applications.
All the algorithms in Chapter 6 are easy to implement. The lifting algorithm based on
contour trees is simple once the contour tree is built, which should not pose any major difficulty. The approximation algorithm itself is also very simple, and does not require any extra
data structure except for basic structures to handle graphs.
Finally, both algorithms in Chapter 7 are also easy to implement. Linear programming is
such a standard tool that any off-the-shelf solver can be used to solve the river embedding
problem, once the linear inequalities are produced based on the observations in Chapter 7.
Our strongly-polynomial time algorithm does not require any advanced or complex data
structure either. However, the interest in implementing the latter algorithm is small, given
that—in practice—linear programs can be solved very quickly.
Future research Several concrete open problems that arise from the results in this thesis
have been already mentioned in their respective chapters. However, it is useful to discuss
some directions of further research in a broader context.
With respect to the optimization of higher order Delaunay triangulations, an important
question emerging from Chapter 3 is to what extent the structure defined by the fixed edges
in an order-k Delaunay triangulation allows the application of the polygon triangulation algorithms. This must be assessed experimentally, with real point data, in order to evaluate
the size of the polygons for different values for k , and preferably, for a concrete optimization
measure. The number of fixed edges depends on the location of the points in the triangulation. We expect TINs to show a fixed-edge structure similar to the one shown for random
point sets in Chapter 3. This would imply that many measures will be fast to optimize in
practice, for small values of k .
At a more fundamental level, understanding the structure of higher order Delaunay triangulations for k>1 remains one of the main open problems. The structure present for k = 1
resulted in many important results in Chapter 4. It is a natural question to ask what happens
when k ≥ 2. It is known that the subdivision into triangles and quadrilaterals is not preserved anymore for k = 2, but it is worth studying if there is any other structural property
that would allow to optimize measures exactly for k ≥ 2.
The main open question following from the results in Chapter 5 is about how the different definitions of higher order constrained Delaunay triangulations perform in practice. Is
there one that is always preferred? This is an experimental question that requires a concrete
application, with real data and real constraints, and a clear criterion to compare the results
that each definition gives. The main experimental question, to be asked for each definition,
is whether the triangulations obtained are well-shaped but still give reasonable flexibility to
optimize relevant measures.
Chapters 6 and 7 showed that the terrain correction approach is a promising technique
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for TINs, and it should be studied further for other optimization measures. The challenges
from the algorithmic point of view are many. Firstly, the algorithms presented here can be
extended in several ways. For removing local minima, a natural question is how to allow
combinations of lowering and lifting in one approximation algorithm. The river embedding
problem relates to several other interesting problems from hydrology, with more ambitious
goals, like preserving the watershed boundaries for a given river network. Secondly, a more
general terrain correction model where not only the height but also the x , y -coordinates of
the vertices can be modified is a natural extension. In this setting, a change in the position
of a vertex may force a change in the triangulation. How to deal with these changes, and how
to combine them with other optimization criteria, are interesting questions worth studying.
Despite the existing work and the contributions of this thesis, the optimization of polyhedral terrains is still a rather unexplored subject, with plenty of room for improvement
and new developments. The application of computational geometry to problems motivated
from terrain modeling has already proved fruitful. However, a more intensive dialog between
researchers in computational geometry and GIS is a standing issue that needs attention. Better collaboration between both fields will result in new challenging geometric problems, and
also in efficient and practical solutions for many GIS applications.
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SAMENVATTING
Terreinen modelleren Een digitaal terreinmodel is een digitale representatie van een terrein. Zo’n model beschrijft de hoogte en hoogteverschillen van een oppervlakte, in het algemeen een stukje van de aarde. Terreinmodellen spelen een belangrijke rol in geografische informatiesystemen (GIS), waar ze worden gebruikt voor verschillende doeleinden zoals planning, visualisatie en analyse.
Het modelleren van een terrein is nauw gerelateerd aan de meetkundige eigenschappen
van het oppervlakte dat wordt gerepresenteerd. Om zo’n model voor computers leesbaar
te maken is het nodig om het op te slaan in een datastructuur. Om vervolgens iets met
het model te doen, zijn algoritmen nodig. Bovendien is de efficiëntie van die algoritmen
van belang, gezien de enorme hoeveelheden data die tegenwordig worden verwerkt. In dit
proefschrift zullen we een aantal van deze algoritmische aspecten behandelen vanuit het
gezichtspunt van de computationele meetkunde.
Hoewel er verschillende manieren zijn om terreinen te modelleren, beperken we ons tot
het zogenaamde polyhedrale terrein. Zo’n terrein bestaat uit een netwerk van driehoeken in
drie dimensies die het werkelijke oppervlakte benaderen. We noemen zo’n netwerk ook wel
een triangulatie. In de computationele meetkunde zijn triangulaties één van de belangrijkste onderwerpen die worden bestudeerd, en in dit proefschrift spelen ze een centrale rol. De
data van een polyhedraal terrein is te verdelen in een combinatorische en een numerieke
component. De combinatorische component bepaalt welke vertices met elkaar verbonden
zijn, en welke driehoeken worden gevormd. De numerieke component geeft aan iedere vertex de precieze coördinaten.
Terreinmodellen verbeteren Een digitaal terreinmodel heeft als doel een terrein te representeren, maar het blijft altijd een benadering van de werkelijkheid. Die benadering
kan fouten bevatten, bijvoorbeeld door meetfouten maar ook door te veel of verkeerde informatie weg te gooien als een grote hoeveelheid data moet worden gerepresenteerd in
beperkte opslagruimte. De nadruk in dit proefschrift ligt op triangulaties als terreinmodel,
en hoe deze kunnen worden verbeterd om het werkelijke terrein beter te representeren.
In het algemeen is het moeilijk om te definiëren wat verbeteren betekent: dat hangt
helemaal af van de toepassing van het model. Om een voorbeeld te geven, terreinen die
door natuurlijke processen worden gevormd hebben vaak weinig lokale minima, ofwel lage
plaatsen die zijn omringd door hoger gelegen terrein. Het is echter mogelijk dat een terreinmodel wel veel lokale minima heeft. Wanneer zo’n model wordt gebruikt voor hydrologische
simulaties, zullen deze overbodige kuilen in het terrein de waterstroming ernstig verstoren,
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waardoor de kwaliteit van de simulatie afneemt. In dit geval zijn de meeste lokale minima
artefacten van het model, die zouden moeten worden voorkomen. Andere veelvoorkomende
artefacten zijn platte driehoeken of kunstmatige dammen.
Om precies te zijn bestuderen we in dit proefschrift problemen die zijn gerelateerd aan
het optimaliseren van polyhedrale terreinen. We bekijken twee verschillende aanpakken om
een terreinmodel te verbeteren, en in beide gevallen willen we bepaalde kwaliteitscriteria,
zoals het aantal lokale minima of kunstmatige dammen, optimaliseren. In het eerste deel
doen we dat door de combinatorische aspecten te veranderen terwijl de numerieke data
intact blijft, terwijl we in het tweede deel juist de triangulatie laten voor wat hij is en de
locaties van de vertices veranderen.
Veel van de resultaten en algoritmen zijn in hun bruikbaarheid niet gebonden aan terreinen, maar kunnen ook in andere situaties waarin triangulaties een rol spelen nuttig zijn.
Echter, onze voornaamste motivatie komt voort uit GIS toepassingen.
Deel 1: combinatorische aspecten In het eerste deel van dit proefschrift richten we ons op
het veranderen van de combinatorische eigenschappen van het terrein. In dit geval liggen
de vertices vast, als punten in de ruimte, maar kan de triangulatie worden aangepast, of zelfs
vrij worden gekozen, om een gegeven eigenschap van het terrein te verbeteren. In dit geval is
het van groot belang dat de driehoeken een goede vorm houden. Een goede vorm betekent
bijvoorbeeld dat de hoeken van de driehoek niet te klein zijn.
Een mogelijkheid om de vorm van de driehoeken onder controle te houden wordt gegeven door de zogenaamde hogere orde Delaunay triangulaties (HODTs). De Delaunay triangulatie is een bekende triangulatie waarvan de vorm van de driehoeken in een aantal opzichten
bewijsbaar optimaal is. Het probleem is alleen dat voor een gegeven verzameling punten er
maar één uniek gedefiniëerde Delaunay triangulatie is. Om die reden is de HODT geïntroduceerd als een generalisatie van de Delaunay triangulatie. Elke HODT heeft een orde, een
parameter waarmee een compromis wordt gesloten tussen the vorm van de driehoeken en
de hoeveelheid triangulaties. Hoe hoger de orde, hoe meer triangulaties er zijn om uit te
kiezen maar hoe slechter de vorm van de driehoeken kan zijn.
HODTs geven een collectie van goedgevormde triangulaties. Om binnen dit raamwerk
andere eigenschappen van terreinen te optimaliseren zijn algoritmen nodig. We presenteren een aantal van zulke algoritmen in Hoofdstukken 3 en 4. Eerdere resultaten op het
gebied van HODTs waren voornamelijk gelimiteerd tot eigenschappen die lokaal op een
driehoek van het terrein te meten waren. Wij breiden dit uit tot complexere eigenschappen,
voor willekeurige puntverzamelingen wanneer de orde van de HODT 1 is, of voor polygonen
en elke willekeurige orde. We hebben bovendien sommige algoritmen geïmplementeerd,
en de resultaten tonen belangrijke implicaties voor het optimaliseren van de structuur van
HODTs.
Deel 2: numerieke aspecten In het tweede deel van dit proefschrift proberen we een terrein te verbeteren door de numerieke data aan te passen, dus door de vertices zelf te verplaatsen. Het spreekt vanzelf dat de verplaatsingen in dit geval niet te groot moeten zijn, wil
het model nog op het werkelijke terrein blijven lijken.
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Deze aanpak heeft tot nu toe niet veel aandacht gekregen vanuit het vakgebied van de
algoritmiek. Hoofdstuk 6 en Hoofdstuk 7 gaan over twee specifieke problemen waarin polyhedrale terreinmodellen worden verbeterd met betrekking tot een bepaald criterium. Dit is
nog nooit eerder gedaan. Er is wel eerder werk op het gebied van numerieke terreincorrectie
binnen het GIS vakgebied, maar daarin wordt voornamelijk gewerkt met rastergebaseerde
terreinmodellen en heuristieken. Het doel is daar wel om het terrein te verbeteren, maar
zonder aandacht voor of het wel op de best mogelijke manier gebeurt.
In Hoofdstuk 6 proberen we het aantal lokale minima in een terrein zo veel mogelijk
te verminderen, terwijl Hoofdstuk 7 gaat over hoe een gegeven terreinmodel kan worden
gecombineerd met een riviermodel op een consistente manier. In beide gevallen formuleren
we de terreinverbeteringsproblemen als optimalisatieproblemen waarbij het doel is om alle
artefacten van een bepaald type (zoals lokale minima of verkeerde rivieren) te verwijderen,
terwijl de totale numerieke aanpassing aan de vertices van het terrein zo klein mogelijk blijft.
Conclusie Het eerste deel van dit proefschrift presenteert een serie resultaten die bijdragen aan het raamwerk van hogere orde Delaunay triangulaties. Deze resultaten zijn belangrijk voor het optimaliseren van goedgevormde triangulaties, en zullen hopelijk nuttig zijn
voor het verkrijgen van betere terreinmodellen. Het tweede deel van dit proefschrift toont
dat de toepassing van numerieke terreincorrectie op polyhedrale terreinmodellen resulteert
in uitdagende problemen, waarvoor interessante oplossingen te vinden zijn. Afhankelijk van
het probleem hebben we efficiënte en praktische algoritmen beschreven, evenals meer theoretische resultaten over moeilijkheid van bepaalde problemen en benaderingsalgoritmen.
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