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Abstract
Data conﬂation is a major issue in GIS: diﬀerent geospatial data sets covering overlapping regions, possibly
obtained from diﬀerent sources and using diﬀerent acquisition techniques, need to be combined into one
single consistent data set before the data can be analyzed. The most common occurrence for hydrological
applications is conﬂation of a digital elevation model and rivers. We assume that a triangulated irregular
network (TIN) is given, and a subset of its edges are designated as river edges, each with a ﬂow direction.
The goal is to obtain a terrain where the rivers ﬂow along valley edges, in the speciﬁed direction, while
preserving the original terrain as much as possible.
We study the problem of changing the elevations of the vertices to ensure that all the river edges
become valley edges, while minimizing the total elevation change. We show that this problem can be
solved using linear programming. However, several types of artifacts can occur in an optimal solution. We
analyze which other criteria, relevant for hydrological applications, can be captured by linear constraints
as well, in order to eliminate such artifacts. We implemented and tested the approach on real terrain and
river data, and describe the results obtained with diﬀerent variants of the algorithm.
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Introduction

Spatial data can be acquired in various ways and has widely diﬀering characteristics. Even for the
same type of data, diﬀerent acquisition techniques give rise to diﬀerent properties of the data. For
example the extent of a forest can be obtained from land surveying, which is precise and reliable,
but it can also be obtained from satellite imagery, which is less precise and less reliable, because
it depends on classiﬁcations of pixels. On the other hand, land surveying is more expensive and
therefore, less frequently performed. This implies that available data can easily be outdated. As
a second example, consider a data set with the boundaries of the states of the USA and a data
set with the rivers of the USA. These data sets have diﬀerent origins, but if they are used in
conjunction, one should be aware that often, the boundary of a state follows part of a river. If the
river data set has a lower resolution, then it seems that a state also has small patches of land on
the other side of the river.
These two examples illustrate the issue of spatial data integration. The widespread availability of georeferenced data makes it increasingly common to encounter data regarding the same
attribute from diﬀerent sources, giving data acquired at diﬀerent scales and with diﬀerent accuracies. Therefore the integration of diﬀerent data sets is becoming more and more important [29].
Data conflation is the compilation or reconciliation of two spatial data sets covering overlapping
regions [9, 38]. When two data sets refer to the same area, data conﬂation may be necessary to
obtain data that is consistent and has no contradicting features attributed to the same part of the
terrain, while taking advantage of the characteristics of both data sets.
The study of automatic methods to conﬂate diﬀerent data sets was initiated by [38], and since
then it has experienced a signiﬁcant growth. Depending on the types of data being combined,
diﬀerent techniques have been proposed, either for vector-to-vector data conﬂation, a typical
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Fig. 1: Left: three types of edges: normal or transﬂuent, valley or coﬂuent, and ridge or diﬂuent.
Center: a river network and its drainage basin (dashed). Right: the terrain and the input
rivers overlaid.
example being the conﬂation of two road networks of diﬀerent accuracy levels [47, 49]; vector-toraster data conﬂation, for example to match a vector road network to an aerial photograph [10, 18];
and raster-to-raster data conﬂation, to identify corresponding features in two georeferenced images,
for example identifying streets from a raster map in an orthophoto map [11, 15].
In this paper we discuss a special type of vector-to-vector data conﬂation problem, between a
digital elevation model and a river data set. In particular, we assume that the digital elevation
model is given as a TIN terrain and the river data set as a set of polygonal lines in the plane,
each with a ﬂow direction. We wish to conﬂate these two data sets, which means that the rivers
should follow edges of the terrain, these edges should indeed be valleys with respect to the incident
triangles, and the direction of ﬂow should be correct. To accomplish this, we may need to add
edges to the terrain, move terrain and river edges, and/or change the elevations of vertices in the
terrain.
Motivation and background The combination of diﬀerent spatial data sets is a diﬃcult and
challenging problem due to the imprecision that is present in most spatial data sets. Imprecision
or uncertainty is an intrinsic part of digital terrain models (DTMs). In fact, no DTM can be
considered error-free due to the methods that are used to produce the DTMs in the ﬁrst place,
since they ultimately depend on error-prone measuring devices [22]. Moreover, DTMs are usually
the end result of a number of modeling and processing steps (such as measuring, converting, and
interpolating), which can introduce further uncertainty into the model.
The issue of uncertainty in terrain modeling has received a lot of attention. Many authors have
addressed the problem of evaluating the accuracy of diﬀerent types of DTMs (see for example [48,
32, 5]). A lot of eﬀort has been devoted to quantifying the uncertainty present in the data, using
analytical models for error propagation [3, 22] and more commonly with stochastic simulation
techniques ([13, 7, 17, 20], among many others). Furthermore, several methods have been proposed
to model the uncertainty in an elevation model based on a set of higher accuracy control points.
Many such methods are capable of estimating the global error of the DTM and a vertical accuracy
range for every point in the elevation model. Examples of such methods are proposed by [1, 29, 2].
For a review of the literature on uncertainty in digital elevation models for hydrologic applications
see [50].
It follows that uncertainties play an important role when conﬂating two or more datasets, and
in particular, when conﬂating terrain and river data.
The importance of terrain and river conﬂation lies in hydrology and erosion modeling on
terrains. Water can ﬂow through the surface and on the surface, and in the latter case, it may
ﬂow freely or in rills, streams or rivers. One of the reasons for erosion is the sediment transportation
capacity of ﬂowing water, which leads to soil loss.
A standard assumption of water ﬂow on a terrain is that water follows the direction of steepest
descent. In particular, this implies that water has no inertia when it ﬂows on a terrain. When a
TIN is used as a digital elevation model, the places where water collects are the so-called coﬂuent
or valley edges [19], see Figure 1. Whereas most edges receive water from one incident triangle
and pass it on to the other, valley edges receive water from both incident triangles, after which
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the water follows the downward direction on that edge. Hence, valley edges are the natural way
to represent rivers (for brevity we use rivers for any ﬂowing stream on a terrain, be it a rill, gully,
stream, creek, brook, tributary, or river). Rivers typically form a network that is often a tree
structure rooted at a local minimum or the boundary of the terrain, see Figure 1. The part of the
terrain that drains into a particular river is the drainage basin, or watershed, of that river.
Most hydrological modeling research assumes a raster terrain (DEM). Each grid cell in the
terrain drains to one of its eight neighbors, the one that gives the steepest descent. This is called
the D8 model [36] (see Figure 2), and allows the deﬁnition of accumulation of water, drainage
networks, and drainage basins. Many mainstream GIS software packages (such as ESRI ArcGIS)
contain tools for this. Often they also contain tools to correct DEMs hydrologically. A DEM
is hydrologically correct if it has a connected drainage structure and a correct representation of
ridges and streams. It implies that there are no spurious pits: local minima that are caused by
insuﬃciently dense sampling, inaccuracies in elevation measurement, or rounding of elevations [23,
24, 30].
Correction is done by changing elevations of the grid cells. There are essentially three approaches to ensure that given rivers correspond to those according to the terrain shape. The
simplest and most used method is that of stream burning: lower only the elevations of cells
through which the river passes [30, 39]. Secondly, one can specify a buﬀer around the river and
also allow a change of elevation of cells in the buﬀer. This allows a more smooth incorporation of
rivers, and is the approach in the ArcGIS Spatial Analyst extension and in agree [21]. Thirdly,
one can (potentially) allow all cells of the DEM to change elevation. The anudem system allows
this [23, 24, 25]. For more details on how these three approaches work, and an experimental
comparison of the methods, we refer to [8].
To ensure that spurious local minima are removed, one can employ pit filling and breaching.
Pit ﬁlling is to increase the elevation of a local minimum and some grid cells around it until no
local minimum remains [28]. Breaching is to lower elevations of grid cells along a path from a
local minimum to an even lower point in the neighborhood [31].
Once a hydrologically correct terrain is obtained, further analysis can be performed to compute
hydrographs, determine runoﬀ, or simulate the hydrological cycle (including rainfall, evaporation,
overland ﬂow, subsurface ﬂow, ...). Clearly, many geographic aspects inﬂuence hydrological modeling, like soil type, vegetation, precipitation intensity, and terrain shape. Regarding the last
aspect, the most important geomorphological factors are the slope and aspect of the terrain.
Raster terrains are attractive mostly due to their simplicity and their widespread availability.
However, grid models present several disadvantages when used for hydrological modeling: they
are bound to a ﬁxed, uniform, resolution, they allow only a limited number of drainage directions (usually eight), and the regular grid can introduce anisotropy leading to bias in drainage
patterns [6, 43]. As an alternative, triangulated irregular networks (TINs) do not have these limitations, and moreover, they allow to incorporate important terrain features like breaklines and
stream networks into the mesh. For these reasons, there has been a considerable amount of research in hydrology, erosion, and landscape evolution that has adopted TINs to model the terrain
surface. Relevant examples include [4, 16, 14, 26, 27, 37, 42, 43, 44, 46], and [51].
In addition, with the rise of LiDAR (Light Detection and Ranging) for elevation data acqui-
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Fig. 2: The D8 ﬂow model. Numbers indicate elevations and arrows ﬂow between contiguous cells.
The blue circles show cells that receive water from at least three other cells.
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Fig. 3: Matching river and terrain by gluing. From left to right: Original river; river showing
intersections with terrain edges; edges intersected by the river removed; ﬁnal result: nontriangular faces retriangulated.
sition, irregular point clouds and triangulations thereof are becoming more common as elevation
models, creating a need for algorithms that work on TIN representations. Furthermore, for hydrologic simulations, triangulations have been considered superior to DEMs, see for example the
experiments by [45].
Using river data to improve the hydrologic quality of terrain data is considered by [33, 35],
and [45]. These methods let the triangulation have edges where the given rivers run, but do not
guarantee that these edges are valley edges.
Approach and results In this paper we study terrain correction based on additional river data.
We will compute a TIN with minimally changed elevations of vertices while ensuring that given
rivers ﬂow along valley edges, and in the right direction.
Since we expect river and terrain data to come from diﬀerent sources, a ﬁrst preprocessing
step to match the rivers to terrain edges is needed. There are basically two ways to make sure
that river edges and terrain edges match. Firstly, we can add all river edges to the triangulation
by removing all the intersected terrain edges, and then partitioning all non-triangular faces into
triangles. Secondly, we can snap the river edges so that it uses terrain edges only. Both options
are discussed in Section 2.
After this preprocessing step, we can assume that a triangulated irregular network is given
where a subset of the edges are marked as river edges, and a ﬂow direction is speciﬁed. We
study the problem of changing the elevations of potentially all vertices to let all of these river
edges become valley edges of the terrain (with the speciﬁed ﬂow direction), while minimizing the
sum of elevation changes of the vertices. We show in Section 3 that this problem can be solved
by linear programming. However, artifacts may occur in an optimal solution, like changing the
slope of some triangles dramatically, creating sharp folds between adjacent triangles that were not
present before, and creating new valley edges out of ordinary edges in the terrain. For hydrological
modeling on terrains, such artifacts should be avoided. Therefore, we continue by analyzing which
other criteria can be captured in a linear program.
To test our approach, we implemented it and ran it on independent terrain and river data
from British Columbia. We describe the data, the preparation of the data, and the experimental
objectives in Section 4. Then we evaluate the results and visualize various attributes like the
change in elevation and the change in slope.

2

Matching terrain and river edges

With river and terrain data originating from diﬀerent sources, and possibly at diﬀerent resolutions,
it becomes necessary to preprocess the data in order to match the rivers to the terrain. In other
words, one must decide where in the terrain the rivers should ﬂow. Since the terrain is represented
by a TIN, this means that we must determine a set of terrain edges along which the rivers run.
There are basically two ways to make sure that river edges and terrain edges match.
The ﬁrst option, which we call gluing, is to add all river edges to the TIN, and then triangulate
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Fig. 4: Matching river and terrain by snapping. From left to right: Original river; river showing
intersections with terrain edges; parts of the river inside triangles removed; ﬁnal result:
river after snapping to terrain vertices.
all faces that are not triangles anymore using some constrained triangulation (like the constrained
Delaunay triangulation [12]). Thus the original terrain is adapted to ﬁt the river data. This
approach is illustrated in Figure 3. A problem inherent to this approach is that when adding new
vertices to the terrain (the river vertices), their elevation will be unknown. The easiest way to
solve this is obtaining the elevations of all the new vertices from the previously present vertices
by linear interpolation.
The second alternative is to match rivers and edges by snapping the river edges to the terrain
edges. One way to accomplish this is the following (see Figure 4 for an illustration). First, all
intersections between the river and terrain edges are added as new river vertices, and all the river
vertices interior to triangles are removed. This results in rivers with all edges between points on
triangle edges. Next, each river edge can be snapped to a terrain edge. This is done by snapping
each vertex lying on a terrain edge to the closest endpoint of that edge. Finally, artifacts like
duplicated vertices or loops must be removed. In this way, the original terrain remains intact, but
it is the river courses that are modiﬁed—hopefully not too much—to match the terrain.
The ﬁnal result for both methods consists of a triangulated terrain where some edges are
marked as river edges. Clearly both methods have advantages and disadvantages, and which one
to use will depend on the situation and on the speciﬁc types of data available.

3

Constraints for terrain correction

In this section we study the criteria that make river edges to be valley edges on a terrain. We also
study other criteria that inﬂuence the morphological quality. The objective is to formulate the
criteria as much as possible as linear constraints, so that standard linear programming software
like IBM ILOG CPLEX1 can be used for terrain correction.
First we introduce some notation. We are given a triangulation T with heights, a subset of its
edges that are marked to be river, each with a ﬂow direction. Each vertex vi has an initial height
h0i .
The goal is to determine a new height hi for each vertex vi so that the change to the original terrain is minimized. There are several ways to model this objective. Natural options are
minimizing the sum of the height diﬀerences over all vertices, the sum of the squared height differences, and minimizing the volume between the original and the new terrain. Since the ﬁrst
option—unlike the second and third one—has the important advantage that it can be expressed
as a linear objective function, we set this as our objective.
More formally, the goal is to minimize the ∑
sum of the absolute diﬀerence between the new height
and the original height of each vertex: min i |hi − h0i |. By using the standard∑transformation
hi = h0i + zi+ − zi− , where zi+ , zi− ≥ 0, the objective function becomes linear: min i (zi+ + zi− ). In
Subsection 3.1 we show that turning river edges into valley edges with the proper ﬂow direction
is an instance of linear programming. In Subsection 3.2 we analyze what other criteria can be
1

See http://www-01.ibm.com/software/integration/optimization/cplex/.
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incorporated with an linear programming approach. For ease of reading, we continue to use hi as
the height of a vertex vi .
With this approach, it is simple to incorporate information on the uncertainty of the original
terrain data. For example, if the original elevation data is collected with a precision of ±m meters,
the linear program above can be modiﬁed to allow vertical movement within the ﬁrst m meters
“for free”. This is achieved by adding an extra variable fi for each vertex vi , and taking the
constraints hi = h0i + zi+ − zi− + fi , with −m ≤ fi ≤ m as additional constraints. The objective
function remains the same, and contains only the zi+ and zi− variables. We note that this method
of dealing with imprecision assumes that there is spatial independence of the errors, which may not
be realistic. On the other hand, incorporating spatial dependence will make our simple approach
much more complicated, and will most likely lead to non-linear optimization, which implies less
eﬃcient solvers.

3.1

Constraints for embedding rivers

Each edge e of T is incident to two triangles. We call the two vertices of such a triangle that
are not incident to e its wingtips. If e is marked as a river edge, then two constraints need to be
imposed to ensure that e is a valley edge, and another constraint is needed to ensure the correct
ﬂow direction.
Let H be the plane containing e and the horizontal line perpendicular to e and through some
point on e. In other words, H is the plane with smallest slope that contains e, thus the direction
of steepest descent on H is parallel to e (assuming e is not horizontal). Then e is a (weak) valley
edge if and only if both wingtips lie above or on the plane H. For both triangles incident to e,
this constraint is a linear inequality on the three heights of the vertices involved, called valley
constraint.
The exact expression for the valley constraint for one of the triangles adjacent to e is as follows.
Let e = vi vi+1 , and let vi = (xi , yi , hi ) and vi+1 = (xi+1 , yi+1 , hi+1 ). We give the expression for
the valley constraint for the triangle with wingtip w, that is, △vi vi+1 w. Let w = (xw , yw , hw ),
and let k̂ = (0, 0, 1).
Plane H is deﬁned by vi , vi+1 and u, where u = (vi+1 − vi ) × k̂ + vi (where × denotes the
vector cross product). The valley constraint states that the wingtip must be above or on H. This
is equivalent to the following condition on a 4 × 4 determinant, where the only variables are hi ,
hi+1 and hw (because hu = hi ):
1
xi
1 xi+1
1 xu
1 xw

yi
yi+1
yu
yw

hi
hi+1
hi
hw

≤0

The fact that this determinant yields a linear expression is easy to see by noting that all
variables (hj ’s) are in one single column.
The ﬂow direction involves only the two heights of the vertices incident to e, and obviously
speciﬁes that the vertex to which the ﬂow goes is at least as low as the other vertex (namely,
hi ≥ hi+1 ). This constitutes the flow constraint.
It follows that given a triangulated irregular network with n vertices, of which a subset of
the edges are marked as river edges with a ﬂow direction, the problem of minimizing the total
height change of all vertices, while embedding the river edges as valley edges with the speciﬁed
ﬂow direction, is a linear programming problem with O(n) variables and constraints.
Observe that the TIN where all vertices have the same height is a feasible solution, regardless
of which edges are speciﬁed to be river. In principle, we prefer strict inequalities for the valley and
ﬂow constraints. If the river edges do not form a directed ﬂow cycle and no triangle of T incident
to a river edge has its wingtip at a river vertex as well, then a solution exists even with strict
inequalities (although an optimal solution is not well-deﬁned when we use strict inequalities). We
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Tab. 1: Terrain criteria that can be represented as linear constraints or not, and when such constraints can make the LP infeasible.
Terrain criteria
Valley & ﬂow constraints for rivers
Strict decline along rivers

Model with LP?
Yes
Yes

Valley edges in the strict sense
Contiguous ﬂow through rivers

Yes
No (approx. yes)

Preserve edge and triangle type
Equal elevation for lake vertices
Maintain drainage basins
Local minima removal
Limit edge slope change
Limit triangle slope change

Yes (partially)
Yes
No
No
Yes
No (approx. yes)

Exclusions for feasibility
None (ﬂat terrain works)
Directed cycles
& wingtips of river edges on rivers
Wingtips of river edges on rivers
Non-river edge connections
between rivers
None (ﬂat terrain works)
None (ﬂat terrain works)
n/a
n/a
Edges incident to river vertices
Triangles edge- or vertex-adjacent
to rivers

can simply lower all vertices that are endpoints of river edges to some very low height that is
the same for all of these vertices. This makes all river edges to be valley edges in the strict sense
(essentially, this is what stream burning does on a gridded DEM). Then we can modify the heights
slightly to ensure the ﬂow direction in the strict sense as well.

3.2

Constraints for other terrain criteria

We analyze other terrain criteria that can be enforced using—hopefully linear—constraints involving the heights of the vertices. The purpose is two-fold. Firstly, it may help to limit artifacts
like substantial slope change of triangles that can arise when we embed river edges in the terrain.
Secondly, it may be possible to ensure other useful characteristics of terrains with respect to ﬂow.
A summary of criteria and whether they can be represented by linear constraints is presented
in Table 1. The table also speciﬁes whether the linear constraints for a terrain criterion can make
the linear program (LP) infeasible (in combination with the valley and ﬂow constraints). Infeasible
LPs are not useful because the purpose is to generate an improved terrain. To ensure feasibility,
we may need to adapt the terrain or exclude constraints for certain edges and triangles.
Strict decline along rivers We can specify that every terrain edge that is part of a river has
a decline (slope) in its ﬂow direction of at least some constant. This gives a linear inequality
involving only the elevations of the river vertices. Directed cycles of river edges will make the LP
infeasible, and possibly also triangles that are incident to a river edge and another river vertex
(the wingtip of a river edge meets the same river again). To deal with infeasibility of the second
type, we can add one Steiner point on an edge, splitting two triangles into two subtriangles each.
Valley edges in the strict sense To ensure that the ﬂow direction on a triangle incident to a
river edge is actually into the river and not parallel to it, we would need a strict inequality in
the valley constraint. We can specify a decline (slope) of at least some constant in the direction
perpendicular to the river edge using a linear constraint. As long as wingtips of river edges do not
lie on a river vertex, this cannot lead to infeasibility.
Note that the constraint that the supporting plane of a triangle adjacent to a river edge makes
at least some constant angle with respect to the ﬂattest supporting plane of e (denoted H in
Section 3.1) would not give a linear constraint.
Contiguous flow through rivers Although standard drainage extraction methods for terrains
will select all valley edges as part of the drainage network, it is not guaranteed that the water in a
river will ﬂow from its source to its outlet even if all river edges are valley and the ﬂow direction is
7

Fig. 5: Water can escape from a sequence of valley edges at a leak vertex.
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Fig. 6: Left: even when vu and vw descend mildly, the segment from v to p can descend steeply.
Right: using imaginary points on the opposite edge to ensure contiguous ﬂow with mildly
stronger constraints.
ensured. It can happen that another, more steeply descending ﬂow direction exists from a vertex
of the river, see Figure 5. Such a vertex is called a leak vertex. Since water is assumed to follow
the direction of steepest descent, regardless of its volume or inertia, the water in the river will
leave its intended course, while at the next river edge, a “new” river will start. This implies that
hydrologic analyses using accumulation of water will give incorrect results.
To ensure that water actually ﬂows through the entire river from its source down, we must
guarantee that the river edge e down from a vertex v is steeper than any other edge or segment
over a triangle leaving v.
Unfortunately, bounding the steepest descent from a vertex outside the river is not captured
by a linear constraint, because it can be over a triangle interior. While the condition that one
edge is steeper than another is easily captured with a linear constraint, this is not the case for
→ and −
→ descend mildly,
segments over triangles. Moreover, a triangle △uvw may exist where −
vu
vw
whereas a segment from v to some point p on uw descends steeply, see left of Figure 3.2. This
can happen if the angle of △uvw at v is close to π, and therefore, p can be much closer to v than
u or w. Requiring that the steepest sloping descent on a triangle is at most some value cannot
be represented in a linear constraint. This is due to the fact that length of the steepest descent
edge of a triangle is a function of the heights of the vertices, and the expression describing it is
not linear.
However, we can give linear constraints that are only slightly stronger and do guarantee that
the river edge e down from v is the steepest one. Let s ≤ 0 be the downward slope of e, whose
value depends linearly on the elevations of its endpoints. Let t = △uvw be some triangle not
incident to e, and let α be the angle at v (see Figure 3.2, right). We can require with two linear
→ and −
→ are at least s · cos(α/2), which ensures that the steepest
constraints that the slopes of −
vu
vw
slope occurring on t is at least s. To make such a constraint only slightly stronger than needed, we
must make α small. This is easily done by using imaginary points along uw (see Figure 3.2, right),
and using linear constraints for the imaginary edges to these imaginary points as well. Instead of
α, we use the much smaller angles between consecutive edges from vu, the imaginary edges, and
vw. By increasing the number of imaginary points, we decrease the angle that we can use, and
these constraints together become only slightly stronger than needed to ensure steepest descent
from v along e. We do not need to generate constraints for the triangles incident to e, because
the valley and ﬂow constraints together ensure that no segment on these triangles is steeper down
than e.
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Tab. 2: Original terrain and river data used for the experiments.
river name

Goat
Khutze
Kiltuish
Kowesas
Paril
Triumph

# terrain
triangles
37,713
216,648
146,091
244,598
20,960
20,382

# river
edges

river
length

140
407
281
321
89
104

13.49 km
34.16 km
22.42 km
38.07 km
8.85 km
11.37 km

# river
edges wrong
ﬂow
32 (22.86%)
71 (17.44%)
54 (19.22%)
56 (17.45%)
12 (13.48%)
28 (26.92%)

# river
edges not
valley
47 (33.57%)
121 (29.73%)
78 (27.76%)
108 (33.64%)
24 (26.97%)
15 (14.42%)

Preserve edge and triangle type Requiring that the ﬂow situation of triangles and edges (see
Figure 1) does not change can be speciﬁed using linear constraints. For edges, we already showed
that being valley is captured by two linear constraints, and obviously the same is true for being
ridge. Also, the property for a transﬂuent edge that it receives ﬂow from the one incident triangle
and passes it on to the other is captured by two linear constraints. Note, however, that the
property of being a transﬂuent edge is not strict enough: it leaves open which incident triangle
is the one that gives ﬂow to the edge, leading to a disjunction. Similarly, we cannot use linear
programming to require that certain edges are not valley edges.
Some other related property we can maintain is the inﬂow and outﬂow edges incident to any
triangle, because these are the same constraints.
Thirdly, edges on a terrain can be convex or reﬂex (or ﬂat), which can be represented by a
linear constraint for each edge. Therefore this property can also be maintained.
Elevation of lakes, drainage basins Often the hydrologic data contains lakes in the river. We
can easily specify equal elevation of the vertices of the terrain that bound a lake, or specify an
exact elevation of a lake when it is known, using linear constraints.
Drainage basins (watersheds) are usually found by tracing paths of steepest ascent from certain
points in the terrain, in particular, from river junctions, passes, and local minima [33]. Maintaining drainage basins is important for hydrological correctness. However, it seems impossible to
formulate the preservation of drainage basins by linear constraints. We noted that we can maintain ridges, which are part of drainage basin boundaries, using linear constraints. Furthermore,
we do not expect drastic changes to drainage basins when we embed rivers, because most changes
made will be local to the river edges, and drainage basin boundaries are typically not close to
rivers.
Local minima removal We cannot use a linear programming approach for spurious pit removal.
To make sure that a vertex is not a local minimum, we would have to require that at least one of
the neighbors is lower. These are linear constraints, but it is a disjunction instead of a conjunction
so we cannot use linear programming. Furthermore, local minima removal while minimizing total
elevation change can be shown to be NP-hard [41].
Limit slope change One method to avoid artifacts on a terrain caused by changing elevations
of some vertices is to limit the change in slope of the edges. This will cause a propagation of an
elevation change over a neighborhood, and therefore give a natural way to incorporate necessary
elevation changes to embed rivers. Restricting the change in slope of every edge to, say, 50% of the
original slope is easily captured in a linear constraint. However, enforcing the constraint for river
edges and edges incident to triangles that are incident to river edges can make the LP infeasible.
We also note that (nearly) ﬂat edges must stay (nearly) ﬂat with such conditions, potentially
causing propagation of a change in elevation over a large distance when a part of the terrain is
nearly ﬂat. In any case, if this would cause unsatisfactory results, there are various practical
alternatives with which a change of slope of edges can be limited.
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Tab. 3: Changes for each of the rivers by ﬁve variants of the algorithm.
variant
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

variant
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

variant
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

Goat River
total abs.
#
change
vertices
moved
169 m
75
203 m
125
219 m
131
13,065 m
313
44,225 m
1,582
Kiltuish River
total abs.
#
change
vertices
moved
212 m
105
240 m
178
266 m
197
7,474 m
400
25,612 m
1,315
Paril River
total abs.
#
change
vertices
moved
70 m
34
91 m
58
98 m
64
947 m
115
2,917 m
343

average
change

variant

2.26
1.62
1.67
41.74
27.96

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

m
m
m
m
m

average
change

variant

2.02
1.35
1.35
18.68
19.48

VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

m
m
m
m
m

average
change

variant

2.06
1.57
1.53
8.24
8.50

VF
VFR 10%
VFR 1◦
VFRS 10%
VFRS 1◦

m
m
m
m
m

Khutze River
total abs.
#
change
vertices
moved
272 m
181
324 m
320
338 m
334
87,649 m
933
862,231 m
12,938
Kowesas River
total abs.
#
change
vertices
moved
246 m
146
281 m
247
297 m
264
159,201 m
761
2,720,426 m
23,912
Triumph River
total abs.
#
change
vertices
moved
76 m
38
90 m
70
92 m
75
1083 m
106
1,137 m
119

average
change
1.50
1.01
1.01
93.94
66.64

m
m
m
m
m

average
change
1.69
1.14
1.12
209.20
113.77

m
m
m
m
m

average
change
1.99
1.28
1.23
10.21
9.56

m
m
m
m
m

The slope on a triangle is the maximum slope of any segment on it. The aspect is the compass
direction in which the maximum downward slope is attained. Limiting the slope change of a
triangle cannot be done with a linear constraint, but we can limit the slope change in a set of
directions with a set of linear constraints, by which we limit the change in aspect as well.

4

Experimental results

The approach described in the previous section was implemented and tested on real terrain and
river data. The data corresponds to an area of British Columbia, with heights ranging from 0
to 1,600 m. We obtained a raster terrain model and a vector stream network from the Canadian
Council On Geomatics.2 The original terrain data was a 1:50, 000 raster DEM, whereas the
water streams were covered at a 1:20, 000 scale (very similar data was used by [33] for extracting
watersheds).
Preparation of the data We converted the raster terrain into a TIN using ArcGIS, allowing a
maximum vertical error of 5 m with respect to the initial raster DEM. The stream network of the
area contained 11 named rivers, of which six were selected for our tests, including the three longest
ones.
Next, the rivers from the river data set were matched up with the edges of the TIN. As
explained in Section 2, there are basically two ways to do this. For our experiments, we decided to
follow the second approach, that is, snapping the river edges so that they use terrain edges only.
The ﬁrst step of the snapping algorithm consists in adding all intersections between the river
and terrain edges as new river vertices, and removing all the river vertices interior to triangles.
This results in a river where all edges are between points on triangle edges. Next, each river was
2

Available at http://www.geobase.ca.
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Tab. 4: Artifacts created for each of the rivers, by ﬁve variants of the algorithm. Abbreviations
used: LM: local minima, FE: ﬂat river edges, LV: leak vertices.
variant
— (Initial)
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

Goat River
# LM
# FE
142
36
130
87
112
0
110
0
178
0
121
0

# LV
32
7
10
7
61
12

variant
— (Initial)
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

Khutze River
# LM
# FE
642
116
622
216
547
0
547
0
775
0
607
0

# LV
94
15
11
11
212
32

variant
— (Initial)
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

Kiltuish River
# LM
# FE
298
50
289
113
242
0
238
0
313
0
251
0

# LV
55
3
4
2
65
8

variant
— (Initial)
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

Kowesas River
# LM
# FE
465
77
456
151
408
0
407
0
615
0
477
0

# LV
80
23
20
19
221
39

variant
— (Initial)
VF
VFR 10%
VFRS 10%
VFR 1◦
VFRS 1◦

Paril River
# LM
# FE
86
18
87
38
71
0
70
0
82
0
75
0

# LV
19
6
4
3
13
5

variant
— (Initial)
VF
VFR 10%
VFR 1◦
VFRS 10%
VFRS 1◦

Triumph River
# LM
# FE
76
25
74
45
57
0
57
0
61
0
57
0

# LV
24
4
4
4
5
2

snapped to the terrain edges by moving every intersection of a river edge and a terrain edge to the
nearest endpoint of the terrain edge. Finally, duplicated vertices and loops were removed, and the
course of the river was modiﬁed to avoid triangles with two river edges. The latter was done by
selecting the other (third) edge every time two edges of one triangle were part of the river. This
adaptation resolved many causes for infeasibility of the resulting LP.
Experiments We tested ﬁve diﬀerent variants of our linear programming algorithm. VF 3 includes
only the basic (weak) valley and ﬂow constraints. VFR 10% adds a river decline constraint requiring
each river edge to have a slope of at least 10% of the average river slope. This is to avoid ﬂat
river edges. The third variant, VFRS 10% adds a fourth constraint indicating that the slope of
non-ﬂat terrain edges cannot change by more than 50%. To guarantee a feasible LP, edges where
one of the endpoints is a river vertex are excepted. Then we try two extreme additional variants:
VFR 1◦ and VFRS 1◦ are as before, but now we require each river edge to have a slope equivalent
to at least 1◦ . This is clearly a very strong constraint: its only purpose is to understand how the
algorithm propagates the change away from the river, in case a lot of change is needed. For each
river and variant, we generate a linear pogram that is solved using CPLEX 9.1. We analyze two
aspects of the solutions: the total elevation change, and the presence of certain artifacts.
The basic facts about the six rivers are shown in Table 2. It is worth noting the large percentage
of river edges that violate one of the two basic constraints in the original data. Table 3 summarizes
the change incurred by each variant. It can be seen that the ﬁrst three variants incur a relatively
small change, on average less than 2 m (averaged over the vertices with non-zero change).
If the only goal were to minimize the total elevation change, one would always choose VF,
except for the fact that it can create artifacts. This is shown in Table 4. In particular, VF creates
a large number of ﬂat river edges. For the rivers studied, at least 40% of the edges become ﬂat.
3 The letters in the names of the algorithms stand for: (V)alley, (F)low, (R)iver slope and (S)lope of terrain
edges.
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Fig. 7: Part of the Goat River after applying four variants of the algorithm. Changed parts are
shown in brown (light). From left to right, top to bottom: VF, VFR 10%, VFR 1◦ , VFRS 1◦ .
VFR 10% resolves these artifacts with only a small additional total elevation change. In all cases,
since the changes by VFR 10% were rather small and local, VFRS 10% produced similar results.
The importance of the slope preservation constraint becomes evident in the more extreme case
of VFR 1◦ . For the rivers tested, the least-cost way to create a river with 1◦ decline is always to
create a dam around it. This is clearly visible in Figure 7. Such a solution is unacceptable for
practical applications, because the terrain shape suggests that there are two more rivers, one on
either side of the dam. The variant VFRS 1◦ spreads the change towards the sides of the river,
producing a larger total change, but a more natural terrain because there is still only one river in
the valley. Table 4 also shows clearly that VFR 1◦ increases the number of artifacts considerably,
whereas VFRS 1◦ is able to prevent many of them.
From the experiments we can conclude that the ﬁrst three variants give valid rivers with
relatively small and local elevation change. The extent of the change can be seen in Figure 8. It
is interesting to note that the number of local minima and leak vertices, which are not addressed
explicitly, often also decreases. The most extreme case of Figure 8, VFRS 1◦ , is shown in more
detail in Figure 9. We emphasize that this ﬁgure shows an extreme setting: the purpose is to
understand how the algorithm propagates the change towards the sides of the valley, away from
the river, in case a major change is needed. In most practical situations we expect that such major
changes are not needed.
It is worth noting that the terrains used in these experiments are relatively steep. In principle,
our approach works also for relatively level terrains, but one can expect less good results if the
terrain is nearly ﬂat.
12

Finally, even though the goal of our tests was not to assess the running time of the methods,
the methods appear suitable for real-world instances. For our largest instance (Kowesas River),
CPLEX took less than 50 seconds to compute the solution to VFRS 1◦ , running on an Intel Core 2
Duo 2.66Ghz computer with 2GB memory. The solution to the more realistic VFRS 10% variant
was computed in only 7 seconds.

Fig. 8: Extent of change for four diﬀerent variants, on a portion of the Kowesas River. Shades of
green indicate change in triangle slope (the darker, the larger), shades of red show vertex
elevation change. Triangles whose vertices did not change are not shown. From left to
right: VF, VFR 10%, VFR 1◦ , VFRS 1◦ .

Fig. 9: Terrain view of a portion of the Kowesas River, corrected using the VFRS 1◦ variant (the
portion shown corresponds to the rightmost ﬁgure in Figure 8). Left: original terrain.
Right: terrain computed by the VFRS 1◦ variant, with changed areas colored.

5

Conclusions and future work

We discussed correcting a triangulated irregular network so that a known river follows valley edges:
edges whose local shape is like those of rivers. We formulated the problem of minimizing the total
elevation change to achieve this (and other terrain corrections) as a linear program, which makes
it easy to implement and fast in practice. Experiments show that the approach works very well.
Depending on the exact criteria, vertices need be moved only a little, and the new terrain is
hydrologically more correct.
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On a more theoretical note, it is important to mention that it is an open problem whether
a strongly polynomial-time algorithm for linear programming exists (see [34] for an introduction
to the topic). This motivated the authors to study a variant of the river embedding problem
in which only the elevations of the river vertices can be modiﬁed. This case corresponds to the
stream burning approach studied for DEMs, mentioned in the introduction. For this particular
case we presented a strongly polynomial-time algorithm that runs in O(n4 ) time, for a river with
n vertices. Given that in practice linear programming performs very fast, this result is only of
theoretical interest, and we omit the details here. Interested readers are referred to [40].
To obtain hydrologically correct terrains (with respect to the river network), spurious local
minima must be removed by other means than linear programming, and one must ensure that
the watershed boundaries are correct. Further research is needed to determine how and when
local minima are removed, and experiments may reveal whether a change in watershed boundaries
really occurs in terrain correction methods.
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